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Introduction

- What is a quantum computer?
 Why quantum computing?

: Simple examples

 Applications in particle physics
Quantum optimization

- Qubits as sensors for radiative decays of neutrinos
and dark matter particles

 Quantum network for HEP?

Summary
Disclaimer: I am a theoretical particle physicist who is excited about Al/ML and quantum computing



Quantum Revolution

quantum mechanics' principles were first understood and led to technologies
like transistors, lasers, and GPS.

 Transistors, lasers, semiconductors, MRI, and GPS. These technologies
apply quantum effects but don't fully leverage advanced quantum
properties like entanglement.

Quantum 2.0: The second quantum revolution is the current and emerging
era focused on actively controlling quantum phenomena like entanglement
and superposition to build new technologies, including quantum computing,
sensors, and secure communication.

- Quantum sensing: Developing highly sensitive sensors for medical
imaging, navigation (quantum GPS), and other applications.

- Quantum simulation: Using quantum systems to simulate complex
molecules and materials.

communication networks.

powerful computation.



What is a quantum computer?.
laws of quantum physics

It can do certain things faster than normal computers because it.
follows a different set of rules..

 Quantum speed is about how many possibilities are explored at once due.

ENIAC (US Army, 1945)



IBM

Eagle 127 qubit
IBM Quantum computer

Tens of million dollars.
(depending on service contract)

ENIAC (US Army),
~$500k (Equivalent
to ~$7million)





IBM cloud service charges
Subscription time at National Energy Research
Scientific Computing Center (NERSC)
supported by US Department of Energy

Quantum Technology Qiskit Research Pricing Blog Community Resources Sign in to Platform 

01 02 03 04 05
Access plans Compare features Technical services Startup Program Case studies

For getting started

Open Plan
Access quantum computers for up to 10 minutes of
runtime per month.

Free

Sign up 7 View features

For work at scale

Premium Plan
Subscribe for large-scale capacity with Quantum
Allocation Units QAUs).Use up to 1600 minutes per
QAU every 28 days.

Starts at$48 USD/minute 

Contact us 7 View features

For small-scale work

PayAs You Go Plan
Pay for the quantum computer access you use.Billed
per second of usage.

Starts at$96USD/minute

Sign up View features

For unparalleled access

Dedicated Service
Access to a dedicated on-prem quantum system that
is serviced and maintained by IBM Quantum.

Price requires quote

Contact us View features

For project-based work

FlexPlan
Pre-purchase time for projects that require execution
flexibility or bursts of sustained usage.

Starts at$72 USD/minute

Contact us View features

IBM



Quantum Computing: A Soccer Analogy
By Thomas Wong

If the rules were changed so that players could use
their hands, soccer would look very different. In
some cases, it would be faster or easier for athletes
to use their hands to hold, throw, or catch the ball.
In other cases, however, it would still be better to
kick the ball. For example, most soccer players can
kick the ball across the field faster than they can
throw the ball or run with it. So, to get the ball
across the field as quickly as possible, it may still
be better to use one's feet.

Analogously, the essence of quantum computing is to change the rules so that a.
computer can now use its "hands." That is, the rules of the game are changed from
the laws of classical physics to the laws of quantum physics. As a result, a quantum
computer can solve some problems faster by using its "hands." For other problems,.
using one's "feet" is better, so a quantum computer is no faster for these problems.

Quantum computers are NOT expected to replace traditional computers for everyday

classical computers, but they are not a general-purpose replacement. Classical
computers will remain essential for most tasks, while quantum computers will be used.
for specialized applications

Quantum Junction at the International Conference for High Performance Computing



Digital Computing vs Quantum Computing
Use binaries to perform

calculations and solve problems

Bit:x E{0,1}

Digital computation with n bits:.
{O,1}n ->{O,1}m, m<n

Use QM / qubits to solve problems

cos0 2Qubit: 1y) =cos -10) + ei$ sin 1 = eiv sin e

d1
02Quantum computation with n qubits: ..

Classical gates:

ANAND: ABR

Algorithms

Quantum gates:. Unitary transformation
Measurement

Rotation around x-axis: R(e) = exj

Quantum Algorithms
6R
(0| 0
(1) Ry0 1



Classical gates Quantum gates
Operator MatrixGate(s)OR GateAND Gate

[i i]XPauli-X (X)

[ 1]Pauli-Y (Y)Boolean Expression Boolean Expression

Y=A.B Y=A+B [- i]Pauli-Z (Z
NOT Gate NAND Gate

J[i i]Hadamard (H) HA
0

[3 ]Phase (S,P S.
Boolean Expression Boolean Expression

10Y=A' Y=A.B=A'+B /8(T)
NOR Gate XOR Gate 0 0Controlled Not 1 0 0

00 100 0(CNOT,CX) 0 1

1000 6001

0 0
100 010Controlled Z (CZ)

Boolean Expression Boolean Expression

Y=A+B Y=AB
5001

0 0
010 100SWAP

XNOR Gate

1O00000 0000010 6000100 6001600 06601160 0100000 0000000 00000010

Toffoli
(CCNOT,
CCX, TOFF)

Boolean Expression

Y=AOB These gates are platform-dependent.



Quantum Bits (Qubits): Unit-normalized
two dimensional complex vector

(0) and 1))
Amplitude - coefficient in front of 0 and 1

(0) and 1>) (+I
Measurement - get (0) or 1) with

probability = | amplitude |2

- Qubit collapses to [0) or 1)
Normalized - total probability is 1.
Entanglement - outcome two qubits are

intertwined. (Entangled vs separable)

Qubit - quantum bit
. Superposition - combination of 0 and 1

t|0)

W
0+i|1!+=puls 2

(1)
e

cOs 2y)= cos-|0) + eis sin-1) S1

+
!+

V2

0+ 12



Why Quantum Computing?
Cryptography: factoring, hidden subgroup program, discrete

logarithm problem Find the generators of the subgroup H < G, that is
implicitly defined by a function f on G such that f is
constant and takes distinct values on each coset of HOptimization

Search algorithm
Quantum simulation

Find the discrete logarithm of y E Z* with respect to
base b such that b* = y (mod p)

- Quantum Advantages?
 Quantum Machine Learning

Learns better with small # of data
. Faster convergence
. Less # of parameters

What are the interesting problems?

t(0)

0+i|1)
pulse 2

0+12
(1)

0 e
|uass+0| s3=[m)



QML: Equivariant Quantum Neural Networks
1.00 1.00

0.75 0.75

0.50 0.50

0.25 0.25

0.000.00

-0.250.25
-0.50-0.50
-0.75-0.75
-1.00-1.00

-1.0 -0.5 0.0 0.5 1.0-1.0 -0.5 0.0 1.00.5
X1X1

1.01.0

0.8
Rate

0.8

Rate  Better
True Positive

Better 0.60.6
Positive

0.40.4
True

QNN 24 param0.20.2 QNN 10 param
EQNN 20 paramEQNN 10 param

Ntrain = 200 Ntrain= 200DNN33 param DNN 37param0.0ENN 25 param0.0
0.0 0.2 0.4 0.6 0.8 1.00.0 0.2 0.4 0.6 0.8 1.0

False Positive RateFalse Positive Rate 2311.18744



QML: Equivariant Quantum Neural Networks
1.01.00

0.95 0.9

0.90- 0.8
AUC AUC

0.85 0.7
EQNN20paramEQNN

QNN QNN24param0.80
0.6DNN DNN 37 param
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Example: Inner product
d = (a1, a2,, a1024) = |a)

b =(bj,b2,,b1024)=|b)

i.b=a Z0Ip+...+'qp + 102

How many operations

 1024 multiplications + 1023 additions .

: 10 qubits are needed to embed  d = (aj, a2, .., d1024)p
|b) : 10 qubits are needed to embed 5 Do....
|0) : 1 additional qubit as a registry

12 operations are needed
210 = 1024 |0) +(-1)*|1)Hx

Prob(O)- Prob(1) =|<a|b)| =|ab|2



Proof: Inner product.
a}8(b)=|a>(b] (0) HH

|0)+(-1)*|1))H|x (n| y)
(b)H(l0){a)|b)) 1O)+|1>)la>{b)

(4)(1) (2) (3)

(3)

SWAPH(lO)|a)|b)) SWAP(|O)+|1>)|a>|b) |O)(a)|b)+|1>|b>|a)

ly)=HSWAPH(l0)|a)|b)) H(|0)|a)|b)+|1)|b>|a)

1O}(la){b}+|b}|a))+ l1)(Ia){b)-{b){a))

differencesum of the "unswapped" and the "swapped'

1{a|b)|P(O)=|(<0OD)|y>l2 2 P(1)-P(O)=|{a|b)l2
2+21<a|b}|2P(1) =|<{0OI)|y>l2 = 1

4)

(1)

(2)



Using vector notation

i =

b =(1,0)

1

70

|a.b2 = 0.5

Using Dirac bracket notation

qJ (O)+|1>)=H|O)

(ql (0)

0.707

a|b)|2 = P(1)- P(O) = 0.5

Left alignmentOperations Q Inspect

0
q[1]

RZ q[2]
RXX

RCC

IBM Quantum
Composer



Example: Inner product
Let |y), I) E C2" be two N = 2n dimensional vectors. How to compute the

magnitude of the inner product I ( I y) I2 ?
Digital Hx) 0+-1)*1)

N = 2r multiplication and additions
- Decompose multiplications and additions as NAND gates

Quantum
- Run the following circuits with 2n + 1 qubits and n + 2 gates.

-Prob(0) - Prob(1) = |<|y)|2 0)
80

Probability (% of 1024 shots)

60

20



Example: MathMagic
9 7 12h 5 6 13 hl 153 5 7 1 13 15 2 3 6 7 10 1 hl 15

17 18 b122 23 26 27 30 3l 20 21 22 23 28 29 30 3119 21 23 25 27 29 31

34 35 38 39 42 43 46 47 36 37 38 39 44 45 46 4733 35 37 39 41 43 45 47

4q 51 53 55 57 59 61 63 50 51 54 55 58 59 62 63 52 53 54 55 60 61 62 63

 15 18 19 20 21 22 238 q 10 12 13 hl 1617 32 33 34 35 36 37 38 39

24 25 26 27 28 29 30 31 24 25 26 27 28 29 30 31 Lh 9h Sh hh Eh Zh 1h Oh

40 41 42 43 44 45 46 47 48 4q 50 51 52 53 54 55 48 4q 50 51 52 53 54 55

56 57 58 59 60 61 62 63 56 57 58 59 60 61 62 63 56 57 58 59 60 61 62 63



XXXXX1 XXXX1X XXX1XX

? 6 52 3 7  15b 13 hl h 6 7 12 13 hl5 15 10 15

20 21 22 23 28 29 30 3117 19 21 23 25 27 29 31 18 bI22 23 26 27 30 31

33 35 37 39 41 43 45 47 34 35 38 39 42 43 46 47 36 37 38 39 44 45 46 47

4q 51 53 55 57 59 61 63 50 51 54 55 58 59 62 63 52 53 54 55 60 61 62 63

% 1 12  15 16 18 19 20 21 22 23 32 33 34 35 36 37 38 39q 10 13 hl 17

24 25 26 27 28 29 30 31 24 25 26 27 28 29 30 31 Lh 9h Sh hh Eh Zh 1h Oh

40 41 42 43 44 45 46 47 48 4q 50 51 52 53 54 55 48 4q 50 51 52 53 54 55

56 57 58 59 60 61 62 63 56 57 58 59 60 61 62 63 56 57 58 59 60 61 62 63

XX1XXX X1XXXX 1XXXXX



Suppose your number was 43

73 5  15 5 6 12 tl  15h 137 b 11I3 2 3 6 7 10 hl15
19 22 23 26 27 30 31 20 21 22 23 28 29 30 3117.19 21 23 25 27 29 31 18

36 37 38 39 44 45 46 4733 35 37 3q 41 43 45 47 34 35 38 39 42 43 46 47

4q 51 53 55 57 59 61 63 50 51 54 55 58 59 62 63 52 53 54 55 60 61 62 63

13 14 15 16 17 18 19 20 21 22 238 q 10 12 32 33 34 35 36 37 38 3q

24 25 26 27 28 29 30 31 24 25 26 27 28 29 30 3I 40 41 4243 44 45 46 47

Lh 9h Sh hh EhZh 1h Oh 48 4q 50 51 52 53 54 55 48 4q 50 51 52 53 54 55

56 57 58 59 60 61 62 6356 57 58 59 60 61 62 63 56 57 58 59 60 61 62 63

In base 2: 101011



Suppose your number was 43

73 5  15 5 6 12 tl  15h 137 b 11I3 2 3 6 7 10 hl15
19 22 23 26 27 30 31 20 21 22 23 28 29 30 3117.19 21 23 25 27 29 31 18

36 37 38 39 44 45 46 4733 35 37 39 41 43 45 47 34 35 38 39 42 43 46 47

4q 51 53 55 57 59 61 63 50 51 54 55 58 59 62 63 52 53 54 55 60 61 62 63

13 14 15 16 17 18 19 20 21 22 238 q 10 12 32 33 34 35 36 37 38 39

24 25 26 27 28 29 30 31 24 25 26 27 28 29 30 3I 40 41 42 43 44 45 46 47

40 41 42 43 44 45 46 47 48 4q 50 51 52 53 54 55 48 4q 50 51 52 53 54 55

56 57 58 5q 60 61 62 6356 57 58 59 60 61 62 63 56 57 58 59 60 61 62 63

In base 2: 101011 = 100000 + 001000 + 000010 + 000001



Suppose your number was 43

11 12h 5 6 7 tl  1515 135 7 q. 13  15 2 3 6 7 10 tl3

20 21 22 23 28 29 30 3117 19 21 23 25 27 29 31 18 19 22 23 26 27 30 31

36 37 38 39 44 45 46 4733 35 37 39 41 43 45 47 34 35 38 39 42 43 46 47

4q 51 53 55 57 59 61 63 50 51 54 55 58 59 62 63 52 53 54 55 60 61 62 63

13 14 15 I6 1718 19 20 21 22 23 3233 34 35 36 37 38 3q8 b 10 12

24 25 26 27 28 29 30 31 24 25 26 27 28 29 30 3l 40 41 42 43 44 45 46 47

40 41 42 43 44 45 46 47 48 4q 50 51 52 53 54 55 48 4q 50 51 52 53 54 55

56 57 58 5q 60 61 62 6356 57 58 59 60 61 62 63 56 57 58 59 60 61 62 63

In base 2: 101011 = 100000 + 001000 + 000010 + 000001

In base 10: 32 8 2=

43=



Is there a way to find out the answer.
by asking less than 6 questions?.

 Core components of Quantum Information Science and Technology.

.What problems do we want to solve? (domain specific research
knowledge)

. Need different set of rules and a novel algorithm must be
developed (quantum algorithms)

. Need a device that can execute the algorithm (quantum devices)

. Suitable materials are required to build such a device (quantum
materials)



Bernstein-Vazirani Algorithm.
A n-bit functionf : {0,1}8n _> {0,1}, which outputs a single bit, is

guaranteed to be of the form f.(x) = x : s, where s is an unknown n-bit.
n-1

string and x : s = xoso + .-- + xn-1$n-1 =  x;s; (mod 2). Find the unknown.
i=0

string s = (soS1:-:Sn-1)-.

Best classical algorithm uses O(n) calls to f.(x) = x : s mod 2. Each.
query gives one bit of information of s (because f outputs one bit)..

How do we find s with less than n queries? -> Use superposition (over al
possible input bit strings). (0) h H?1so)H

<Is1-WHu}<01 H

.... ...U
H|sn-1)<01

|1) (1)



$ vs Tiger
 Teaching quantum information science to high-schoo
and early undergraduate students by Sophia Economou,
Terry Rudolph, Edwin Barnes, 2005.07874

You encounter two doors:
Money behind at least one
door

$
Tiger might be lurking

behind one door

open Tiger?





$ vs Tiger.
The button on the left opens both doors
 YOU WANT TO BE SURE THERE'S NO TIGER
BEHIND EITHER DOOR BEFORE YOU PUSH THE
*OPEN" BUtTON

The device in the middle
will tell you if there is a
tiger behind the door that
you ask about - but you
only get to use it once

Door DoorTiger? 1 = no tiger,1
0 = tiger

open Tiger?



$ vs Tiger
 List the three different scenarios for what's behind the doors:



Deutsch Algorithm 1985

. We want to find out whether a particular function, with one input.
bit and one output bit is constant or balanced. Classically, we
need to evaluate the function twice (i.e., for input = 0 and input
- 1), but remarkably, we only need to evaluate the function.
once using quantum algorithm, by using Deutsch's algorithm.

Consider a simple function, f(x) : {0,1} ) {0,1}

- Identity: f(O) = 0 and f(1) = 1
f(O) = 1 and f(1) = 0- Bit-flip function:

-Constant function: f(x) = 0 or f(x) = 1

 For possible functions

x Y X Y
0

X



The First Wave of Quantum.
Machine Learning?

PRL 103,150502 (2009) PHYSICAL REVIEW LETTERS week ending
9OCTOBER2009

Quantum Algorithm for Linear Systems of Equations

Aram W. Harrow,' Avinatan Hassidim,2 and Seth Lloyd3
'Department of Mathematics, University of Bristol, Bristol, BS8 1Tw, United Kingdom

2Research Laboratory for Electronics, MIT, Cambridge, Massachusetts 02139, USA
3Research Laboratory for Electronics and Department of Mechanical Engineering, MIT, Cambridge, Massachusetts 02139, USA

(Received 5 July 2009; published 7 October2009)

Solving linear systems of equations is a common problem that arises both on its own and as a subroutine
in more complex problems:given a matrix A and a vector b, find a vector x such that Ax = b.We consider
the case where one does not need to know the solution x itself, but rather an approximation of the
expectation value of some operator associated with x, e.g., xMx for some matrix M. In this case, when A
is sparse, N  N and has condition number k, the fastest known classical algorithms can find  and
estimate xMx in time scaling roughly as Nk.Here, we exhibit a quantum algorithm for estimating
 Mx whose runtime is a polynomial of log(N)and k. Indeed, for small values of k [i.e., poly log(N)], we
prove (using some common complexity-theoretic assumptions) that any classical algorithm for this
problem generically requires exponentially more time than our quantum algorithm.

Ax = b Complexity of inversion of a regular matrix=O(N3)
Complexity of inversion of a sparse matrix=O(N)



The First Wave of Quantum
Machine Learning?.

PRL103,150502 (2009) PHYsICAL REVIE Citations per year

Quantum Algorithm for Linea.

Aram W. Harrow,' Avinatan Ha
'Department of Mathematics, University of Bris.

2Research Laboratory for Electronics, MIT, C
3Research Laboratory for Electronics and Department of Mechanica

(Received 5 July 2009; publis

Solving linear systems of equations is a common probl
in more complex problems:given a matrix A and a vector
the case where one does not need to know the solutic
expectation value of some operator associated with x, e.g
is sparse, N N and has condition number k, the fas
estimate xMx in time scaling roughly as Nk.Here,
xMx whoseruntime is a polynomial of log(N)and k. In
prove (using some common complexity-theoretic assu
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problem generically requires exponentially more time than our quantum aigoritnm.

Ax = b Complexity of inversion of a regular matrix=O(N3
Complexity of inversion of a sparse matrix=O(N)
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(o|

(o| H
(o| H QFT
(o| H
(o| H

toto to toiAiA iA iA
16 8 24e e e e

2 

HHOFT H
H

to toiA to toiA iA iA2 4 8 16ee e e

to R(0.973iA 16 R(0.199Z R0.379
R1.879

X xz



100
Discrete Fourier Transform (DFT). DFT: N2
Fast Fourier Transform (FFT). FFT: N log2 N80 QFT: (log2 N)2Quantum Fourier Transform (QFT)

Complexity

60
eN

40
N Iog,N

20

(log,N)2O

2 4 6 8 10
Input (N)



Experimental realization
PRL 110, 230501 (2013) PHYSICAL REVIEW LETTERS week ending

7 JUNE 2013

Experimental Quantum Computing to Solve Systems of Linear Equations.

X.-D. Cai,' C. Weedbrook,2 Z.-E. Su,' M.-C. Chen,' Mile Gu,3,4 M.-J. Zhu,' Li Li,1,* Nai-Le Liu,1,t.
Chao- Yang Lu,1,+ and Jian-Wei Pan'

' Hefei National Laboratory for Physical Sciences at Microscale and Department of Modern Physics,.
University of Science and Technology of China, Hefei, Anhui 230026, China

-Center for Quantum Information and Quantum Control, Department of Electrical and Computer Engineering,.
and Department of Physics, University of Toronto, Toronto M5s 3G4, Canada

3Centre for Quantum Technologies, National University of Singapore, Singapore 117543
4Center for Quantum Information, Institute for Interdisciplinary Information Sciences, Tsinghua University, Beijing 100084, China.

(Received 6 March 2013; published 6 June 2013)

Solving linear systems of equations is ubiquitous in all areas of science and engineering. With rapidly.
growing data sets, such a task can be intractable for classical computers, as the best known classical.
algorithms require a time proportional to the number of variables N. A recently proposed quantum.
algorithm shows that quantum computers could solve linear systems in a time scale of order log(N), giving.
an exponential speedup over classical computers. Here we realize the simplest instance of this algorithm,
solving 2  2 linear equations for various input vectors on a quantum computer. We use four quantum bits
and four controlled logic gates to implement every subroutine required, demonstrating the working.
principle of this algorithm.

'A two-qubit photonic quantum processor and its application to solving systems of linear equations". Scientific Reports. 4: 6115
'Experimental realization of quantum alqorithm for solvinq linear systems of equations". Physical Review A. 89 (2): 022313

Quantum algorithms for systems of linear equations inspired by adiabatic quantum computing, Phys.Rev.Lett. 122 (2019) 6, 060504
> "Experimental realization of quantum algorithms for a linear system inspired by adiabatic quantum computing". Phys. Rev. A 99

012320. 8 dimensional linear equation.



Shor's factoring algorithm

meaning the time taken is polynomial in Iog N, the size of the
integer given as input. Specifically, it takes quantum gates of order

O((log N)2(log log N)(log log log N

. This is significantly faster than the most efficient known classical
factoring algorithm, the general number field sieve, which works in

sub-exponential time: C. 1.9(log N)1/3(1og log N)2/3

10

1025 Exp(constd1/3)

Number of operations

best classical
1020 algorithm

Classical
Record:1015

230 digits
1010

constd3
Shor's algorithm105

1000  50 100 150 200 250 300
Number of digits d

RSA-250 =
641352894770715802787901901705773
890848250147429434472081168596320
245323446302386235987526683477087
37661925585694639798853367

333720275949781565562260106053551
142279407603447675546667845209870
238417292100370802574486732968818
77565718986258036932062711

RSA factoring challenge.
(Product of exactly two primes)



A few popular tools for quantum.
simulation (Classical Quantum Computers

Qiskit (IBM) Qiskit

IBM Quantum Composer

IBM Quantum Platform

PennyLane and Strawberry Fields (Xanadu) PENNYLANE

TensorFlowQuantum (Google) TensorFlow Quantum

etNetKet

7Tensor Network

CUDA Quantum (NVIDIA)

TensorCircuitTensorCircuit

16



Quantum computers are hard to build
Qubits, unlike classical bits, need to interact strongly among themselves to

form entangled states, which in turn form the basis for computation in
quantum computers. But to achieve this experimentally is incredibly hard.



Quantum Hardware Roadmap
10-1

Noisy Intermediate Scale Quantum (NISQ)Today

Physical Error Rate

10-2

Tomorrow
10-3

Beyond
classical Far Future

10-4
107100 101 102 103 104 105 106 108

Number of Qubits



IBM QUANTUM PROCESSORS ROADMAP
Sources: Global X analysis of information derived from: IBM. (2022). Our new 2022 development roadmap

2023 2024 2025
CONDOR FLAMINGO KOOKABURRA

5000 Kookaburra,1,386 qubits1,121 qubits 4,158 qubits

4,158

4000
HERON CROSSBILL
133 qubits x p Communications where we are408 qubits

Classical3000
Qubits

Qauntum

Flamingo,
2000 Condor, 1,386

1,121

Osprey,
1000 Hummingbird, Eagle, 3 flamingo (462 qubits)433Falcon, processors with build-in65 12727 quantum communication link

0
2019 2020 2021 2022 2023 2024 2025

Year
Note: 2022 onwards includes planned processor launches.

IBM has been following a quantum-computing road map.
that roughly doubles the number of qubits every year..



A quantum computing partnership
with the University of Chicago and
the University of Tokyo 100,000-qubit system by 2033

The commitment, to be signed May 21 on the sidelines of the G7 and U.S.-Japan Leaders'Meeting, aims to advance
development of a fault-tolerant quantum computer by supporting research, entrepreneurship and workforce training
May 17,20232 min read

Charina Chou
Director and CoO,
Google Quantum Al

H Hartmut Neven
VP,Google Quantum Al

<Share



Where quantum computers are useful

- Dark matter detection, quantum magnetometry + electrometry, atomic clocks.
. Quantum simulation/Hamiltonian simulation

 Physics, chemistry
.Quantum machine learning 2510.10501, 2411.15315, 2412.21082, 2411.13520

- Classification, generative models, anomaly detection
Quantum cryptography and security

- Quantum key distribution, post-quantum cryptography
Quantum linear algebra and numerical methods

 HHL algorithms, eigenvalue problems
Quantum communication and networks

- Entanglement and violation of Bell's inequality 2407.01663, 2407.07147, 2305.07075
- Teleportation, quantum internet

Quantum sampling
 Supremacy tasks, random circuits.

Quantum optimization: combinatorial problems at the LHC 2410.22417
 Finance, physics, materials discovery, science

Quantum devices (qubits) as sensors: detection of dark matter and neutrino decays.
2508.09139



Variational Quantum Algorithms
Hybrid quantum-classical model is suggested to circumvent the issue of

going slow with quantum annealer as well as implementing Hamiltonian.
in the available hardware.

 Quantum: parameterize wave function
 Classical: minimize/maximize the expectation value of H in the problem.

=y(0)|H|y(0))E(e

Quantum Classical

Output
fx;0)

State
preparation Cost

x-x) IE[Y-fx;0)]
Ux0i

Update
Quantum circuit 0i-1-0



Variational Quantum Algorithms

INPUT HIDDEN OUTPUT
LAYER LAYERS LAYER

Quantum Classical

Output
fx;0

State
preparation Cost

IE[Y-fx;0]x-x)
Ux0i

Update
0i-10Quantum circuit



Quantum Machine Learning

- Subdiscipline of quantum computing and quantum information.
science

Artificial Intelligence: Statistical prediction
 Machine Learning: Learn from data
 Quantum Machine Learning: Learn from data with quantum algorithms

data generating system.

CQCC
QC QQ

C - classical, Q - quantum

data processing device. CC: classical data being processed
classically

QC: how machine learning can help with.
quantum computing.

 CQ: classical data fed into quantum
computer for analysis (quantum machine.
learning)

QQ: quantum data being processed by.
quantum computer (ex: Quantum
simulation)



Quantum optimization



Quantum Optimization
.Optimization problems are everywhere.

- Continuous optimization
- Discrete optimization: combinatorial optimization
- Quadratic Unconstrained Binary Optimization (QUBO)

. NP hard problem
 Quadratic function might have several local minima
 Close connection to Ising model

Apply quantum algorithms to solve optimization problem
- Gate model: use universal gates (Pauli's)
-- Non-gate model (quantum annealer): relies on adiabatic

theorem to find a minimum energy of Hamiltonian
corresponding to the minimum value of some cost
function.



Combinatorial problems at the LHC.
V13V(n) (b (c)V1

PP >{vi} PP ->{vi} U{vj} PP->AUB

FIG. 1. (a) n-observed particles (b) Dividing n particles into

with A and B.
Assuming 2 -> 2 production with subsequent decays, identification of an event-

topology becomes a binary classification, with 2n-1'ppossibilities

Combinatorial problem: What would be an efficient way of assigning all observed
particles in two decay chains?.

Kinematic variables and feature engineering for particle phenomenology
Rev.Mod.Phys. 95 (2023) 4, 045004



MaxCut problem
. Objective:

 Maximize the number of cut edges in a graph when split
into 2 parts

 Divides the set of nodes in the graph into two subsets so
that we have as many edges as possible that go between
the two sets

Cut size = 2 Cut size = 3 Cut size = 5



Map Coloring

- at most four colors are used.
- no two adjacent* regions have the same color

Problem: Color the regions of a given map such that

Valid four-coloring Invalid; more than 4 colors. Invalid; yellows touch.

* "adjacent" means "shares an edge"; sharing a corner is OK



Traveling salesman problem (TSP)
• Given a list of cities and the distances between each pair 

of cities, what is the shortest possible route that visits 
each city exactly once and returns to the origin city? 

• It is an NP-hard problem in combinatorial optimization, 
important in theoretical computer science and operations 
research.

• Given a list of cities and the distances between each pair 
of cities, what is the shortest possible route that visits 
each city exactly once and returns to the origin city? 

• It is an NP-hard problem in combinatorial optimization, 
important in theoretical computer science and operations 
research.

https://en.wikipedia.org/wiki/NP-hardness
https://en.wikipedia.org/wiki/Combinatorial_optimization
https://en.wikipedia.org/wiki/Theoretical_computer_science
https://en.wikipedia.org/wiki/Operations_research
https://en.wikipedia.org/wiki/Operations_research


Traveling salesman problem (TSP)
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• Label vertices  and the edge set  to be directed. (For undirected, add (uv) and (vu)). 

• Introduce  bits , where  represents the vertex and  represents its order to the edge set. 
• Every vertex can only appear once in a cycle, and that there must be a j-th node in the cycle for each j. 

• For the nodes in our prospective ordering, if  and   are both 1, then there should be an energy 
penalty if .

1,⋯, N (uv)
N2 xv,i v i

xu, j xu, j+1
(uv) ∉ E

undirected) Hamiltonian cycles problem. We then simply add

HB = B
∑

(uv)∈E

Wuv

N
∑

j=1

xu,jxv,j+1. (57)

with B small enough that it is never favorable to violate the constraints of HA; one such constraint is
0 < Bmax(Wuv) < A (we assume in complete generality Wuv → 0 for each (uv) ∈ E).11 If the traveling
salesman does not have to return to his starting position, we can restrict the sum over j from 1 to N − 1,
as before. As with Hamiltonian cycles, (N − 1)2 spins are required, as we may fix node 1 to appear first
in the cycle.

8. Tree Problems

The most subtle NP problems to solve with Ising models are problems which require finding connected
tree subgraphs of larger graphs.12 Because determining whether a subgraph is a tree requires global
information about the connectivity of a graph, we will rely on similar tricks to what we used to write
down Hamiltonian cycles as an Ising model.

8.1. Minimal Spanning Tree with a Maximal Degree Constraint

The minimal spanning tree problem is the following: given an undirected graph G = (V,E), where each
edge (uv) ∈ E is associated with a cost cuv, what is the tree T ⊆ G, which contains all vertices, such that
the cost of T , defined as

c(T ) ≡
∑

(uv)∈ET

cuv, (58)

is minimized (if such a tree exists)? Without loss of generality, we take cuv > 0 in this subsection (a
positive constant can always be added to each cuv ensure that the smallest value of cuv is strictly positive,
without changing the trees T which solve the problem). We will also add a degree constraint, that each
degree in T be ≤ ∆. This makes the problem NP-hard, with a corresponding NP-complete decision
problem [18].

To solve this problem, we place a binary variable ye on each edge to determine whether or not that
edge is included in T :

ye ≡
{

1 e ∈ ET

0 otherwise
. (59)

We also place a large number of binary variables xv,i on each vertex, and xuv,i, xvu,i on edge (uv) (these
are distinct spins): the number i = 0, 1, . . . , N/2 will be used to keep track of the depth a node in the
tree, and if xuv = 1, it means that u is closer to the root than v, and if xvu = 1 it means that v is closer
to the root. Finally, we use another variable zv,i (i = 1, . . .∆) to count the number of degrees of each
node. We now use energy H = HA+HB, where the terms in HA are used to impose the constraints that:
there is exactly one root to the tree, each vertex has a depth, each bond has a depth, and its two vertices
must be at different heights, the tree is connected (i.e., exactly one edge to a non-root vertex comes from

11One can also encode graph structure by assuming a complete graph (this allows one to neglect the third term in HA),
but choosing the weights of the “non-existent” edges to obey Wuv/∈E → N max(Wuv∈E). As Wuv is not defined if (uv) /∈ E,
these are in fact two identical interpretations.

12 A tree is a graph with no cycles. A cycle is set of vertices v1, . . . , vn with (v1v2), . . . , (vn−1vn), (vnv1) ∈ E. It is easy to
check that if (V,E) is a tree, |E| = |V |− 1.
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AEBCDA
1+8+3+6+1 = 19

1 2 3 4 5

A 1

B 1

C 1

D

E 1 1

•  is a constant. The ground state of this system has , only if we 
have an ordering of vertices where each vertex is only included once, and 
adjacent vertices in the cycle have edges on the graph – i.e., we have a 
Hamiltonian cycle. 

• The traveling salesman also needs to minimize the total traveling distance 
(weight)

A > 0 H = 0

•  should be small enough that it is never favorable to 
violate the constraints of .
B

HA

7. Hamiltonian Cycles

In this section, we describe the solution to the (undirected or directed) Hamiltonian cycles problem,
and subsequently the traveling salesman problem, which for the Ising spin glass formulation, is a trivial
extension.

7.1. Hamiltonian Cycles and Paths

Let G = (V,E), and N = |V |. The graph can either be directed or undirected; our method of solution
will not change. The Hamiltonian path problem is as follows: starting at some node in the graph, can
one travel along an edge, visiting other nodes in the graph, such that one can reach every single node in
the graph without ever returning to the same node twice? The Hamiltonian cycles problem asks that, in
addition, the traveler can return to the starting point from the last node he visits. Hamiltonian cycles is
a generalization of the famous Königsberg bridge problem [24], and is NP-complete [18].

Without loss of generality, let us label the vertices 1, . . . , N , and take the edge set (uv) to be directed
– i.e., the order uv matters. It is trivial to extend to undirected graphs, by just considering a directed
graph with (vu) added to the edge set whenever (uv) is added to the edge set. Our solution will use N2

bits xv,i, where v represents the vertex and i represents its order in a prospective cycle. Our energy will
have three components. The first two things we require are that every vertex can only appear once in a
cycle, and that there must be a jth node in the cycle for each j. Finally, for the nodes in our prospective
ordering, if xu,j and xv,j+1 are both 1, then there should be an energy penalty if (uv) /→ E. Note that
N + 1 should be read as 1, in the expressions below, if we are solving the cycles problem. These are
encoded in the Hamiltonian:

H = A
n
∑

v=1



1−
N
∑

j=1

xv,j





2

+A
n
∑

j=1

(

1−
N
∑

v=1

xv,j

)2

+A
∑

(uv)/∈E

N
∑

j=1

xu,jxv,j+1. (56)

A > 0 is a constant. It is clear that a ground state of this system has H = 0 only if we have an ordering
of vertices where each vertex is only included once, and adjacent vertices in the cycle have edges on the
graph – i.e., we have a Hamiltonian cycle.

To solve the Hamiltonian path problem instead, restrict the last sum over j above from 1 to N − 1;
we do not care about whether or not the first and last nodes are also connected. N2 spins are requied to
solve this problem.

It is straightforward to slightly reduce the size of the state space for the Hamiltonian cycles problem
as follows: it is clear that node 1 must always be included in a Hamiltonian cycle, and without loss of
generality we can set x1,i = δ1,i: this just means that the overall ordering of the cycle is chosen so that
node 1 comes first. This reduces the number of spins to (N − 1)2.

7.2. Traveling Salesman

The traveling salesman problem for a graph G = (V,E), where each edge uv in the graph has a weight
Wuv associated to it, is to find the Hamiltonian cycle such that the sum of the weights of each edge in the
cycle is minimized. Typically, the traveling salesman problem assumes a complete graph, but we have the
technology developed to solve it on a more arbitrary graph. The decision problem (does a path of total
weight ≤ W exist?) is NP-complete [18].

To solve this problem, we use H = HA + HB, with HA the Hamiltonian given for the directed (or

17

HA

undirected) Hamiltonian cycles problem. We then simply add

HB = B
∑

(uv)∈E

Wuv

N
∑

j=1

xu,jxv,j+1. (57)

with B small enough that it is never favorable to violate the constraints of HA; one such constraint is
0 < Bmax(Wuv) < A (we assume in complete generality Wuv → 0 for each (uv) ∈ E).11 If the traveling
salesman does not have to return to his starting position, we can restrict the sum over j from 1 to N − 1,
as before. As with Hamiltonian cycles, (N − 1)2 spins are required, as we may fix node 1 to appear first
in the cycle.

8. Tree Problems

The most subtle NP problems to solve with Ising models are problems which require finding connected
tree subgraphs of larger graphs.12 Because determining whether a subgraph is a tree requires global
information about the connectivity of a graph, we will rely on similar tricks to what we used to write
down Hamiltonian cycles as an Ising model.

8.1. Minimal Spanning Tree with a Maximal Degree Constraint

The minimal spanning tree problem is the following: given an undirected graph G = (V,E), where each
edge (uv) ∈ E is associated with a cost cuv, what is the tree T ⊆ G, which contains all vertices, such that
the cost of T , defined as

c(T ) ≡
∑

(uv)∈ET

cuv, (58)

is minimized (if such a tree exists)? Without loss of generality, we take cuv > 0 in this subsection (a
positive constant can always be added to each cuv ensure that the smallest value of cuv is strictly positive,
without changing the trees T which solve the problem). We will also add a degree constraint, that each
degree in T be ≤ ∆. This makes the problem NP-hard, with a corresponding NP-complete decision
problem [18].

To solve this problem, we place a binary variable ye on each edge to determine whether or not that
edge is included in T :

ye ≡
{

1 e ∈ ET

0 otherwise
. (59)

We also place a large number of binary variables xv,i on each vertex, and xuv,i, xvu,i on edge (uv) (these
are distinct spins): the number i = 0, 1, . . . , N/2 will be used to keep track of the depth a node in the
tree, and if xuv = 1, it means that u is closer to the root than v, and if xvu = 1 it means that v is closer
to the root. Finally, we use another variable zv,i (i = 1, . . .∆) to count the number of degrees of each
node. We now use energy H = HA+HB, where the terms in HA are used to impose the constraints that:
there is exactly one root to the tree, each vertex has a depth, each bond has a depth, and its two vertices
must be at different heights, the tree is connected (i.e., exactly one edge to a non-root vertex comes from

11One can also encode graph structure by assuming a complete graph (this allows one to neglect the third term in HA),
but choosing the weights of the “non-existent” edges to obey Wuv/∈E → N max(Wuv∈E). As Wuv is not defined if (uv) /∈ E,
these are in fact two identical interpretations.

12 A tree is a graph with no cycles. A cycle is set of vertices v1, . . . , vn with (v1v2), . . . , (vn−1vn), (vnv1) ∈ E. It is easy to
check that if (V,E) is a tree, |E| = |V |− 1.
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DAECB

• Label vertices  and the edge set  to be directed. (For undirected, add (uv) and (vu)). 
N2 xv,i v i• Introduce  bits , where  represents the vertex and  represents its order to the edge set. 

• Every vertex can only appear once in a cycle, and that there must be a j-th node in the cycle for each j. 
xu, j xu, j+1• For the nodes in our prospective ordering, if  and   are both 1, then there should be an energy 

(uv) ∉ Epenalty if .

•  is a constant. The ground state of this system has , only if we 
have an ordering of vertices where each vertex is only included once, and 
adjacent vertices in the cycle have edges on the graph – i.e., we have a 
Hamiltonian cycle. 

• The traveling salesman also needs to minimize the total traveling distance 
(weight) ! !

•  should be small enough that it is never favorable to 
HAviolate the constraints of . 0 < B max(Wuv) < A
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ABSTRACT

Quantum annealing is a generic solver for optimization problems that uses fictitious quantum fluctuation. The most ground-
breaking progress in the research field of quantum annealing is its hardware implementation, i.e., the so-called quantum
annealer, using artificial spins. However, the connectivity between the artificial spins is sparse and limited on a special net-
work known as the chimera graph. Several embedding techniques have been proposed, but the number of logical spins, which
represents the optimization problems to be solved, is drastically reduced. In particular, an optimization problem including fully
or even partly connected spins suffers from low embeddable size on the chimera graph. In the present study, we propose an
alternative approach to solve a large-scale optimization problem on the chimera graph via a well-known method in statistical
mechanics called the Hubbard-Stratonovich transformation or its variants. The proposed method can be used to deal with
a fully connected Ising model without embedding on the chimera graph and leads to nontrivial results of the optimization
problem. We tested the proposed method with a number of partition problems involving solving linear equations and the traffic
flow optimization problem in Sendai and Kyoto cities in Japan.

Introduction

Quantum annealing (QA) is a generic algorithm aimed at solving optimization problems by exploiting the quantum tunneling
effect. The scheme was originally proposed as an algorithm for numerical computation1 inspired by simulated annealing
(SA)2 and exchange Monte-Carlo simulation3. Moreover, its experimental realization has been accomplished recently and
attracted significant attention. Quantum annealing has the advantage of solving an optimization problem formulated with
discrete variables. A well-known example is searching for the ground state of the spin-glass model, which corresponds to
various types of optimization problems, such as the traveling salesman problem and satisfiability problem4–6. In QA, we
formulate a platform to solve the optimization problem, the Ising model, and implement it in the time-dependent Hamiltonian.
The Hamiltonian takes the form of the formulated Ising model at the final time. The initial Hamiltonian is governed by the
“driver” Hamiltonian only with quantum fluctuation. The frequently used driver Hamiltonian consists of the transverse field,
which generates the superposition of the up and down spins. The first stage of QA is initialized in the trivial ground state of the
driver Hamiltonian. The quantum effect will be gradually turned off, and will end so that only the classical Hamiltonian with a
nontrivial ground state remains. When the transverse field changes sufficiently slowly, the quantum adiabatic theorem ensures
that we can find the nontrivial ground state at the end of QA7–9. Numerous reports have stated that QA outperforms SA10–12.
The performance possibly stems from the quantum tunneling effect penetrating the valley of the potential energy. The protocol
of QA is realized in an actual quantum device using contemporary technology, namely, the quantum annealer13–16. The output
from the current version of the quantum annealer is not always the spin configuration in the ground state, due to the limitation
of the device and environmental effects17. Therefore, several protocols based on QA do not keep the system in the ground
state following the condition on the adiabatic quantum computation. Rather, they employ a nonadiabatic counterpart18–21

and the thermal effect22. The quantum annealer has been tested for numerous applications, such as portfolio optimization23,
protein folding24, the molecular similarity problem25, computational biology26, job-shop scheduling27, traffic optimization28,
election forecasting29, machine learning30–35, and automated guided vehicles in plants36.

In addition, studies on implementing the quantum annealer to solve various problems have been performed31–33,37–39. The
potential of QA might be boosted by the nontrivial quantum fluctuation, referred to as the nonstoquastic Hamiltonian, for
which efficient classical simulation is intractable40–44.

The current version of the quantum annealer, the D-Wave 2000Q, employs the chimera graph, on which physical qubits are
set. The connection between the physical qubits is sparse and limited on the chimera graph. Several embedding techniques
are thus proposed, but the number of logical qubits, which represent the optimization problems to be solved, is drastically
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ABSTRACT

Quantum annealing is a generic solver for optimization problems that uses fictitious quantum fluctuation. The most ground-
breaking progress in the research field of quantum annealing is its hardware implementation, i.e., the so-called quantum
annealer, using artificial spins. However, the connectivity between the artificial spins is sparse and limited on a special net-
work known as the chimera graph. Several embedding techniques have been proposed, but the number of logical spins, which
represents the optimization problems to be solved, is drastically reduced. In particular, an optimization problem including fully
or even partly connected spins suffers from low embeddable size on the chimera graph. In the present study, we propose an
alternative approach to solve a large-scale optimization problem on the chimera graph via a well-known method in statistical
mechanics called the Hubbard-Stratonovich transformation or its variants. The proposed method can be used to deal with
a fully connected Ising model without embedding on the chimera graph and leads to nontrivial results of the optimization
problem. We tested the proposed method with a number of partition problems involving solving linear equations and the traffic
flow optimization problem in Sendai and Kyoto cities in Japan.

Introduction

Quantum annealing (QA) is a generic algorithm aimed at solving optimization problems by exploiting the quantum tunneling
effect. The scheme was originally proposed as an algorithm for numerical computation1 inspired by simulated annealing
(SA)2 and exchange Monte-Carlo simulation3. Moreover, its experimental realization has been accomplished recently and
attracted significant attention. Quantum annealing has the advantage of solving an optimization problem formulated with
discrete variables. A well-known example is searching for the ground state of the spin-glass model, which corresponds to
various types of optimization problems, such as the traveling salesman problem and satisfiability problem4–6. In QA, we
formulate a platform to solve the optimization problem, the Ising model, and implement it in the time-dependent Hamiltonian.
The Hamiltonian takes the form of the formulated Ising model at the final time. The initial Hamiltonian is governed by the
“driver” Hamiltonian only with quantum fluctuation. The frequently used driver Hamiltonian consists of the transverse field,
which generates the superposition of the up and down spins. The first stage of QA is initialized in the trivial ground state of the
driver Hamiltonian. The quantum effect will be gradually turned off, and will end so that only the classical Hamiltonian with a
nontrivial ground state remains. When the transverse field changes sufficiently slowly, the quantum adiabatic theorem ensures
that we can find the nontrivial ground state at the end of QA7–9. Numerous reports have stated that QA outperforms SA10–12.
The performance possibly stems from the quantum tunneling effect penetrating the valley of the potential energy. The protocol
of QA is realized in an actual quantum device using contemporary technology, namely, the quantum annealer13–16. The output
from the current version of the quantum annealer is not always the spin configuration in the ground state, due to the limitation
of the device and environmental effects17. Therefore, several protocols based on QA do not keep the system in the ground
state following the condition on the adiabatic quantum computation. Rather, they employ a nonadiabatic counterpart18–21

and the thermal effect22. The quantum annealer has been tested for numerous applications, such as portfolio optimization23,
protein folding24, the molecular similarity problem25, computational biology26, job-shop scheduling27, traffic optimization28,
election forecasting29, machine learning30–35, and automated guided vehicles in plants36.

In addition, studies on implementing the quantum annealer to solve various problems have been performed31–33,37–39. The
potential of QA might be boosted by the nontrivial quantum fluctuation, referred to as the nonstoquastic Hamiltonian, for
which efficient classical simulation is intractable40–44.

The current version of the quantum annealer, the D-Wave 2000Q, employs the chimera graph, on which physical qubits are
set. The connection between the physical qubits is sparse and limited on the chimera graph. Several embedding techniques
are thus proposed, but the number of logical qubits, which represent the optimization problems to be solved, is drastically
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Quadratic Unconstrained Binary 
Optimization (QUBO)

• QUBO: combinatorial optimization problem with a wide range of 
applications from finance to ML (partitioning, graph coloring, task 
allocation, max-sat, max-cut etc) 

• Find a binary vector  which minimizes  

• In matrix notation,  where  
• NP-hard problem: no polynomial-time algorithms are known.

x* f

f(x) = xTQx, Q ∈ ℝn×n

f : ℤn
2 ⟶ ℝ

f(x) =
n

∑
i=1

i

∑
j=1

qij xi xj +
n

∑
i=1

hi xi
xi ∈ ℤ2 = {0,1}, hi, qij ∈ ℝ

Quadratic polynomial over binary variable 

x* = argmin
x ∈ ℤn

2

f(x)

x = (xnxn−1⋯x2x1)

(binary strings of n-bits)

• QUBO: combinatorial optimization problem with a wide range of 
applications from finance to ML (partitioning, graph coloring, task 
allocation, max-sat, max-cut etc) 

• Find a binary vector  which minimizes  (binary strings of n-bits)

• In matrix notation,  where  
• NP-hard problem: no polynomial-time algorithms are known.
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H = − ∑
i, j

Jij σz
i σz

j − ∑
i

hi σz
i
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We provide Ising formulations for many NP-complete and NP-hard problems, including

all of Karp’s 21 NP-complete problems. This collects and extends mappings to the Ising

model from partitioning, covering and satisfiability. In each case, the required number of

spins is at most cubic in the size of the problem. This work may be useful in designing

adiabatic quantum optimization algorithms.
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1. Introduction

1.1. Quantum Adiabatic Optimization

Recently, there has been much interest in the possibility of using adiabatic quantum optimization (AQO)
to solve NP-complete and NP-hard problems [1, 2].1 This is due to the following trick: suppose we have a
quantum Hamiltonian HP whose ground state encodes the solution to a problem of interest, and another
Hamiltonian H0, whose ground state is “easy” (both to find and to prepare in an experimental setup).
Then, if we prepare a quantum system to be in the ground state of H0, and then adiabatically change
the Hamiltonian for a time T according to

H(t) =

(

1− t

T

)

H0 +
t

T
HP, (1)

then if T is large enough, and H0 and HP do not commute, the quantum system will remain in the ground
state for all times, by the adiabatic theorem of quantum mechanics. At time T , measuring the quantum
state will return a solution of our problem.

There has been debate about whether or not these algorithms would actually be useful: i.e., whether
an adiabatic quantum optimizer would run any faster than classical algorithms [3, 4, 5, 6, 7, 8, 9], due to
the fact that if the problem has size N , one typically finds

T = O
[

exp
(

αNβ
)]

, (2)

1In this paper, when a generic statement is true for both NP-complete and NP-hard problems, we will refer to these
problems as NP problems. Formally this can be misleading as P is contained in NP, but for ease of notation we will simply
write NP.
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P vs NP
• In Theoretical Computer Science, the two most basic classes of problems are 

P and NP.   
• P includes all problems that can be solved “efficiently”.  

– For example: add two numbers. The formal definition of "efficiently" is in time that's 
polynomial in the input's size. 

• NP (nondeterministic polynomial (time)) includes all problems that given a 
solution, one can efficiently verify that the solution is correct. 

– An example is the following problem: given a bunch of numbers, can they be split into 
two groups such that the sum of one group is the same as the other. Clearly, if one is 
given a solution (two groups of numbers), it's simple to verify that the sum is the 
same. (This is a partitioning problem).   

• What's unknown is whether problems such as the one above have an efficient 
algorithm for finding the solution. This is the (in)famous (unsolved) P = NP 
problem, and the common conjecture is that no such algorithm exists.   

• Now, NP hard problems are such problems that were shown that if they can be 
efficiently solved (which, as mentioned, is believed to not be the case), then 
each and every problem in NP (each and every problem whose results can be 
efficiently verified) can be efficiently solved. In other words, if you're up to 
showing that P=NP, you might want to take a stand at any of those NP-hard 
problems since they are "equivalent" in some way to all others.
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• Abstract: We introduce a quantum algorithm that 
produces approximate solutions for combinatorial 
optimization problems. The algorithm depends on a 
positive integer p and the quality of the 
approximation improves as p is increased. The 
quantum circuit that implements the algorithm 
consists of unitary gates whose locality is at most the 
locality of the objective function whose optimum is 
sought. The depth of the circuit grows linearly with p 
times (at worst) the number of constraints. If p is 
fixed, that is, independent of the input size, the 
algorithm makes use of efficient classical 
preprocessing. If p grows with the input size a 
different strategy is proposed. We study the 
algorithm as applied to MaxCut on regular graphs 
and analyze its performance on 2-regular and 3-
regular graphs for fixed p. For p = 1, on 3-regular 
graphs the quantum algorithm always finds a cut that 
is at least 0.6924 times the size of the optimal cut.
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Quantum Approximate Optimization 
Algorithm (QAOA)

HP = C(s) = HC =
1
2 ∑

(i, j)∈E
(1 − σz

i σz
j ) : Problem Hamiltonian (i, j) : the edge index

i : vertex index

Farhi et al 2014

Quantum Approximation Optimization Algorithm (QAOA)

According to the adiabatic theorem, if a Hamiltonian is slowly varying and starts in an eigenstate
of the initial Hamiltonian, then it will end in the corresponding eigenstate of the final Hamiltonian.
If our Hamiltonian is

H(t) =

✓
1� t

T

◆
HM +

t

T
HP

and starts in an eigenstate of H(0) = HM (which we call the mixer Hamiltonian), then at t = T

it will be in the corresponding eigenstate of H(T ) = HP (called the problem Hamiltonian) granted
T is large. So, if we know the ground state eigenvalue of HM , then we can find the ground state
eigenvalue of HP with this Hamiltonian H.

If our initial state is | 0i, then it evolves as

| i = exp


�i

Z
t

0
H(t0) dt0

�
| 0i

Discretizing the integral:

= exp

2

4�i

pX

j=1

H(j�t)�t

3

5 | 0i

We can’t exactly split up this exponential into a product of p exponents. But we can approximate
it by ignoring second-order and higher terms in p�t.

⇡
pY

j=1

exp


�i�t

✓
1� j�t

T

◆
HM +

j�t

T
HP

��
| 0i

Once again, if �t is small and T is large, then

⇡
pY

j=1

exp


�i�t

✓
1� j�t

T

◆
HM

�
exp


�i�t

j�t

T
HP

�
| 0i

Reparameterize:

=
pY

j=1

exp


� i�jHM

�

| {z }
U(HM ,�j)

exp


� i�jHP

�

| {z }
U(HP ,�j)

| 0i

So we can approximate the evolution of a state under this Hamiltonian as a product of 2p param-
eterized unitaries where it is more accurate for larger p. So if we start in the lowest (or highest)
state of HM , we will end up in the lowest (or highest) state of HP .

The eigenvalues of the Pauli matrix �x are ±1 with eigenvectors |±i = (|0i± |1i) /
p
2. So if

our initial state is |+i then we will begin in the highest energy state for �x. Then for n qubits, our
known Hamiltonian can be

HM =
nX

i=1

�
z

i .

1

HM = B = HB = ∑
j

σX
j : Mixer Hamiltonian

Full Hamiltonian: 
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And this state is simple to prepare: it is just |+i = H |0i. Thus we have everything we need to
evolve the state:

|�,�i =
pY

j=1

U(HM ,�j)U(HP , �j) |+i⌦n

where |�,�i ⌘ | i. This prepared state will be an approximation of the highest energy state of
HP . Thus if we can write a cost function as a Hamiltonian, then we can classically optimize the 2p
parameters (�,�) such that

Fp(�,�) = h�,�|HP |�,�i

is maximized.

Max Cut

In the max cut problem, we have a graph G = (V,E) with vertices V = {Vi} and edges E = {Ejk}.
We want to cut the graph wherein we split the graph into two subgraphs such that these two
subgraphs share a maximal number of edges. So our cost function will be

C =
1

2

X

j,k2E
1� (�1)j(�1)k| {z }

Cjk

.

where vertices of one subgraph have a value of 1 and vertices of the other have a value of 0. Thus
if vertices j and k are not of the same subgraph, then j + k = 1 and so Cjk = 1 otherwse Cjk = 0.
So this cost function returns the number of cuts. Thus we want to maximize C. So to write this as
a Hamiltonian, note that the eigenvalues of the Pauli matrix �z are ±1 with eigenvectors |0i and
|1i. Thus, for a single edge,

1

2

�
1� �

z

j�
z

k

�
|jki = Cjk |jki

and, more generally,

1

2

X

j,k2E

�
1� �

z

j�
z

k

�
| i = C | i .

and thus we have our problem Hamiltonian and therefore our unitary:

U(HP , �i) = exp

2

4�i�i

X

j,k2E
�
z

j�
z

k

3

5

where the first term (the 1) is the identity and so will not a↵ect the expectation value and the
�1/2 is absorbed into the constant �i.

So how is this realized as a circuit? For the mixer Hamiltonian,

U(HM ,�j) = exp

"
�i�j

nX

i=1

�
z

i

#

=
nY

i=1

e
�i�j�

z
i

2

Works in the adiabatic limit 
or p → ∞

(Initial Hamiltonian)

H(0) = HM = initial Hamiltonian

H(T ) = HP = problem Hamiltonian
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FIG. 4. Interference process of QAOA. QAOA is an interference-based algorithm such that non-target states interfere
destructively while the target states interfere constructively. Here we illustrate this interference process by presenting
the evolution of the quantum state of the parameters (black bar graphs on the yellow plane) alongside with the
QAOA operations (blue and pink boxes on circuit lines, representing the Phase encoding and Mixers respectively).
The starting state

q
◊

|◊Í (omitting the normalization factor) is the even superposition state of all possible parameter
configurations. After the first Phase encoding operation, the state becomes

q
◊

e≠i“1C(◊)|◊Í for which we use opacity
of the bars indicate the value of the phase, the magnitudes of the amplitudes in the state remains unchanged. After
the first Mixer, the state becomes

q
◊

�C(◊)|◊Í in which the magnitudes of the amplitudes in the state has changed.
Similar process happens to the following operations, until the amplitudes of the optimal parameter configurations
are amplified significantly (the furthest bar graph). The grey bar graph in the right corner is the cost function being
optimized by QAOA.

The alternating operations can be illustrated as in Fig. 5. Finally a measurement in the computational basis
is performed on the state. Repeating the above state preparation and measurement, the expected value of
the cost function,

ÈCÍ = È�,�| HC |�,�Í ,

can be estimated from the samples produced from the measurements.

The above steps are then repeated altogether, with updated sets of time parameters “1, . . . , “p, —1, . . . , —p.
Typically a classical optimization loop (such as gradient descent) is used to find the optimal parameters
that maximize(or minimize) the the expected value of the cost function ÈCÍ. Then measuring the resulting
state of the optimal parameters provide an approximate solution to the optimization problem.

There has been a lot of progress on QAOA recently on both the experimental and theoretical fronts. There
is evidence suggesting that QAOA may provide a significant quantum advantage over classical algorithms
[42, 43], and that it is computationally universal [44, 45]. Despite these advances, there are limitations
of QAOA. The performance improves with circuit depth, but circuit depth is still limited in near-term
quantum processors. Moreover, deeper circuits translate into more variational parameters, which introduces
challenges for the classical optimizer in minimizing the objective function. Ref. [46] show that the locality
and symmetry of QAOA can limit its performance. These issues can be attributed to the form of the QAOA
ansatz. A short-depth ansatz that is further tailored to a given combinatorial problem could therefore

QAOA

γ1

β1

γ2

β2

γp

βp

Maximum Likelihood detection 
Traveling salesman problem 

Scheduling management 
Unstructured search 

Graph coloring 
Max-cut

U(γ1) = exp (−iγ1HP)

U(β1) = exp (−iβ1HM)

U(γ2) = exp (−iγ2HP)
U(β2) = exp (−iβ2HM)

U(γp) = exp (−iγpHP)

U(βp) = exp (−iβpHM)
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FIG. 1: a) A specific instance of a graph for which we want to identify a set of vertices that maximises the number
of edges that are cut. b) A quantum circuit with a single iteration of a quantum ansatz applied to it. The quantum
ansatz consists of a unitary operation specific to the problem being solved and a problem-independent mixing
unitary. c) Decomposing the problem and mixing unitaries for QAOA, MA-QAOA, and XQAOA into CNOT and
single-qubit rotation gates.

formulated as a binary quadratic program of the form

Maximise
∑

{u,v}→E

1

2
wuv (1→ yuyv)

s.t yu ↑ {→1, 1} ↓u ↑ V.

(1)

The optimisation problem given by eq. (1) is NP-hard1,
which suggests that it is highly plausible that no e!cient
algorithm exists that can solve it.

However, there are approximation algorithms that can
find good solutions in polynomial time for many instances
of the problem. The GW algorithm holds the current
record for an approximation ratio guarantee on generic
graphs, achieving an approximation ratio of r↑ ↔ 0.87856

using semidefinite programming [63]. When confined to
unweighted 3-regular graphs, this lower bound can be in-
creased to r

↑ ↔ 0.9326 [72]2. Assuming the unique games
conjecture [74]3 and that P ↗= NP, this is the best possible
approximation ratio for MaxCut [75–77] that polynomial-
time classical algorithms can achieve. Additionally, it has

1 Historically, the NP-hardness of MaxCut was one of the earli-
est results known in computational complexity theory: the de-
cision version of the MaxCut problem was one of Karp’s first
NP-complete problems [71]. Here, a decision problem is a prob-
lem in which a yes-or-no answer is sought. A decision version of
the MaxCut problem may be phrased as follows: given a graph
G and an integer j, determine if G has a cut whose size is at
least j.

2 This bound by Halperin et al. is an improvement over an earlier
result by Feige et al., who found a smaller lower bound of r→ →
0.924 for unweighted 3-regular graphs [73].

3 The unique games conjecture asserts that the problem of esti-
mating the approximate value of a certain type of game, known
as a unique game, has an NP-Hard computational complexity.

been proven that it is NP-hard to approximate the Max-
Cut value with an approximation ratio that is better than
r
↑ ↘ 16/17 ↔ 0.94117 [78, 79].

B. Quantum Approximate Optimisation Algorithm

(QAOA)

Combinatorial optimisation problems can be formu-
lated using n bits and m clauses, where each clause repre-
sents a constraint on a subset of the bits that is satisfied
for certain combinations of values for those bits but not
for others. We consider the case when each clause µ is
associated with a cost cµ ↑ R. The objective function
defined on n-bit strings is then given by the sum of the
costs of the satisfied clauses:

C(z) =

m∑

µ=1

Cµ(z), (2)

where z = z1z2 · · · zn ↑ {0, 1}n is an n-bit string and
Cµ(z) = cµ if z satisfies the clause µ and 0 otherwise.
An approximate optimisation algorithm aims to find a
string z that achieves a desired approximation ratio r

ω,
i.e., it seeks a string z that satisfies

C(z)

Cmax
↘ r

↑
, (3)

where Cmax = maxz C(z). The QAOA algorithm con-
sists of two operators (see fig. 1): the problem unitary
and the mixing unitary, which are generated by the prob-
lem Hamiltonian and mixing Hamiltonian, respectively.
The problem unitary is defined as the following unitary
operator U(C, ω) which depends on a real-valued angle
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• QAOA:    one parameter for each mixer layer 

• ma-QAOA:      parameters for each mixer layer 

• XQAOA:          parameters for each mixer layer
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FIG. 9. Comparison of original QAOA and ADAPT-QAOA. In the left and right panels of this figure, we depict
the state change in the Hilbert space of the parameters to be optimized, for the original QAOA and ADAPT-
QAOA respectively. The starting state

q
◊

|◊Í (omitting the normalization factor), represented by the rounded dot
at the bottom of each space, is the even superposition state of all possible solutions. The arrows represent the
state evolution generated by the cost Hamiltonian and mixer Hamiltonian, and the color and direction of the arrows
indicate the nature of the evolution. Blue arrows represent the evolution by the cost Hamiltonian. Arrows of other
colors represent the evolution by di�erent mixer Hamiltonians. In the original QAOA, there is only one mixer (shown
in pink) available. Whereas, in ADAPT-QAOA there are more alternative mixers to chose from the mixers pool.
The two algorithm try to reach the target state |◊úÍ (represented by the blue star) by stacking these arrows, which
represent the alternating operations of two QAOAs. For reference we sketched the relevant paths — adiabatic path
for the original QAOA and counter-diabatic path for ADAPT-QAOA — along the state evolution of the two QAOAs.
As can be seen, the ADAPT-QAOA takes much fewer iterations to reach a closer point to the target state. This
illustrates that compared to the original QAOA, allowing alternative mixers enables ADAPT-QAOA to dramatically
improve algorithmic performance while achieving rapid convergence.

The advantage of this adaptive ansatz may come from the counter-diabatic (CD) driving mechanism.
Numerical evidence shows that the adaptive mixer sequence chosen by the algorithm coincides with that
of “shortcut to adiabaticity” by CD driving [27]. Inspired by the CD driving procedure, another variant of
QAOA, CD-QAOA [29], also uses an adaptive ansatz to achieve similar advantages. CD-QAOA is designed
for preparing the ground state of quantum-chaotic many-body spin chains. By using terms occurring in the
adiabatic gauge potential as additional control unitaries, CD-QAOA can achieve fast high-fidelity many-body
control.

Inspired by above variants of QAOA, we design a new variant of QAOA tailored for our QNN training
problem. In our case, for QNN training, the parameters we are optimizing (the angles of rotation gates) are
continuous (real) values. Therefore, the choice of mixer Hamiltonian has to be adapted (as in QDD). We
also want take advantage of including alternative mixers and allowing adaptive mixers for di�erent layers (as
in ADAPT-QAOA). Thus, the proper QAOA ansatz for our QNN training problem should be an adaptive
continuous version of QAOA, which we call we call AC-QAOA. Here we depict the the quantum circuit
schematic of AC-QAOA in Fig. 10.

3. Grover Adaptive Search

Grover’s algorithm is generally used as a search method to find a set of desired solutions from a set of
possible solutions. Dürr and Høyer presented an algorithm based on Grover’s method that finds an element

Adaptive Derivative Assembled Problem 
Tailored QAOA (ADAPT-QAOA)



Feedback-based ALgorithm Quantum 
Optimization (FALQON) 2

Figure 1. (a) The procedure for implementing FALQON. The initial step is to seed the procedure by setting �1 = 0. The
qubits are then initialized in the state | 0i, and a single FALQON layer is implemented to prepare | 1i = Ud(�1)Up| 0i. The
qubits are then measured to estimate A1, whose result is fed back to set �2 = �A1, up to sampling error. For subsequent steps
k = 2, · · · , `, the same procedure is repeated, as shown in (b): the qubits are initialized as | 0i, after which k layers are applied
to obtain | ki = Ud(�k)Up · · ·Ud(�1)Up| 0i, and then the qubits are measured to estimate Ak, and the result is fed back to set
the value of �k+1. This procedure causes hHpi to decrease layer-by-layer as per h 1|Hp| 1i � h 2|Hp| 2i � · · · � h `|Hp| `i,
as shown in (c), such that the quality of the solution to the combinatorial optimization problem monotonically improves with
circuit depth. The protocol can be terminated when the value of hHpi converges or a threshold number of layers ` is reached.
Then, after the final step, Z basis measurements on | `i can be used to determine a best candidate solution to the combinatorial
optimization problem of interest, by repeatedly sampling from the probability distribution over bit strings induced by | `i and
selecting the outcome associated with the best solution.

continuous function with f(t, 0) = 0 and A(t)f(t, A(t)) >
0 for all A(t) 6= 0 [17]. Here, we present results for w = 1
and f(t, A(t)) = A(t), such that �(t) = �A(t). In prac-
tice, we assign values to �(t) as a feedback loop, where
�(t) = �A(t� ⌧), and ⌧ is a feedback loop time delay.

We now consider alternating, rather than concurrent,
applications of Hp and Hd, leading to a time evolu-
tion of the form U = Ud(�`)Up · · ·Ud(�1)Up, where
Up = e

�iHp�t, Ud(�k) = e
�i�kHd�t, and �k = �(k⌧��t)

for k = 1, 2, · · · , ` and ⌧ = 2�t, such that after each pe-
riod of �t the applied Hamiltonian alternates between
Hp and Hd. We note that for small �t, this yields a
Trotterized approximation to the continuous time evolu-
tion of the system. In this Trotterized framework, we
again aim to satisfy Eq. (1) by suitably choosing each
value of �k. We note that during the time intervals when
Hp is applied, d

dt hHpi(t) = 0; although its value doesn’t
change, the eigenstates of Hp do accumulate phases dur-
ing this time, which impact the ensuing dynamics. Mean-
while, during the time intervals when Hd is applied, we
recover the same result that d

dt hHpi = A(t)�(t). Conse-
quently, we can ensure that Eq. (1) is satisfied by utiliz-
ing the same feedback law, given by �k+1 = �Ak, where
Ak = h k|i[Hd, Hp]| ki [18]. In this setting, it is always
possible to select �t small enough such that Eq. (1) is
satisfied [15]. However, if �t is chosen to be too large,

Eq. (1) will be violated. Based on this framework, the
FALQON algorithm is presented in Fig. 1. The key fea-
ture of FALQON is that it is a constructive, optimization-
free procedure for assigning values to each �k accord-
ing to a feedback law. And by design, the enforcement
of Eq. (1) ensures that the quality of the solution to
the combinatorial optimization problem under consider-
ation (quantified by hHpi) improves monotonically with
respect to the depth of the circuit, k.
The circuits used in QAOA have the same alternat-

ing structure as those in FALQON, albeit with addi-
tional parameters �1, · · · , �` that enter into Up, such
that UQAOA = Ud(�`)Up(�`) · · ·Ud(�1)Up(�1). Then,
the solution to the original combinatorial optimization
problem is sought by minimizing h (~�, ~�)|Hp| (~�, ~�)i
over the set of 2` circuit parameters ~� = (�1, · · · , �`)

and ~� = (�1, · · · ,�`) using a classical processor, where

| (~�, ~�)i = UQAOA| 0i. However, we emphasize that
FALQON is conceptually distinct from QAOA. Namely,
QAOA seeks to minimize hHpi by classically optimizing

over all parameters ~�, ~� simultaneously, while FALQON
seeks to minimize hHpi over a sequence of quantum cir-
cuit layers, guided by qubit measurement-based feed-
back, without classical optimization.
Applications to MaxCut.— We now consider the ap-

plication of FALQON towards a quintessential combi-
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FIG. 1. (a) n-observed particles (b) Dividing n particles into
two groups for 2 ! 2 process (c) Identified event-topology
with A and B.

QUBO for Event-topology classification. Our only
assumption on abnormal events in collider data is that
observed particles are produced through 2 ! 2 process.
More specifically, two new particles A and B are pro-
duced and they decay into observed ones. Thus identi-
fying an event-topology becomes a binary classification,
whose computing complexity increases exponentially as
O(2n) with n observed particles. A schematic description
is presented in Fig. 1. As we have no further assump-
tions, we need to set a guiding rule to assign observed
particles into decay products of either A or B. Moti-
vated by general “energy minimum principle” in various
fields of physics, one attempts to minimize the total in-
variant mass (P1 + P2)2. But unlike the case of signals
with missing energy which have been studied extensively
in the literature, we will have a trivial partonic center of
energy

p
ŝ when all the final particles are visible without

missing energy-momenta.
The next trial we can take is to minimize a mass dif-

ference between A and B. With the four-momentum of
i-th particle as pi, momentums of A and B are;

P1 =
X

i

pi xi, P2 =
X

i

pi (1� xi), (1)

where pi is the constituent of A (P1) if xi = 1 or B (P2)
if xi = 0 [11]. Unlike a jet clustering algorithm, we don’t
require any structure or a seed in clustering particles. By
focusing on the kinematics, we minimize the following
function H, the mass di↵erence of A and B;

H =
�
P

2

1
� P

2

2

�2
(2)

for all possible combinations of {xi}. The dimension of
H, [H] = M

4 is chosen to address our problem as a
QUBO problem with an Ising model form;

HQUBO =
X

ij

Jijsisj +
X

i

hisi, (3)

where {si} is spin set with only ±1 values for spin "

and #, and Jij , hi are the coupling strength and biases,
respectively. We cast our minimization problem on H

into that on HQUBO through a change of variables xi =

(1 + si)/2 to express;

Jij =
X

k`

PikPj`, (4)

hi = 2
X

j

[
X

k`

(PikPj` � Pk`Pij)], (5)

with Pij = pi · pj . Our target function H in Eq. (2) is
optimized to the case of MA = MB , which is the case
of most conventional new physics searches at the LHC.
Thus this functionH can be a starting point, but we need
to generalize this function to handle situations including
(1) various new physics scenarios with asymmetric pro-
duction of MA 6= MB , and (2) o↵-shell e↵ect from the
decay width of unstable particles or smearing from a de-
tector responses. We add an additional constraint term
to deal with above issues;

HQUBO ! HQUBO + �(P 2

1
+ P

2

2
)

= HQUBO + �

X

ij

Pij [sisj + (1� si)(1� sj)]

=
X

ij

J
0
ijsisj +

X

i

h
0
i si, (6)

with J
0
ij = Jij + 2�Pij and h

0
i = hi � 2�

P
j Pij . Here

we remove constant terms. To maintain a hierarchy be-
tween the minimum for mass di↵erence and the minimum
in total mass sum during a minimization procedure, we
set � = min(Jij)/max(Pij). This choice is based on em-
pirical studies as in the case of choosing hyperparameters
in conventional ML algorithms. Finally, we swap A and
B if the number of particles assigned to A is less than
the number of particles clustered into B. We maintain
the ordering between numbers of constituent particles in
A and B over all events.
In order to demonstrate the performance of our QUBO

algorithm, we take three examples: (1) Top quark pair
production, (2) Higgs and Z boson production and (3)
four top-quark production via the pair of color octet õ

scalar where each scalar decays into a top-quark pair [19].
Here we take the mass of õ as 600GeV for a benchmark.
All these particles decay hadronically;

pp ! t, t̄ ! {j1, j2, j3, j4, j5, j6}, (7a)

pp ! H,Z ! {j1, j2, j3, j4, j5, j6}, (7b)

pp ! õ, õ
⇤
! t, t̄, t, t̄ ! {j1, j2, j3, · · · , j11, j12}. (7c)

Here ji is a reconstructed jet as we deal with fully
hadronic processes. To prepare data for above pro-
cesses at the LHC@13TeV, we use the standard chain of
Monte Carlo simulations, MadGraph5, Pythia8 and
Delphes3 with Fastjet [20–23]. As we focus on testing
the feasibility of our QUBO algorithm, we apply it to sig-
nal processes with MPI and ISR/FSR processes turned
o↵. Jets are reconstructed through anti-kT algorithm
with a jet radius R = 0.4. Basic cuts of pT > 25GeV
and rapidity |⌘| < 2.5 are applied to reconstructed jets.
HQUBO in Eq. (6) is calculated with Monte Carlo data
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Here ji is a reconstructed jet as we deal with fully
hadronic processes. To prepare data for above pro-
cesses at the LHC@13TeV, we use the standard chain of
Monte Carlo simulations, MadGraph5, Pythia8 and
Delphes3 with Fastjet [20–23]. As we focus on testing
the feasibility of our QUBO algorithm, we apply it to sig-
nal processes with MPI and ISR/FSR processes turned
o↵. Jets are reconstructed through anti-kT algorithm
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In order to demonstrate the performance of our QUBO
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hadronic processes. To prepare data for above pro-
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Monte Carlo simulations, MadGraph5, Pythia8 and
Delphes3 with Fastjet [20–23]. As we focus on testing
the feasibility of our QUBO algorithm, we apply it to sig-
nal processes with MPI and ISR/FSR processes turned
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set � = min(Jij)/max(Pij). This choice is based on em-
pirical studies as in the case of choosing hyperparameters
in conventional ML algorithms. Finally, we swap A and
B if the number of particles assigned to A is less than
the number of particles clustered into B. We maintain
the ordering between numbers of constituent particles in
A and B over all events.
In order to demonstrate the performance of our QUBO

algorithm, we take three examples: (1) Top quark pair
production, (2) Higgs and Z boson production and (3)
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scalar where each scalar decays into a top-quark pair [19].
Here we take the mass of õ as 600GeV for a benchmark.
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Here ji is a reconstructed jet as we deal with fully
hadronic processes. To prepare data for above pro-
cesses at the LHC@13TeV, we use the standard chain of
Monte Carlo simulations, MadGraph5, Pythia8 and
Delphes3 with Fastjet [20–23]. As we focus on testing
the feasibility of our QUBO algorithm, we apply it to sig-
nal processes with MPI and ISR/FSR processes turned
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and rapidity |⌘| < 2.5 are applied to reconstructed jets.
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FIG. 1. Illustration of the QUBO problem considered in this paper as a fully connected graph. Each node represents a particle
originating from the decay process of a specific parent particle. Red nodes represent particles from particle A, while blue
nodes are from particle B. In our example of the tt̄ process, there would be six hard jets resulting from the decay of the two
top quarks. For example: (a) all particles originate from A, (b) {j2, j4, j5, j6} → A, {j1, j3} → B, and (c) {j3, j5, j6} → A,
{j1, j2, j4} → B. The value of the edge connecting nodes i and j is given by Jij + (1/2)ωPij . Edges connecting nodes from
the same parent particle contribute positively to HP and are shown as solid (blue) lines, while edges connecting nodes from
di!erent parent particles contribute negatively to HP and are represented by dashed (red) lines. The task of finding the correct
combinatorics is equivalent to identifying the graph configuration that minimizes HP .

the general ‘minimum energy principle’ in physics, one
might first consider minimizing the total invariant mass.
However, this approach leads to a trivial partonic total
energy for all visible particles and does not resolve the
combinatorial issue [12]. A more viable alternative is to
focus on the mass di!erence between A and B,

H0 =
(
P

2

1
→ P

2

2

)2
. (1)

Here the four momenta of two mother particles A and B

are defined as

P1 =
n∑

i=1

pi xi , (2)

P2 =
n∑

i=1

pi (1 → xi) , (3)

where xi ↑ {0, 1} is an indicator variable: xi = 1 if
particle i with momentum pi is from the particle A, oth-
erwise it is 0. Using the substitution xi = (1+si)/2 with
si = ±1, the problem Hamiltonian in Eq. (1) can be
written as

H0 =




∑

ij

Pijxixj →

∑

ij

Pij(1 → xi)(1 → xj)




2

=



1
4
∑

ij

Pij

[
(1 + si)(1 + sj) → (1 → si)(1 → sj)

]



2

=




∑

ij

Pijsi




2

=
∑

ij

Jijsisj , (4)

where Pij = pi · pj and Jij =
∑

kω
PikPjω.

The target cost function H0 in Eq. (1) is optimized for
mA = mB , which corresponds to the many conventional
new physics searches at the LHC. While H0 can serve

as a useful starting point, it must be generalized to ac-
commodate more complex scenarios, such as asymmetric
production and o!-shell e!ects. This can be achieved by
introducing an additional term [12]

H1 = (P 2

1
+ P

2

2
)

= 1
4
∑

ij

Pij

[
(1 + si)(1 + sj) + (1 → si)(1 → sj)

]

↓
1
2
∑

ij

Pijsisj , (5)

with the dropping of a constant term (1/2)(P1 + P2)2.
The full cost function or full (problem) Hamiltonian be-
comes

HP = H0 + ωH1 , (6)

where ω is a hyperparameter to be chosen during a op-
timization procedure. Ref. [12] suggests ω = min(Jij)

max(Pij)
to

ensure similar weights for the two terms. Unless other-
wise stated, we will use Eq. (6) in this study to estimate
the performance of various quantum algorithms.

Then the optimization procedure will return a specific
assignment of particles which minimizes the cost func-
tion or the problem Hamiltonian, therefore resolving the
combinatorial problem. We will apply this idea for the
fully hadronic channel of the top quark pair production,
as shown in Fig. 1. Here, each circle (node) represents
a particle, with particles of the same color belonging to
the same group. The lines connecting two nodes indi-
cate non-zero Jij + (1/2)ωPij coe"cients in the QUBO
model, illustrating a dense network. Here, the self-loop
is ignored as its contribution to HP remains constant.
The objective is to correctly identify two groups, each
containing three nodes—one group in red and the other
in blue.
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to

ensure similar weights for the two terms. Unless other-
wise stated, we will use Eq. (6) in this study to estimate
the performance of various quantum algorithms.

Then the optimization procedure will return a specific
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tion or the problem Hamiltonian, therefore resolving the
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as shown in Fig. 1. Here, each circle (node) represents
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QUBO for Event-topology classification. Our only
assumption on abnormal events in collider data is that
observed particles are produced through 2 ! 2 process.
More specifically, two new particles A and B are pro-
duced and they decay into observed ones. Thus identi-
fying an event-topology becomes a binary classification,
whose computing complexity increases exponentially as
O(2n) with n observed particles. A schematic description
is presented in Fig. 1. As we have no further assump-
tions, we need to set a guiding rule to assign observed
particles into decay products of either A or B. Moti-
vated by general “energy minimum principle” in various
fields of physics, one attempts to minimize the total in-
variant mass (P1 + P2)2. But unlike the case of signals
with missing energy which have been studied extensively
in the literature, we will have a trivial partonic center of
energy

p
ŝ when all the final particles are visible without

missing energy-momenta.
The next trial we can take is to minimize a mass dif-

ference between A and B. With the four-momentum of
i-th particle as pi, momentums of A and B are;

P1 =
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i

pi xi, P2 =
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pi (1� xi), (1)

where pi is the constituent of A (P1) if xi = 1 or B (P2)
if xi = 0 [11]. Unlike a jet clustering algorithm, we don’t
require any structure or a seed in clustering particles. By
focusing on the kinematics, we minimize the following
function H, the mass di↵erence of A and B;

H =
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for all possible combinations of {xi}. The dimension of
H, [H] = M

4 is chosen to address our problem as a
QUBO problem with an Ising model form;
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Jijsisj +
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where {si} is spin set with only ±1 values for spin "

and #, and Jij , hi are the coupling strength and biases,
respectively. We cast our minimization problem on H

into that on HQUBO through a change of variables xi =
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hi = 2
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[
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with Pij = pi · pj . Our target function H in Eq. (2) is
optimized to the case of MA = MB , which is the case
of most conventional new physics searches at the LHC.
Thus this functionH can be a starting point, but we need
to generalize this function to handle situations including
(1) various new physics scenarios with asymmetric pro-
duction of MA 6= MB , and (2) o↵-shell e↵ect from the
decay width of unstable particles or smearing from a de-
tector responses. We add an additional constraint term
to deal with above issues;
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with J
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we remove constant terms. To maintain a hierarchy be-
tween the minimum for mass di↵erence and the minimum
in total mass sum during a minimization procedure, we
set � = min(Jij)/max(Pij). This choice is based on em-
pirical studies as in the case of choosing hyperparameters
in conventional ML algorithms. Finally, we swap A and
B if the number of particles assigned to A is less than
the number of particles clustered into B. We maintain
the ordering between numbers of constituent particles in
A and B over all events.
In order to demonstrate the performance of our QUBO

algorithm, we take three examples: (1) Top quark pair
production, (2) Higgs and Z boson production and (3)
four top-quark production via the pair of color octet õ

scalar where each scalar decays into a top-quark pair [19].
Here we take the mass of õ as 600GeV for a benchmark.
All these particles decay hadronically;

pp ! t, t̄ ! {j1, j2, j3, j4, j5, j6}, (7a)

pp ! H,Z ! {j1, j2, j3, j4, j5, j6}, (7b)

pp ! õ, õ
⇤
! t, t̄, t, t̄ ! {j1, j2, j3, · · · , j11, j12}. (7c)

Here ji is a reconstructed jet as we deal with fully
hadronic processes. To prepare data for above pro-
cesses at the LHC@13TeV, we use the standard chain of
Monte Carlo simulations, MadGraph5, Pythia8 and
Delphes3 with Fastjet [20–23]. As we focus on testing
the feasibility of our QUBO algorithm, we apply it to sig-
nal processes with MPI and ISR/FSR processes turned
o↵. Jets are reconstructed through anti-kT algorithm
with a jet radius R = 0.4. Basic cuts of pT > 25GeV
and rapidity |⌘| < 2.5 are applied to reconstructed jets.
HQUBO in Eq. (6) is calculated with Monte Carlo data
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the general ‘minimum energy principle’ in physics, one
might first consider minimizing the total invariant mass.
However, this approach leads to a trivial partonic total
energy for all visible particles and does not resolve the
combinatorial issue [12]. A more viable alternative is to
focus on the mass di!erence between A and B,
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Here the four momenta of two mother particles A and B

are defined as
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where xi ↑ {0, 1} is an indicator variable: xi = 1 if
particle i with momentum pi is from the particle A, oth-
erwise it is 0. Using the substitution xi = (1+si)/2 with
si = ±1, the problem Hamiltonian in Eq. (1) can be
written as
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where Pij = pi · pj and Jij =
∑

kω
PikPjω.

The target cost function H0 in Eq. (1) is optimized for
mA = mB , which corresponds to the many conventional
new physics searches at the LHC. While H0 can serve

as a useful starting point, it must be generalized to ac-
commodate more complex scenarios, such as asymmetric
production and o!-shell e!ects. This can be achieved by
introducing an additional term [12]
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with the dropping of a constant term (1/2)(P1 + P2)2.
The full cost function or full (problem) Hamiltonian be-
comes

HP = H0 + ωH1 , (6)

where ω is a hyperparameter to be chosen during a op-
timization procedure. Ref. [12] suggests ω = min(Jij)

max(Pij)
to

ensure similar weights for the two terms. Unless other-
wise stated, we will use Eq. (6) in this study to estimate
the performance of various quantum algorithms.

Then the optimization procedure will return a specific
assignment of particles which minimizes the cost func-
tion or the problem Hamiltonian, therefore resolving the
combinatorial problem. We will apply this idea for the
fully hadronic channel of the top quark pair production,
as shown in Fig. 1. Here, each circle (node) represents
a particle, with particles of the same color belonging to
the same group. The lines connecting two nodes indi-
cate non-zero Jij + (1/2)ωPij coe"cients in the QUBO
model, illustrating a dense network. Here, the self-loop
is ignored as its contribution to HP remains constant.
The objective is to correctly identify two groups, each
containing three nodes—one group in red and the other
in blue.
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The target cost function H0 in Eq. (1) is optimized for
mA = mB , which corresponds to the many conventional
new physics searches at the LHC. While H0 can serve

as a useful starting point, it must be generalized to ac-
commodate more complex scenarios, such as asymmetric
production and o!-shell e!ects. This can be achieved by
introducing an additional term [12]
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comes

HP = H0 + ωH1 , (6)

where ω is a hyperparameter to be chosen during a op-
timization procedure. Ref. [12] suggests ω = min(Jij)

max(Pij)
to

ensure similar weights for the two terms. Unless other-
wise stated, we will use Eq. (6) in this study to estimate
the performance of various quantum algorithms.

Then the optimization procedure will return a specific
assignment of particles which minimizes the cost func-
tion or the problem Hamiltonian, therefore resolving the
combinatorial problem. We will apply this idea for the
fully hadronic channel of the top quark pair production,
as shown in Fig. 1. Here, each circle (node) represents
a particle, with particles of the same color belonging to
the same group. The lines connecting two nodes indi-
cate non-zero Jij + (1/2)ωPij coe"cients in the QUBO
model, illustrating a dense network. Here, the self-loop
is ignored as its contribution to HP remains constant.
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FIG. 1. (a) n-observed particles (b) Dividing n particles into
two groups for 2 ! 2 process (c) Identified event-topology
with A and B.

QUBO for Event-topology classification. Our only
assumption on abnormal events in collider data is that
observed particles are produced through 2 ! 2 process.
More specifically, two new particles A and B are pro-
duced and they decay into observed ones. Thus identi-
fying an event-topology becomes a binary classification,
whose computing complexity increases exponentially as
O(2n) with n observed particles. A schematic description
is presented in Fig. 1. As we have no further assump-
tions, we need to set a guiding rule to assign observed
particles into decay products of either A or B. Moti-
vated by general “energy minimum principle” in various
fields of physics, one attempts to minimize the total in-
variant mass (P1 + P2)2. But unlike the case of signals
with missing energy which have been studied extensively
in the literature, we will have a trivial partonic center of
energy

p
ŝ when all the final particles are visible without

missing energy-momenta.
The next trial we can take is to minimize a mass dif-

ference between A and B. With the four-momentum of
i-th particle as pi, momentums of A and B are;

P1 =
X

i

pi xi, P2 =
X

i

pi (1� xi), (1)

where pi is the constituent of A (P1) if xi = 1 or B (P2)
if xi = 0 [11]. Unlike a jet clustering algorithm, we don’t
require any structure or a seed in clustering particles. By
focusing on the kinematics, we minimize the following
function H, the mass di↵erence of A and B;
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for all possible combinations of {xi}. The dimension of
H, [H] = M

4 is chosen to address our problem as a
QUBO problem with an Ising model form;

HQUBO =
X

ij

Jijsisj +
X

i

hisi, (3)

where {si} is spin set with only ±1 values for spin "

and #, and Jij , hi are the coupling strength and biases,
respectively. We cast our minimization problem on H

into that on HQUBO through a change of variables xi =

(1 + si)/2 to express;

Jij =
X

k`

PikPj`, (4)

hi = 2
X

j

[
X

k`

(PikPj` � Pk`Pij)], (5)

with Pij = pi · pj . Our target function H in Eq. (2) is
optimized to the case of MA = MB , which is the case
of most conventional new physics searches at the LHC.
Thus this functionH can be a starting point, but we need
to generalize this function to handle situations including
(1) various new physics scenarios with asymmetric pro-
duction of MA 6= MB , and (2) o↵-shell e↵ect from the
decay width of unstable particles or smearing from a de-
tector responses. We add an additional constraint term
to deal with above issues;

HQUBO ! HQUBO + �(P 2
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= HQUBO + �
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ij
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0
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0
i si, (6)

with J
0
ij = Jij + 2�Pij and h

0
i = hi � 2�

P
j Pij . Here

we remove constant terms. To maintain a hierarchy be-
tween the minimum for mass di↵erence and the minimum
in total mass sum during a minimization procedure, we
set � = min(Jij)/max(Pij). This choice is based on em-
pirical studies as in the case of choosing hyperparameters
in conventional ML algorithms. Finally, we swap A and
B if the number of particles assigned to A is less than
the number of particles clustered into B. We maintain
the ordering between numbers of constituent particles in
A and B over all events.
In order to demonstrate the performance of our QUBO

algorithm, we take three examples: (1) Top quark pair
production, (2) Higgs and Z boson production and (3)
four top-quark production via the pair of color octet õ

scalar where each scalar decays into a top-quark pair [19].
Here we take the mass of õ as 600GeV for a benchmark.
All these particles decay hadronically;

pp ! t, t̄ ! {j1, j2, j3, j4, j5, j6}, (7a)

pp ! H,Z ! {j1, j2, j3, j4, j5, j6}, (7b)

pp ! õ, õ
⇤
! t, t̄, t, t̄ ! {j1, j2, j3, · · · , j11, j12}. (7c)

Here ji is a reconstructed jet as we deal with fully
hadronic processes. To prepare data for above pro-
cesses at the LHC@13TeV, we use the standard chain of
Monte Carlo simulations, MadGraph5, Pythia8 and
Delphes3 with Fastjet [20–23]. As we focus on testing
the feasibility of our QUBO algorithm, we apply it to sig-
nal processes with MPI and ISR/FSR processes turned
o↵. Jets are reconstructed through anti-kT algorithm
with a jet radius R = 0.4. Basic cuts of pT > 25GeV
and rapidity |⌘| < 2.5 are applied to reconstructed jets.
HQUBO in Eq. (6) is calculated with Monte Carlo data

Pij = pi ⋅ pj
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FIG. 1. Illustration of the QUBO problem considered in this paper as a fully connected graph. Each node represents a particle
originating from the decay process of a specific parent particle. Red nodes represent particles from particle A, while blue
nodes are from particle B. In our example of the tt̄ process, there would be six hard jets resulting from the decay of the two
top quarks. For example: (a) all particles originate from A, (b) {j2, j4, j5, j6} → A, {j1, j3} → B, and (c) {j3, j5, j6} → A,
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di!erent parent particles contribute negatively to HP and are represented by dashed (red) lines. The task of finding the correct
combinatorics is equivalent to identifying the graph configuration that minimizes HP .

the general ‘minimum energy principle’ in physics, one
might first consider minimizing the total invariant mass.
However, this approach leads to a trivial partonic total
energy for all visible particles and does not resolve the
combinatorial issue [12]. A more viable alternative is to
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where xi ↑ {0, 1} is an indicator variable: xi = 1 if
particle i with momentum pi is from the particle A, oth-
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The target cost function H0 in Eq. (1) is optimized for
mA = mB , which corresponds to the many conventional
new physics searches at the LHC. While H0 can serve

as a useful starting point, it must be generalized to ac-
commodate more complex scenarios, such as asymmetric
production and o!-shell e!ects. This can be achieved by
introducing an additional term [12]
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with the dropping of a constant term (1/2)(P1 + P2)2.
The full cost function or full (problem) Hamiltonian be-
comes

HP = H0 + ωH1 , (6)

where ω is a hyperparameter to be chosen during a op-
timization procedure. Ref. [12] suggests ω = min(Jij)

max(Pij)
to

ensure similar weights for the two terms. Unless other-
wise stated, we will use Eq. (6) in this study to estimate
the performance of various quantum algorithms.

Then the optimization procedure will return a specific
assignment of particles which minimizes the cost func-
tion or the problem Hamiltonian, therefore resolving the
combinatorial problem. We will apply this idea for the
fully hadronic channel of the top quark pair production,
as shown in Fig. 1. Here, each circle (node) represents
a particle, with particles of the same color belonging to
the same group. The lines connecting two nodes indi-
cate non-zero Jij + (1/2)ωPij coe"cients in the QUBO
model, illustrating a dense network. Here, the self-loop
is ignored as its contribution to HP remains constant.
The objective is to correctly identify two groups, each
containing three nodes—one group in red and the other
in blue.
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The target cost function H0 in Eq. (1) is optimized for
mA = mB , which corresponds to the many conventional
new physics searches at the LHC. While H0 can serve

as a useful starting point, it must be generalized to ac-
commodate more complex scenarios, such as asymmetric
production and o!-shell e!ects. This can be achieved by
introducing an additional term [12]
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with the dropping of a constant term (1/2)(P1 + P2)2.
The full cost function or full (problem) Hamiltonian be-
comes

HP = H0 + ωH1 , (6)

where ω is a hyperparameter to be chosen during a op-
timization procedure. Ref. [12] suggests ω = min(Jij)

max(Pij)
to

ensure similar weights for the two terms. Unless other-
wise stated, we will use Eq. (6) in this study to estimate
the performance of various quantum algorithms.

Then the optimization procedure will return a specific
assignment of particles which minimizes the cost func-
tion or the problem Hamiltonian, therefore resolving the
combinatorial problem. We will apply this idea for the
fully hadronic channel of the top quark pair production,
as shown in Fig. 1. Here, each circle (node) represents
a particle, with particles of the same color belonging to
the same group. The lines connecting two nodes indi-
cate non-zero Jij + (1/2)ωPij coe"cients in the QUBO
model, illustrating a dense network. Here, the self-loop
is ignored as its contribution to HP remains constant.
The objective is to correctly identify two groups, each
containing three nodes—one group in red and the other
in blue.
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FIG. 9. The same as Fig. 5 but for VarQITE. The overall e!ciency (matching accuracy) is 79%.

FIG. 10. The matching accuracy or e!ciency of QAOA (light blue), XQAOA (purple), ma-QAOA (red), FALQON (yellow),
VarQITE (green), hemisphere (black, dot-dashed), and quantum annealing from [16] (gray, dashed) for parton-level events. We
show the results using H0, Eq. (1), on the left and H2, Eq. (6), on the right.

method (black, dot-dashed) for parton-level events using
H0, Eq. (1), on the left and H2, Eq. (5), on the right. As
stated at the end of the introduction, the matching accu-
racy represents the e!ciency of each method, indicating
the fraction of events that are successfully resolved by
each approach.

The boostness is illustrated by mtt̄/(2mt), where mtt̄

is the invariant mass of the two top quarks and mt is
the top quark mass. The shaded region represents the
matching accuracy for a theoretical algorithm that chose
the minimum eigenstate for every event, indicating the
e"ectiveness of the Hamiltonian. Any quantum algo-

Comparison

Hemisphere

Quantum annealerv
c

= 1 −
4m2

t

mtt̄

H2 = (P2
1 − P2

2)2 + λ(P2
1 + P22)
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FIG. 1. (a) n-observed particles (b) Dividing n particles into
two groups for 2 ! 2 process (c) Identified event-topology
with A and B.

QUBO for Event-topology classification. Our only
assumption on abnormal events in collider data is that
observed particles are produced through 2 ! 2 process.
More specifically, two new particles A and B are pro-
duced and they decay into observed ones. Thus identi-
fying an event-topology becomes a binary classification,
whose computing complexity increases exponentially as
O(2n) with n observed particles. A schematic description
is presented in Fig. 1. As we have no further assump-
tions, we need to set a guiding rule to assign observed
particles into decay products of either A or B. Moti-
vated by general “energy minimum principle” in various
fields of physics, one attempts to minimize the total in-
variant mass (P1 + P2)2. But unlike the case of signals
with missing energy which have been studied extensively
in the literature, we will have a trivial partonic center of
energy

p
ŝ when all the final particles are visible without

missing energy-momenta.
The next trial we can take is to minimize a mass dif-

ference between A and B. With the four-momentum of
i-th particle as pi, momentums of A and B are;

P1 =
X

i

pi xi, P2 =
X

i

pi (1� xi), (1)

where pi is the constituent of A (P1) if xi = 1 or B (P2)
if xi = 0 [11]. Unlike a jet clustering algorithm, we don’t
require any structure or a seed in clustering particles. By
focusing on the kinematics, we minimize the following
function H, the mass di↵erence of A and B;
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for all possible combinations of {xi}. The dimension of
H, [H] = M

4 is chosen to address our problem as a
QUBO problem with an Ising model form;
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Jijsisj +
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hisi, (3)

where {si} is spin set with only ±1 values for spin "

and #, and Jij , hi are the coupling strength and biases,
respectively. We cast our minimization problem on H
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(1 + si)/2 to express;
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with Pij = pi · pj . Our target function H in Eq. (2) is
optimized to the case of MA = MB , which is the case
of most conventional new physics searches at the LHC.
Thus this functionH can be a starting point, but we need
to generalize this function to handle situations including
(1) various new physics scenarios with asymmetric pro-
duction of MA 6= MB , and (2) o↵-shell e↵ect from the
decay width of unstable particles or smearing from a de-
tector responses. We add an additional constraint term
to deal with above issues;

HQUBO ! HQUBO + �(P 2

1
+ P

2

2
)

= HQUBO + �

X

ij

Pij [sisj + (1� si)(1� sj)]

=
X

ij

J
0
ijsisj +

X

i

h
0
i si, (6)

with J
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j Pij . Here

we remove constant terms. To maintain a hierarchy be-
tween the minimum for mass di↵erence and the minimum
in total mass sum during a minimization procedure, we
set � = min(Jij)/max(Pij). This choice is based on em-
pirical studies as in the case of choosing hyperparameters
in conventional ML algorithms. Finally, we swap A and
B if the number of particles assigned to A is less than
the number of particles clustered into B. We maintain
the ordering between numbers of constituent particles in
A and B over all events.
In order to demonstrate the performance of our QUBO

algorithm, we take three examples: (1) Top quark pair
production, (2) Higgs and Z boson production and (3)
four top-quark production via the pair of color octet õ

scalar where each scalar decays into a top-quark pair [19].
Here we take the mass of õ as 600GeV for a benchmark.
All these particles decay hadronically;

pp ! t, t̄ ! {j1, j2, j3, j4, j5, j6}, (7a)

pp ! H,Z ! {j1, j2, j3, j4, j5, j6}, (7b)

pp ! õ, õ
⇤
! t, t̄, t, t̄ ! {j1, j2, j3, · · · , j11, j12}. (7c)

Here ji is a reconstructed jet as we deal with fully
hadronic processes. To prepare data for above pro-
cesses at the LHC@13TeV, we use the standard chain of
Monte Carlo simulations, MadGraph5, Pythia8 and
Delphes3 with Fastjet [20–23]. As we focus on testing
the feasibility of our QUBO algorithm, we apply it to sig-
nal processes with MPI and ISR/FSR processes turned
o↵. Jets are reconstructed through anti-kT algorithm
with a jet radius R = 0.4. Basic cuts of pT > 25GeV
and rapidity |⌘| < 2.5 are applied to reconstructed jets.
HQUBO in Eq. (6) is calculated with Monte Carlo data

Pij = pi ⋅ pj

λ =
min Jij

max Pij

H0 = (P2
1 − P2

2)2

mtt̄

2mt
= 1

v = 0 v = 0.87cv = 0.75c v = 0.94c

mtt̄

2mt
= 1.5

mtt̄

2mt
= 3

mtt̄

2mt
= 2

 faster→  faster→
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FIG. 9. The success rate of QAOA (blue), ma-QAOA (red),
and XQAOA (purple) as a function of the number of iterations
(depth, p) for parton-level events using the full Hamiltonian
is shown. The solid curves represent how well the Hamilto-
nian finds the ground state correctly, while the dotted curves
represent how well the quantum algorithm resolves the com-
binatorial problem.

FIG. 10. E!ciency plot for parton-level events using SPANet
[4, 5] for several di"erent number of training events and num-
ber of the network parameters. The corresponding overall
e!ciencies are 90.7% (blue, solid), 87.4% (red, dotted) and
80.7% (green, dashed), respectively.

e!ciency for parton-level events using SPANet for several
di"erent number of training events (ntrain) and number of
learnable parameters (nparams), blue for (ntrain, nparams)
= (1 mil, 518k), red for (ntrain, nparams) = (100k, 68.3k)
and green for (ntrain, nparams) = (20k, 19k). The cor-
responding overall e!ciencies are 90.7% (blue, solid),
87.4% (red, dotted) and 80.7% (green, dashed), respec-
tively. These results are obtained with the default set-
tings in SPANet with AdamW optimizer [79].

There are several notable di"erences between quan-

tum algorithms and ML methods. First, quantum algo-
rithms are independent of the particle masses, while the
top mass information is indirectly learned in ML meth-
ods. If the top mass changes, ML needs new training.
Second, quantum algorithms do not require the training
step at all and the Hamiltonian is computed on an event-
by-event basis, while ML methods learn properties of all
training samples. However, QAOA and its variants re-
quire an optimization process, while FALQON does not.
Third, SPANet is a supervised learning algorithm, which
assumes the event-topology (2-step 2-body in this study).
On the other hand, the quantum algorithms advertised
in this paper do not require any training nor event topol-
ogy. Finally, SPANet is the state of art ML method for
resolving the combinatorial problem in the multi-jet final
state [4, 5], and quantum algorithms that we have inves-
tigated already give comparable results. Considering the
current era is only the beginning of quantum algorithms,
we anticipate substantial improvement with new quan-
tum algorithms in near future.

We summarize some of the important parameters in
Table I for the various methods we investigated in resolv-
ing the combinatorial ambiguities in the fully hadronic
production of top pairs. The corresponding accuracies
or e!ciencies for both parton-level and smeared events
are also presented. (see Appendix C for description of
smeared events.) The QAOA, ma-QAOA and FALQON
all have the same number of gates. For q qubits, each
layer contains

(
q

2

)
RZZ gates and q RX gates, and each

RZZ gate includes 2 CNOT gates and 1 RZ gate, which
leads to 2

(
q

2

)
CNOT+

(
q

2

)
RZ+q RX gates for each layer.

Therefore there are 2p
(
q

2

)
CNOT gates (nCNOT), p

(
q

2

)
RZ

gates (nRZ) and pq RX gates (nRX). For p = 8, the circuit
contains 240 CNOT gates, 120 RZ gates and 48 RX gates.
FALQON with depth p = 250 uses 7500 CNOT gates,
3750 RZ gates and 1500 RX . The numbers of parameters
(nparameters) is 2p = 16 for for QAOA and p(q+

(
q

2

)
) = 168

for ma-QAOA. FALQON uses only two free parameters
!t and ω1. ML methods such as SPANet needs the train-
ing procedure, which requires the su!cient number of
training samples (ntrain) and a large number of param-
eters (nparameters). We note that nparameters represents
two distinct concepts: the count of learnable parameters
for SPANet and the number of adjustable parameters for
quantum algorithms, respectively.

When discussing the performance of a quantum algo-
rithm, the number of CNOT gates is often counted be-
cause CNOT gates are a key building block for creating
entanglement between qubits, which is a crucial aspect
of many quantum algorithms, and therefore, the number
of CNOT gates directly impacts the complexity and ex-
ecution time of the algorithm on a quantum computer
[80, 81].

mtt̄

2mt

SPANet: Generalized 
permutationless set 

assignment for particle 
physics using symmetry 

preserving attention
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Hybrid quantum-classical approach for combinatorial problems at hadron colliders:  2410.22417 

Currently running these algorithms on IonQ

14

Methods
matching accuracy (e!ciency)

ntrain nparameters depth (p) nCNOT nRZ nRX nRY

parton-level smeared events

Hemisphere 50% 48% N/A

QAOA 43% 41%

N/A

16

8 240 120 48
0

ma-QAOA 79% 77% 168

XQAOA 47% 46% 216 48

FALQON 78% 76% 2 250 7,500 3,750 1,500 0

VarQITE 79% 77% 16 1 30 15 30 0

SPANet
91% 70% 5→ 105 106

N/A
81 62% 2→ 104 1.9→ 103

TABLE I. Summary of the performance of various methods and the corresponding parameters.

quark production at the LHC as a concrete example. We
have investigated the performance of three types of quan-
tum algorithms: variational quantum algorithms (QAOA
and its variants), a feedback based algorithm (FALQON),
and VarQITE, an imaginary time evolution algorithm.
We have used 6 qubits corresponding to 6 particles in
the final state. Our results have shown that the e!-
ciency for selecting the correct pairing can be improved
by utilizing quantum algorithms over conventional kine-
matic methods. Additionally, performance of quantum
algorithms is comparable to ML methods. In principle,
these quantum algorithms are scalable and can be easily
generalizable to n particles [89–92]. However, it is im-
portant to benchmark the algorithms for larger sizes to
analyze the scaling of the performance, which is beyond
the scope of current study. We refer to Refs. [16, 32],
which contain relevant discussion on the scaling in terms
of quantum annealer.

Hybrid quantum-classical algorithms such as VQAs are
well-suited for current noisy quantum devices, leverag-
ing a hybrid approach that combines quantum circuits
with classical optimization to solve complex problems
[44–46]. Their flexibility and resource e!ciency make
them ideal for various tasks in optimization and machine
learning problems, while also o"ering some resilience to
noise. However, they face challenges such as the poten-
tial ine!ciency of classical optimizers, di!culty in se-
lecting the right ansatz, and the risk of barren plateaus,
where optimization stagnates. Additionally, while VQAs
are more noise-tolerant than some algorithms, scalabil-
ity remains limited due to noise and classical bottlenecks
[93]. On the other hand, feedback-based quantum al-
gorithms o"er real-time adaptability, allowing quantum
operations to be adjusted based on intermediate mea-
surements, which helps mitigate noise and improve pre-
cision, especially in quantum sensing and control. They

are crucial for certain quantum error correction tech-
niques and can optimize the use of available resources by
reducing the need for deep circuits. However, frequent
measurements risk collapsing quantum states, increasing
complexity and overhead due to the need for fast clas-
sical processing. In some cases, feedback can amplify
noise if not properly designed, and the approach may
not be broadly applicable across all quantum algorithms
[11]. The Variational Quantum Imaginary Time Evo-
lution (VarQITE) algorithm o"ers a practical approach
for approximating ground states on near-term quantum
devices by mimicking imaginary time evolution through
a variational framework. It is hardware-friendly, avoids
non-unitary operations, and provides some resilience to
noise. However, its performance heavily depends on the
quality of the ansatz, and it incurs significant classical
and measurement overhead due to the need to compute
and invert the overlap matrix [12–15].

In general, kinematic methods and quantum algo-
rithms do not require a training process, whereas ML
methods heavily depend on training a network with nu-
merous events. VQAs involve parameter optimization us-
ing classical optimizers, while feedback-based algorithms
do not. It is important to note that each method has
its own strengths and weaknesses. The performance of
di"erent methods can vary depending on the underlying
event topology and the study point, meaning no single
method is consistently superior. Therefore it is prudent
to keep a broad range of methods available in the analysis
toolbox.

The interplay between these methods highlights the
tension between optimality and generalizability. While
the straightforward kinematic methods are robust and
universally applicable (model-independent), their perfor-
mance is not the best. In contrast, the ML methods of-
fer greater sensitivity and improved physics performance,
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3. Probability of finding  : 

HDM = ϵ(cos α σX + sin α σY)
|0⟩ |1⟩

ϵ
|0⟩

HDM ϵ t ≪ 1
|ψ(0)⟩ = |0⟩ ⟶ |ψ(t)⟩ = U(t) |ψ(0)⟩ ≈ |0⟩ − ieiα ϵt |1⟩

|ψ(t)⟩ |0⟩ |1⟩

|1⟩ p1 = ⟨1 |ψ(t)⟩
2

= ϵ2 t2 for t ≪ τ

dark matter

• Signal: a weak classical field: wave-like DM, high-frequency gradational waves 
HDM = ϵ(cos α σX + sin α σY)• The interaction between DM and qubits,  will 

| 0⟩ | 1⟩drive transitions from  to . 
ϵ• The Goal to estimate the signal strength .   

1. Evolve: System evolves from  (ground state of free Hamiltonian) 
HDM ϵ t ≪1under  .   For a weak signal , 
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Dark Matter as an operator UDM

• Qubits are exposed to microwaves from dark matters over the coherence time 

• One can repeat a cycle of (Reset    Measurement) as many as  during 

10 seconds.  
- Time for reset qubits   
- Time for measurement 

𝒪(100)μs
→ UDM → 𝒪(105)

∼ 𝒪(10)μs
≃ 𝒪(100)ns

Search strategy

• For fixed ω, repeat the measurement cycle (reset, wait, and
readout) as many time as possible

• Scan the qubit frequency ω

Time spent for each frequency
~ 10 sec

Reset to |g 
~ 20 ns

Readout
~ 100 ns

Time evolution (with U    )
τ ~ 100 μs

time

DM

N     ~ 10rep
5

time

#
 o

f 
si

g
n

a
l

ω

ω = mX
Wait until t = τ

gReset to

Readout

ψ e= : Signal of DM

Diagram taken from T. Moroi’s talk

# of signal

• Qubits are exposed to microwaves from dark matters over the coherence time 𝒪(100)μs 
• One can repeat a cycle of (Reset 𝒪(105)→ UDM → Measurement) as many as  during 

10 seconds.  
∼𝒪(10)μs- Time for reset qubits   

≃𝒪(100)ns- Time for measurement 



Discovery reach with 1 year frequency scan (1 ≤ f ≤ 10 GHz)

• d = 100 µm

• C = 0.1 pF

• Q = 106

• Error rate / qubit = 0.1 %

⇒ Using qubit, we may probe parameter region unexplored

⇒ We hope to use qubit for the detection of other DMs

For hidden photon dark matter 
2212.03884, PRL

Case of hidden photon Xµ (in mass-eigenstate basis)

L ∋ −1

4
XµνX

µν +
1

2
m2

XXµX
µ + e ψ̄eγ

µψe (A
(EM)
µ + ϵXµ)

ϵ: kinetic-mixing parameter

Oscillating hidden photon can play the role of DM

X⃗ ≃ X̄n⃗X sin(mXt+ α) with ρDM =
1

2
m2

XX̄2

Hidden photon DM induces effective electric field

E⃗(X) = −ϵ ˙⃗
X = −Ē(X)n⃗X cos(mXt+ α)

Ē(X) = ϵ
√
2ρDM

Slide taken from T. Moroi’s talk

Discovery reach with 1 year frequency scan (1 ≤ f ≤ 10 GHz)

• d = 100 µm

• C = 0.1 pF

• Q = 106

• Error rate / qubit = 0.1 %

⇒ Using qubit, we may probe parameter region unexplored

⇒ We hope to use qubit for the detection of other DMs

• Error rate / qubit = 0.1 %



• Assuming a local dark matter density  and decay rate 
 ensuring that   remains stable over the age of the 

universe. 

ρDM = 0.45 GeV/cm3

Γ ≲ ΓU = 2.299 × 10−18 s−1 X2

• Scanning the frequency range from 1 
- 10 GHz with a quality factor 

, which sets the frequency 
resolution to  . 

• This corresponds to about  
resolvable frequency bins across the 
1-10 GHz range 


• One year continuous scan  
( ) yields  of 
integration time per frequency bin, 
corresponding to   / 
bin

Q = 106

δf = f /Q

2.3 × 106

3.15 × 107s 14s

Ntry = 𝒪(105)

p* = 0.069

Dong, Kim, Kong, Park, Alcaraz, 2508.09139
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While the relative abundances of X1 and X2 are model-
dependent, again for illustration, we take X2 as the dom-
inant component and X1 as subdominant

ωDM → m2 n2 , (24)

where n2 is the number density of X2. To ensure that X2
has a su!ciently long lifetime, we impose the condition

! ↭ !U = 2.299 ↑ 10→18 s→1, which yields the following
upper bound on the coupling µ (in the limit of ”m2 ↓
m2

1 ↭ m2
2)

(
µUni

max
)2 → 48ε m2

2

( m2
”m2

)3
!U . (25)

Under this condition (i.e., ! ↔ !U or equivalently, µ ↔
µUni

max), the transition probability for the transmon qubit
device becomes

p↑ ↗ p0
↑ ↑ cos2 #

(
Ve!ωDM

0.45 GeV cm→3

) (
”m2

m2
2

) (
d

100 µm

)2 (
C

0.1 pF

) (
f

1 GHz

) (
ϑ

100 µs

)3
, (26)

where p0
↑ denotes a reference transition probability, eval-

uated to be p0
↑ = 0.069. Note that the characteristic

frequency determined by the photon energy is not an in-
dependent parameter but is related to the DM masses
via Eq. (2):

f ↗ 1.2 GHz ↑
(

”m2

10→10 eV2

) (
10→5 eV

m2

)
. (27)

If we instead adopt a more stringent constraint on the
DM lifetime based on CMB and reionization bounds, ! ↭
!CMB = 1.7↑10→25 s→1 [31], the corresponding reference
probability is significantly reduced to p0

↑ = 5.15 ↑ 10→9.
The DarQ collaboration has recently reported its first

results in the search for the hidden dark photon using
transmon qubits [22]. Although the related detection
principle for hidden dark photons di"ers, the DarQ re-
sults can still constrain the parameter space of the de-
caying DM scenario under consideration, as they are ef-
fectively sensitive to Ē(e!). DarQ shows that the kinetic
mixing parameter ϖ must be below 10→12 for the reso-

nance frequency fDarQ
res = ϱDarQ

res
2ε

= 8.74 GHz. This reso-
nance frequency corresponds to 36.1 µeV, and by Eq. (2)
we identify

Eω = ”m2

2m2
= ϱDarQ

res = 36.1 µeV. (28)

Taking ωDM = 0.45 GeV/cm3, we find that the expected
limit on the e"ective electric field is EDarQ

max = ϖ
↘

2ωDM =
2.63↑10→15 eV2. By requiring Ē(e!) < EDarQ

max , the exclu-
sion limit based on the DarQ results [22] can be mapped
onto the relevant parameter space for DM decay. Using
Eqs. (6), (24), and (28) and setting Ē(e!) = EDarQ

max , we
find the boundary value:

m2 = !T ϱDarQ
res

2ς0ϖ2 = 4.15 ↑ 10→5 eV, (29)

where we take 1 µs as the coherence time T of DarQ [32]
and assume ! = !U = 2.299 ↑ 10→18 s→1. This is rep-

resented by the vertical black dotted line in Fig. 2, be-
yond which the corresponding m2 values are excluded by
DarQ. Under the same assumption, the upper bound on
the µ parameter can be obtained using Eq. (25), noting

that ”m2

m2
= 2ϱDarQ

res :

µ ≃ µUni
max = 7.78 ↑ 10→10 ↑

(m2
eV

)
. (30)

This bound is shown as the dashed green line in Fig. 2,
indicating that the region above this line is excluded by
DarQ. Finally, we present the constraint on µ in Eq. (23)
as a function of the DM mass m2, i.e., not fixing !. The
allowed region is given by

µ2 <
12εϖ2ς0

(ϱDarQ
res )4T

m3
2 = 1.46 ↑ 10→14 ↑

(m2
eV

)3
. (31)

and the associated boundary is shown by the solid blue
line. In summary, the constraints from the DarQ results
lead to an upper bound of m2 < 4.15↑10→5 eV along the
fixed-ratio slice ”m2/m2 = 2ϱDarQ

res . Taking the CMB
bound, ! ↭ !CMB = 1.7↑10→25 s→1 (instead of ! ↭ !U),
we obtain m2 < 3.07 ↑ 10→12 eV with µCMB

max = 2.12 ↑
10→13 ↑

(
m2
eV

)
.

Following the measurement protocol in Section II C, in
Fig. 3, we now show the 5φ discovery (red, solid) and 2φ
exclusion2 (blue, dashed) significances in the (m2, ”m2)
plane, assuming the maximum µ coupling in Eq. (25)
and a 14-second data collection for each frequency as
per the measurement protocol with a constant coherence
time of 100 µs. For illustrative purposes, the scanned fre-
quencies for the significance contours e"ectively cover the
range starting from approximately 0.4 GHz and above.
The 5φ discovery significance is calculated via the maxi-
mum likelihood ratio for excluding the background-only

2 i.e., the line above is excluded, if there is no signal.

Veff = 1
nq = 1

τ = 100 μs

For decay photon, X2 → X1 + γ

• Scanning the frequency range from 1 
- 10 GHz with a quality factor 
Q = 106, which sets the frequency 

δf = f /Qresolution to  . 

• This corresponds to about 2.3 × 106 
resolvable frequency bins across the 
1-10 GHz range  

• One year continuous scan  
3.15 × 107s 14s( ) yields  of 

integration time per frequency bin, 
Ntry = 𝒪(105)corresponding to   / 

bin

• Assuming a local dark matter density  and decay rate 

Γ ≲ΓU = 2.299 × 10−18 s−1 X2 ensuring that   remains stable over the age of the 
universe. Dong, Kim, Kong, Park, Alcaraz, 2508.09139



• Suppose we have N identical sensors. What is the maximum sensitivity?

Quantum Enhancement of the Signal Rate

|0⟩ ⟶ |0⟩ − iϵτ |1⟩ p = ϵ2τ2DM

|0⟩ ⟶ |0⟩ − iϵτ |1⟩ p = ϵ2τ2DM

|0⟩ ⟶ |0⟩ − iϵτ |1⟩ p = ϵ2τ2DM

ptotal = 1 − (1 − p)N ≈ Np = Nϵ2τ2

⋮
⋮

|ψ⟩ ≡ some entangled state

|ψ⟩ ⟶ |ψ⟩ + O(Nϵτ) |ψ⊥⟩DM

p ∼ N2ϵ2τ2

Without entanglement With entanglement

?

An example of such a 
state is the GHZ state. 

Classical 
- N independent system are prepared 

and separately detected   

Quantum 
- Highly correlated configurations are measured 

collectively with a single measurement that 
encompasses all the systems.   

• Suppose we have N identical sensors. What is the maximum sensitivity?



One measurement cycle for the signal enhancement

CZ0 +
H

g +
H
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CZ

UDM

g +
H Z ZUDM

g +
H Z ZUDM

Ancilla

Sensors

t f

|Ψ(tf)⟩ =
(

cos Nqδ |0⟩+ i sin Nqδ |1⟩
)

⊗ |+⟩⊗Nq

⇒ Ancilla qubit can be excited: P0→1 ≃ sin2Nqδ ≃ N2
qδ

2

Quantum Enhancement of the Signal Rate

Shion Chen, Hajime Fukuda, Toshiaki Inada, Takeo Moroi, Tatsumi Nitta, Thanaporn Sichanugrist, 2024 PRL
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Neutrino fluxes from different sources as a function of the neutrino energy

1 GHz ∼ 4 μeV
10 GHz ∼ 40 μeV

7

Ion Species Transition Frequency (f→) ω→ (sec) m→
2 (eV) mion (amu) p0

→ with !CMB p0
→ with !U

171Yb+ [34, 35] 12.6 GHz (2.38 cm) 10 1 170.9 9.8 → 10↑11 0.0013
43Ca+ [36, 37] 3.2 GHz (9.4 cm) 50 1 42.9588 4.9 → 10↑8 0.66

TABLE I. Trapped ion qubit parameters for two ion species in the case of DM decays. The starred quantities are the reference
values adopted in our analysis.

time scales, including the longitudinal relaxation time,
transverse relaxation time, and inhomogeneous dephas-
ing time.

B. Cosmic neutrino background and transition
magnetic moment

The detection of the CωB remains one of the most com-
pelling challenges in modern physics, primarily due to its
extremely low-energy nature [38]. Despite significant the-
oretical and experimental e!orts, including attempts via
large-neutrino-mass scenarios [39, 40], the PTOLEMY
project [41], the dielectric response of boosted CωB-
plasmon scattering [42], and quantum-induced broaden-
ing [43], the direct detection of the CωB has not been
achieved yet.

As described previously, recent advancements in quan-
tum technologies, particularly in quantum sensing [44,
45], present a promising new avenue for addressing this
challenge. Superconducting transmon qubits, known for
their sensitivity to weak interactions, have shown poten-
tial in the detection of DM within a mass range of 10→6

to 10→4 eV [7, 9, 14, 15, 46, 47]. Intriguingly, this en-
ergy range overlaps with the estimated energy spectrum
of the CωB, which lies between 10→6 and 10→3 eV. Given
the exceptionally weak interaction strength of DM with
transmon qubits, it is plausible that similar techniques
could be adapted for probing the CωB through its inter-
actions with these devices.

Furthermore, quantum entanglement and other quan-
tum phenomena [10] o!er new opportunities for lever-
aging quantum devices in particle physics experiments.
While significant progress has been made in applying
quantum technologies for DM detection, direct CωB de-
tection with superconducting transmon qubits remains
unexplored. In this section, we attempt to address this
gap by examining the feasibility of detecting the CωB
with quantum devices, after a brief review on the neu-
trino transition magnetic moment.

Current experimental values for the squared mass dif-
ferences of three neutrinos are

!m2
21 = 7.59 → 10→5 eV2 (36)

!m2
32 = 2.32 → 10→3 eV2 , (37)

which leads to two non-equivalent orderings for the neu-
trino masses. The normal hierarchical (NH) spectrum

(m1 ↑ m2 < m3) and inverted hierarchical (IH) spec-
trum (m3 ↑ m1 < m2) lead to

m2 ↓
√

!m2
21 ↔ 8.6 → 10→3 eV (38)

m3 ↓
√

!m2
32 + !m2

21 ↔ 0.05 eV , (39)

for NH and

m1 ↓
√

|!m2
32 + !m2

21| ↔ 0.0492 eV , (40)

m2 ↓
√

|!m2
32| ↔ 0.05 eV , (41)

for IH, respectively [48]. Therefore, the heavier CωB neu-
trinos are non-relativistic, considering ECωB ↔ 10→6 ↗
10→4 eV.

Electromagnetic properties of neutrinos have been ex-
tensively studied [4, 5, 49–58]. In the simplest extension
of the SM including the right-handed neutrinos, the neu-
trino magnetic moment is given by

µω = 3eGF mω

8
↘

2ε2 ≃ 3 → 10→19µB

( mω

1 eV

)
(42)

where mω is the neutrino mass, e is the electromagnetic
coupling strength, GF is the Fermi constant, and µB =

e

2me
is the Bohr magneton with me being the electron

mass [51]. The neutrino magnetic moment interaction
[3, 59] is described by

µij
ω

2 ω̄iϑ
µωωj Fµω + h.c., (43)

where i, j = 1, 2, 3.
The SM prediction for the neutrino lifetime, based on

the above interaction, exceeds the age of the Universe by
many orders of magnitude, ϖSM = 7.1→1043

(mω

eV

)→5
sec-

onds; see also Refs. [60–62]. However, various new
physics scenarios beyond the SM can significantly en-
hance neutrino magnetic moments. Such modifications
have been considered in connection with experimental
anomalies, e.g., a possible correlation of solar neutri-
nos with solar activity [63]. See also Refs. [51, 60–62]
for more details on the radiative decay of neutrinos and
Refs. [3, 64, 65] for experimental bounds.

The number density of cosmic neutrinos is given by

nω = 3
4

ϱ(3)
ε2 T 3

ω Ne! ≃ 112 cm→3 , (44)
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us consider the decay of the heavier species X2 into the
lighter species X1 and a photon:

X2 → X1 + ω, (1)

for which the photon energy is given by

Eω = m2
2 ↑ m2

1
2m2

= !m2

2m2
(2)

in the rest frame of X2. Here !m2 ↓ m2
2 ↑ m2

1 denotes
the squared-mass di!erence.

We assume that the particle X2 is non-relativistic and
either stable or has a very long lifetime, with a known
number density n2. Since each X2 could decay into X1
and a photon, the number density of photons nω should
be proportional to the number density of the decaying
particle X2. Therefore, the expected energy density of
photons is given by

εω = Eωnω ↔ !m2

2m2
n2 . (3)

The equality is governed by how many X2 particles decay
within a given time interval T . Assuming that the X2
lifetime is long enough, we find that εω is given by

εω = ” T n2
!m2

2m2
, (4)

where ” denotes the decay rate of X2. Since our goal is to
detect such decay photon signals using quantum devices,
the time interval T should be less than the coherence
time ϑ of a given quantum system, i.e., T < ϑ .

The produced photon is well described by a plane-wave

ϖE(e!) = Ē(e!)ϖnE sin(Eωt) , (5)

where ϖnE is the unit vector representing the direction of
the e!ective electric field ϖE(e!). Given that the photon
energy density stored in the electric field is εω = ϱ0 ϖE2,
we obtain

Ē(e!) =

√
” T n2!m2

2m2ϱ0
, (6)

where ϱ0 denotes the vacuum permittivity.1
Since we are interested in the extremely rare decay

events of X2, maximizing the e!ective detection volume
is essential for a successful experiment. To this end, we
propose an experimental setup wherein the quantum de-
vice is housed within a specialized cavity featuring highly
reflective inner walls, as depicted in Fig. 1. Conducting
materials feature high reflectivity for radio waves; for ex-
ample, polished aluminum and copper typically reflect

1 In natural units adopted here, ω0 is dimensionless and set to
unity.

X2

X2

X2

X1

X1X1

γ

qubits

conducting sphere

FIG. 1. Schematic diagram of the experimental setup consid-
ered in this paper. A conducting spherical cavity with reflec-
tive inner walls confines photons (ω) produced by the decay
of incoming X2 particles into X1 + ω. The trapped photon
eventually interacts with qubit sensors at the center, facili-
tating detection of these rare decay events. While illustrated
here as a spherical conducting cavity, the geometry need not
be spherical.

98–99% of incident radiation [23–25]. In this configura-
tion, DM or neutrinos—which we will discuss as concrete
physics case studies—can freely enter the cavity, but once
they decay into photons, the photons are confined, i.e.,
unable to escape due to repeated reflections o! the mir-
rored walls. Eventually, these trapped photons will in-
teract with the quantum device. This setup significantly
enhances the chance of detecting a signal by e!ectively
increasing the detection volume and thereby the expected
number of decay photons that interact with the sensor.
We denote the volume of this cavity as Ve! , expressed
in the same units as the number density n2. Under this
setup, the X2 number density n2 is e!ectively replaced
with n2Ve! , e.g.,

n2 → n2

(
Ve!
cm3

)
, (7)

where n2 is assumed to be given in units of cm→3 and Ve!
is treated as a dimensionless scaling factor. For example,
if a quantum device is enclosed within a 1 m3 cavity, the
e!ective volume would be Ve! = 106.

B. Interaction with quantum devices

We consider two types of quantum devices: (a) trans-
mon qubits and (b) trapped ions. Brief overviews of these
platforms follow here based on Refs. [7, 15].

(a) Transmon qubits: The e!ective electric field in-
duced by the photon from the X2 decay modifies the

Decay volume

P* ≃ nq (ητ)2

Current reactor bounds are μ < 10−11 μB

Veff = 1 m3 = 106 cm3 nq = 105

9

FIG. 4. The 5ω discovery (red, solid) and 2ω exclusion (blue, dashed) significance of the transmon qubit device for the neutrino
transition magnetic moment µ (in the µB unit) as a function of mi for !m2

21 = 7.59→10→5 eV2 (left) and !m2
32 = 2.32→10→3 eV2

(right), adopting nq = 105 and Ve! = 106 → 103. We adopted a 14-second data collection for each frequency as per the
measurement protocol with a varying coherence time ε = 2ϑQ/ϖ with Q ↑ 106 following Ref. [7]. We use a temperature of
T = 30 mK to estimate the dark-count background.

Ion Species Transition Frequency (f↑) ε↑ (sec) m↑
i (eV) mion (amu) p0

↑

171Yb+ [47, 48] 12.6 GHz (2.38 cm) 10 0.09595 170.9 8.59 → 10→26

43Ca+ [49, 50] 3.2 GHz (9.4 cm) 50 0.3778 42.9588 7.0 → 10→25

TABLE II. The same as Table I but for the neutrino decays.

two ion species, which show slightly higher transition
probability compared to the transmon case.

As in the DM case, one can reinterpret the DarQ exper-
iment results to constrain the neutrino transition mag-
netic moment. Imposing the condition Ē(e!) < EDarQ

max
yields a bound of µ < 334 µB . While this bound
from DarQ is much weaker than the current limit µ <
10→11 µB [3, 72], it is notable as the first constraint de-
rived using a quantum device. Future improvements can
leverage larger e!ective volume Ve! and more qubits nq

since the sensitivity to µ scales as 1/(
√

nqVe!). For in-
stance, with Ve! = 1 m3 and nq = 100, the projected
bound would improve to µ ↭ 10→2 µB .

IV. CONCLUSIONS AND DISCUSSION

In this work, we have discussed a novel approach to
probe the radiative decays of extremely weakly interact-
ing particles such as CωB and DM, leveraging highly sen-
sitive quantum devices. We have focused on two of the
leading platforms: superconducting transmon qubits and
trapped ion systems. By modeling the e!ective electric
fields induced by decay photons, we have evaluated the
response of these quantum sensors across two relevant

particle physics scenarios.
Our results demonstrate that quantum devices can ef-

fectively explore new regions of parameter space previ-
ously inaccessible to traditional detectors. Specifically,
we find that radiative decays of DM particles can be
probed with current quantum technologies. In contrast,
probing neutrino magnetic moments beyond existing ex-
perimental bounds will require further advancements in
coherence time and scalability. For a roadmap toward
building large-scale quantum devices, we refer the read-
ers to Refs. [79–83].

Looking ahead, several directions o!er promising av-
enues for improvement. Enhancing coherence times—
particularly through novel superconducting cavity ar-
chitectures [84, 85] or advanced trapped ion systems
[86]—can substantially boost sensitivity, as the signal
strength scales favorably with the coherence time, i.e.,
p↑ → ε3. Superconducting quantum memories currently
exhibit coherence times on the order of a few millisec-
onds, and extending beyond this limit has remained a
significant challenge. Reference [87] has demonstrated
a single-photon qubit encoded in a novel superconduct-
ing cavity, achieving a coherence time of 34 milliseconds.
Reference [88] has demonstrated qubits with coherence
times of approximately 1 microsecond at frequencies up
to 72 GHz, operating reliably at temperatures up to 250

#



Charting the course to 100,000 qubits

• All other quantum computing companies (D-wave, IonQ, Google etc) are also 
targeting Large-Scale, Fault-Tolerant Quantum Computers for next 10-20 years. 

• The future may arrive sooner than we expect. 

100,000-qubit
quantum-centric
supercomputer

IBM Quantum

• All other quantum computing companies (D-wave, IonQ, Google etc) are also 
targeting Large-Scale, Fault-Tolerant Quantum Computers for next 10-20 years. 

• The future may arrive sooner than we expect. 
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Discussion
• High frequency gravitational wave detection  
• What about other quantum devices 

– Transmon, trapped ion, Rydberg, what else? 
– Ge-based spin qubits 

• Quantum algorithms that could enhance beyond  

• IQM Spark 5 qubits

n2
q

Rönkkö et al. EPJ Quantum Technology           ( 2024)  11:32 Page 4 of 37

Figure 1 Design of a 5-qubit superconducting quantum processing unit employed in this paper, showing 5
qubits (QB) connected by 4 tunable couplers (TC). Black, apart from explanatory text, indicates areas where
superconducting film is etched exposing the substrate. Flux lines are in red while drive lines are in blue

by a large capacitor in a way that Josephson energy exceeds capacitor energy by a factor
of few tens [12]. The transmon is prevalent qubit type in superconducting quantum com-
putation due to its stability against charge and flux noise, and simplicity of operation. In
our qubit circuit, sometimes referred to as a grounded transmon [13], the qubit capacitor
is formed by a thin metal film island separated from the coplanar ground plane by a gap
where metal has been etched and underling dielectric is exposed. In addition to the mu-
tual capacitance, the central island is connected to the ground via the SQUID consisting
of parallel-connected Josephson junctions.

The shape of the qubit charge island has six-fold rotational symmetry. Each sector fea-
tures a capacitor island. Each of the islands has its own size, which allows the coupling
capacitance to be individually tuned to achieve target coupling to the neighboring qubits,
qubit state readout resonator and extra shunt to the ground for precise targeting of to-
tal shunt capacitance. In between two coupling islands, there is a narrow strip of charge
island to reduce coupling between the neighboring couplers.

2.1.3 Qubit control
Each of the qubits is individually addressed by two control lines. Control lines are imple-
mented as coplanar waveguides.

The center conductor of the flux line is shorted to the ground in the vicinity of the qubit
SQUID creating an effective mutual inductance between the center conductor and the
SQUID loop. By applying electrical current through the flux line, magnetic flux created
through the SQUID loop creates a phase bias across the Josephson junctions, reducing the
effective Josephson energy of the SQUID and hence the qubit frequency. At the maximum
qubit frequency, the frequency is insensitive, to the first order, to external flux maximizing
the coherence time of the qubit and is referred to as a sweetspot. Qubit frequency changes
are used to find overall optimal operation frequencies, change dispersive coupling rates
to the other elements, and implement physical Z and CZ gates, more on two-qubit gates
below.

• High frequency gravitational wave detection  
• What about other quantum devices 

– Transmon, trapped ion, Rydberg, what else? 
– Ge-based spin qubits 

n2• Quantum algorithms that could enhance beyond 

• IQM Spark 5 qubits
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Measuring Dark Matter VelocityCase Study: Measuring Dark Matter Velocity

Classical Protocol [Derevianko ‘18]
1. Interaction: The DM signal field interacts with two sensors
2. Measurement: Measure an observable 𝜎𝑋, for each sensor independently:

𝜎𝑋 = 2𝜀𝜏 sin𝛼
3. Correlation: Look for coincident events where both sensors show a response, 

and correlate the outcomes.

HF, Matsuzaki, Sichanugrist, 2506.19614

Δ𝑟Sensor 1 Sensor 2

𝜓1 = 0 − 𝑖𝑒𝑖𝛼𝜀𝜏|1⟩ 𝜓2 = 0 − 𝑖𝑒𝑖𝛼′𝜀𝜏|1⟩

Velocity is encoded in 𝛼:
𝛼′ = 𝛼 − 𝑘 ⋅ Δ𝑟

Hajime Fukuda (U. Tokyo) 13

For simplicity, I consider
only two sensors here

The Challenge of Weak Signals

The Problem with the Classical Protocol
• 𝛼 fluctuates randomly, preventing simple time averaging
• To extract correlation, we need a coincident detection event (i.e., both 

sensors "click").
• The probability of a single click is 𝑝1 ∼ 𝜀𝜏 2 ⇒ 𝑝1𝑝2 ∼ 𝜀𝜏 4

Our Quantum Approach: A Disclaimer
• Our proposed method requires creating quantum correlations between 

distant sensors (from meters to kilometers).
• Assumption: We assume the future availability of "quantum interconnects" 
– a key enabling technology for distributed quantum computing and 
networking.

• e.g., Quantum teleportation, quantum repeaters.
14

Only the difference is meaningful
𝛼′ − 𝛼 = −𝑘 ⋅ Δ𝑟

Fukuda, Matsuzaki, Sichanugrist, 2506.19614 
Directional search for light dark matter with quantum sensors

1. Interaction: The DM signal field interacts with two sensors
2. Measurement: Measure an observable 𝜎𝑋, for each sensor independently:

𝜎𝑋 = 2𝜀𝜏sin 𝛼
3. Correlation: Look for coincident events where both sensors show a response, 

and correlate the outcomes.

• 𝛼 fluctuates randomly, preventing simple time averaging
• To extract correlation, we need a coincident detection event (i.e., both 

sensors "click").
• The probability of a single click is 𝑝1 ∼𝜀𝜏 2 ⇒ 𝑝1𝑝2 ∼𝜀𝜏 4



Measuring Dark Matter VelocityQuantum Protocol: Interference of Distributed 
Sensors

Step 1: Entangling Measurement (Projection)
• Two-sensor state: 𝜓1 ⊗𝜓2 = 0 − 𝑖𝑒𝑖𝛼𝜀𝜏 1 ⊗ 0 − 𝑖𝑒𝑖 𝛼−𝑘⋅Δ𝑟 𝜀𝜏 1
• Measure 𝑃 = 10 10 + 01 01 , which succeeds with probability 𝑃 = 2𝜀2𝜏2

• State after measurement: 𝑃 𝜓1 ⊗ 𝜓2 ∼ 10 + 𝑒−𝑖𝑘Δ𝑟 01 ≡ Ψ

Step 2: Information Readout
• Measure 𝑀 = −𝑖 01 10 + 𝑖 10 01
• 𝑀 = −sin 𝑘Δ𝑟

Measuring a Projection Operator 𝑃

𝜙 → ቊ 𝑃 𝜙 with probability 𝑝 = ⟨𝜙|𝑃|𝜙⟩
1 − 𝑃 𝜙 with probability 1 − 𝑝

e.g. Measure 𝑃1 = 1 1  for one qubit state |𝜑⟩
After measurement: |1⟩ with 𝑝 = 𝜑 1 2 or |0⟩

Hajime Fukuda (U. Tokyo) 15

Quantum Protocol: Interference with distributed sensors 

Fukuda, Matsuzaki, Sichanugrist, 2506.19614 
Directional search for light dark matter with quantum sensors

• Two-sensor state: 𝜓1 ⊗𝜓2 = 0 −𝑖𝑒𝑖𝛼𝜀𝜏1 0 −𝑖𝑒𝑖𝛼−𝑘⋅Δ𝑟 𝜀𝜏1⊗
• Measure 𝑃= 10 10 + 01 01 , which succeeds with probability 𝑃= 2𝜀2𝜏2

• State after measurement: 𝑃𝜓1 ⊗𝜓2 ∼10 + 𝑒−𝑖𝑘Δ𝑟 01 ≡Ψ

• Measure 𝑀= −𝑖01 10 + 𝑖10 01
• 𝑀= −sin 𝑘Δ𝑟



Science 372, 259 (2021)

State of the art: Scalable Quantum Network

Nature 629, 573 (2024)

Sci. Adv.10,eadp6442(2024).

Color center-based Quantum repeater network by two leaders, R. Hanson in QuTech, 
Netherlands and M. Lukin in MIT, USA

4

nature QUANTUM NETWORKS

Realization of a multinode quantum network of
remote solid-state qubits
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SCY QNet Requirement 3: Interconnecting QPUs using QRs

Technical readiness:
● Building QPUs based of atomic 

traps for Rb, Sr and Yb.
● Demonstrated QFC between 

telecom and IR photons.
SCY-QNet goals:
● Create and transmit atom-

photon entanglement from 
the QPUs at O-band.

● Perform entanglement 
swapping between the QPU 
qubits and the QM Banks.

11

CQISE Quantum Networking Projects
Creating an intercity network for quantum information science and engineering in the State of Ohio
• Congressionally Funded Research Project (CFRP), Department of Education, 2023 - 2026, $1M
• PI: Ronald M. Reano, Co-PI: Ezekiel Johnston-Halperin, OARnet: Pankaj Shah, Mark Fulmer

Creating long distance quantum networks for cybersecurity in the state of Ohio
• Ohio Third Frontier Research Incentive, Ohio Department of Higher Education (ODHE), 2024 – 2025, $750k
• PI: Ronald M. Reano, Co-PI: Ezekiel Johnston-Halperin, OARnet: Pankaj Shah, Mark Fulmer

P2P QKD MDI QKD CONCEPT STAR NETWORK MDI QKD CONCEPT

Emerging
partnerships
• AFIT
• NGRC
• Cisco
• Honda
• Huntington Bank
• Columbus State
• Starlab

CQISE Quantum Networking Project

• AFIT
• NGRC
• Cisco
• Honda
• Huntington Bank
• Columbus State
• Starlab



From Modular to Distributed: Scaling via Photonic Entanglement Links

Quantum network: From one big noisy chip to many quiet chips with photonic links.

Photonic quantum channel
Non-local quantum gate

Local interaction
Local quantum gate

Colloquium: Quantum Networks with Trapped Ions. Rev. Mod. Phys. (2010)
Scaling the Ion Trap Quantum Processor. Science (2013)
Technical roadmap for fault-tolerant quantum computing, NQIT Technical Roadmap (2016)
Material platforms for spin-based photonic quantum technologies, Nat. Rev. Mater. (2018)
Quantum Internet: A vision for the road ahead, Science (2018)

❑ Distributed quantum computing & Quantum computing modular architecture
❑ Quantum communication (quantum internet, quantum repeater network)

6

Why one big chip isn’t enough

❑ As N grows, control lines ∝ N, noise/crosstalk > N, uniformity ↓

Integrated qubits in a quantum node

Colloquium: Quantum Networks with Trapped Ions. Rev. Mod. Phys. (2010)
Scaling the Ion Trap Quantum Processor. Science (2013)

Local interaction
Local quantum gate

❑ I/O fan-out ↑
❑ Crosstalk ↑
❑ Calibration overhead ↑
❑ classical/quantum noise ↑

5

Why one big chip isn’t enough

❑ As N grows, control lines ∝ N, noise/crosstalk > N, uniformity ↓

Integrated qubits in a quantum node

Colloquium: Quantum Networks with Trapped Ions. Rev. Mod. Phys. (2010)
Scaling the Ion Trap Quantum Processor. Science (2013)

Local interaction
Local quantum gate

❑ I/O fan-out ↑
❑ Crosstalk ↑
❑ Calibration overhead ↑
❑ classical/quantum noise ↑

5

Problems with one big chip



Nonlocal two qubit gate

00 𝐴1𝐵1 + 11 𝐴1𝐵1

𝐴0

𝐴1

𝐵1

𝐵0

Remotely entangled qubit pair

H

Z

Local operations+ = Nonlocal CNOT gate

=

Distributed Quantum Computation Based on Small Quantum Registers. Phys. Rev. A 2007
Optimal Local Implementation of Nonlocal Quantum Gates. Phys. Rev. A 2000
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• Involvement with National labs and government agencies 
– NASA, DoD, DOE, NSF, . . .  
– Many private foundations: Templeton, Keck . . . 
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NAsA Quantum Artificial Intelligence Laboratory
(QuAIL)
OuAll isthe

Overview
Quantum computing is an emerging computational paradigm with the potential to revolutionize diverse areas of
future-generation computational systems.QuAlL's mandate is to determine and advance the potential for
quantum computation to enable more ambitious, efficient, and safer NASA missions in the future.The team
focuses on hard computational problems whose solution would impact NASA's aeronautics, Earth and space
sciences,and space exploration missions.

The QuAlL team tracks and contributes to advances in algorithms, both near-and longer-term,for optimization,
machine learning,simulation of condensed-matter,high-energy physics,chemistry and materials, and differential
equations and computational fluid dynamics.While the group is a theory and numerical team, a key component of
this work is close collaboration with quantum hardware groups.Hardware-algorithm co-design is central to the
team's work, with algorithmic needs feeding into the hardware design and prioritization of hardware capabilities,
hardware limitations feeding into algorithm design, and hardware noise characterization feeding into the design
of protocols for error mitigation and correction.Key to this research has been advancing tools,including classical
circuit simulation and open quantum system modeling, leading to an improved understanding of co-design
principles across multiple architectures, including gate-model, adiabatic, and measurement-based architectures.



U.S. NAVAL RESEARCH LABORATORY
HEDEP

Home:Our Work:Areas of ResearchQuantum Research

QuantumResearch

Email:nrlpao@nrl.navy.mil

History
The beginning of research into Quantum Information Science (QiS) can be traced to theoretical physicist, Richard Feynman,
Ph.D.In 1982 he proposed that computers that take advantage of quantum mechanical principles may have certain advantages

information to achieve results that cannot be obtained with classical physics.One of the most striking proposals is the quantum
computer itself.



Army designates Quantum Information
Science Research Center
By U.S.Army DEVCOM Army Research Laboratory Office of Strategic Communications July 5,2023

TOP STORIES

JANUARY20,2025

National Guard Bureau leaders meet
with Guardsmen supporting 60th
Presidential Inauguration

JANUARY17,2025

42nd Infantry Division heads to
Warfighter exercise

JANUARY16,2025

Bradley improvement tested at US Army
Yuma Proving Ground

JANUARY1.2025

Army provides Soldiers,Families variety



AFRL-Quantum Information Science & Technology

AFRL/RITQ-Quantum Networking and Computing
Integrated Photonics and Photon Qubits
Quantum Algorithms
Superconducting and Hybrid Quantum Systems
Trapped lons

ContactIntormation:
Email:ri.quantum.gov@afrl.af.mil



• Active collaboration between industry, 
quantum experts and quantum computing 
companies.



Quantum technologies
A potential game-changer in aerospace
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• Many schools and internship opportunities 
for graduate, undergraduate and high school 
students! 
– REU program  
– Workshops and conferences

• Many schools and internship opportunities 
for graduate, undergraduate and high school 
students! 
– REU program  
– Workshops and conferences



Taken from Megan Ivory’s presentation at QIST workshop 2025

CaMP Quantum, Computing, Mathematics,
& Physics Summer Camp

HSOCaIP
Two summer camps introducing high school teachers and
students to quantum concepts and careers

Caps
Teachers: June 16-July 18, 2025
Students: June 30-July 25, 2025

GOTDTTNGPNTNC1PLLe andiagouaTTala.gov7quanicunn
Goal: Reduce barriers. Stipends for all. No prerequisites! Hands-on puzzles/experiments throughout.
Goal: Give teachers tools to introduce quantum topics to their students, allowing us to reach more students
Goal: Provide exposure to and get students excited about a career in Qis.

Teacher QCaMP expands across 8 statesTeacher QCaMP expands across 8 states
Teacher QCaMP expands across 5 states (14 cohorts) ~ 100 Teachers;

QSA creates virtual QSA expands QCaMP to a - 83 Teachers; (+WDTS support)
QCaMP pilot program hybrid program Student QCaMP expands to 4 weeks Student QCaMP - 42 students

- 32 Students & 20 ? - 42 Students & 16 Teachers - 42 students (+WDTS support) (+WDTS support)
(2023) : (2024)Teachers (2022) : (2025)

2024:360+ Participants (cumulative) 2025:500+Participants (cumulative)

: Sandia & LBNL QCaMP @ CNM Bridge QCaMP 1-Day Workshop : QCaMP @ CNM Bridge : : NM ECEP 2-Hour
Program- 15 Community : Workshop -- participate in ORISE's Program- 22 Community at St. Vincent College -

31 Educators (2024)JSTI program - 10 College Students (2023) 28 K-12 Teachers (2024) College Students (2024)
Students (2021)

203 educators and 163 students reached since program inception!



Duke, since 2019

For advanced 
undergraduate and 
graduate students 

Quantum Ideas Summer School
The Quantum Ideas Summer School is open to Undergraduates, Graduate Students,and Industry
participants.Support for Undergraduate and Graduate students is funded by the National Science
Foundation (PHY-2325080).

2025 Summer Schoolpolicy.guidelines

2025Summer School
Application are now closed for 2025 Summer School June 9-13 at Duke University.

Application notifications will be sent no later than Friday 11 April

Confirmed Instructors:
Kenneth Brown (Duke)

Emily Edwards (Duke)

Natalie Klco Duke

Huangian Loh (Duke)

Akimasa Miyake (UNM)

CrystalNoel (Duke

Gokul Ravi (U Michigan)

more instructors to be announced

Undergraduate and Graduate student support
funded by the National Science Foundation award
PHY-2325080 and outlined in Participant Travel
Guidelines.Summer STAQ2019-2024was funded
under National Science Foundation award PHy-
1818914.1010914.

For more details,contact the STAQ Administrator.

2023 Session
Lecture Notes and Session Recordings

Day 1 |_Quantum Information Basics

Day2 lons and QECC

Day 3-Offsite programming.No lectures

Day 4 Superconductors and Algorithms

Day 5  Quantum Architecture and Optimization

LIOICE
Lecture Notes

DAY 1 Basics with Aram Harrow

DAY 2 |Basics with Akimasa Miyake

DAY 3 _Algorithms with Peter Love

DAY 4 _Grover's Algorithm and Quantum Hype with
Shelby_Kimmel

DAY 5  Quantum Error Correction with Ken Brown



The 2025 U.S. Quantum 
Information Science Summer 
School (USQIS) will be 
hosted by the Quantum 
Science Accelerator at 
Lawrence Berkeley National 
Laboratory. Dates and 
application information TBA.

ORNL

FNAL

For undergraduate and 
graduate students 



LANL

For undergraduate and 
graduate students 

Quantum Computing
Summer School
Fellowship

Developing new leaders in the theory,
application,and programming of
quantum computers

Fo

The school will be held from June 8th to August
14th2026.
The Quantum Computing Summer School is an immersive 10-week curriculum that includes
tutorials from world-leading experts in quantum computation as well as one-on-one
mentoring from LANL staff scientists who are conducting cutting-edge quantum computing
research.Summer school fellowship recipients will be exposed to the theoretical foundations
of quantum computation and will become skilled at programming commercial quantum
computers,such as those developed by IBM,Quera,lonQ,Quantinuum,DWave.Roughly
twenty students (with the precise number determined based on the applicant pool) will be
awarded a fellowship from LANL for the summer school.The fellowship amount ranges from
$10,oo0 to $20,o00,based on academic rank.All students undergraduate and graduate are

encouraged to apply.



Application due April 3, 2026

$500 weekly stipend

Undergraduate and graduate 

C2QA Co-design Center for Quantum Advantage

Student Opportunities
mer schools,career fairs,Quantum Thursdays,and Department of Energy internships

QIS 101:Foundations of Quantum
Information Science

VirtualSummer School

Application period open through April 3,2026

A six-week virtual program to introduce underqraduate and

graduate students,recent college graduates,and academic

educators to the exciting world of quantum information science
QiS).Students will learn how guantum algorithms can outperform

classical computers.Through a series of demonstrations and

hands-on programming labs,students will learn how to use IBM

Qiskita world-class software package for working with
quantum computers.Students will hear from guest scientists,
including Brookhaven scientific researchers and C2QA leadership,

and virtually tour some of Brookhaven Lab's facilities

Apply for QlS 101

QIS 300-Level Course Series

sinuoiniAnne-uae
C2QA researchers designvirtual,300-levelquantum information

science QiS) courses to address critical gaps in the QIS
ecosystem.Taught by leading quantum experts,each course
offers insights into QiS challenges and includes workshops for

participants to develop the technical skills needed to address

these challenges.The QlS 300-level courses are intended for

advanced undergraduate and graduate students,postdoctoral
researchers,and early career scientists.Though the courses are
typically offered in the summer,the lectures are posted online at

the end of the course.Previously offered courses include

QlS301Quantum Characterization,Verification,and
Validation

QIS 302:A Practical Guide to Superconducting Qubit
Experiments

QlS 303:Quantum Error Mitigation

Explore courses

Quantum Thursdays

Virtual Lecture Series

Hosted by the U.S.Department of Energy,Office of Science,

National Quantum Information Science Research Centers

(NQiSRC),Quantum Thursdays features leading quantum

information scientists sharing recent research accomplishments
and that underway at the five NQiSRCs and within the sector.In

addition,lectures discuss the various career paths and

opportunities available at the NQiSRCs and within this field.New

lectures will be announced as they become available

See pastlectures



Fermi National Accelerator Laboratory

ProgramDescription
Three-week undergraduate physics students interested in quantum computing for the
simulation of physics participate in this three-week program to gain hands-on Python and
Qiskit programming experience.Daily lectures on the fundamentals of quantum

culminates in participants running their own code on an IBM quantum computer.

QCIPU is a training platform that supports the next generation of scientific research and
engineering professionals.

Eligibility
Enrollment in a U.S.college or university majoring in physics,math,compute

science, or engineering
Completed year of introductory level physics course
Eligible to work in the United States

Application Procedure

Before applying have all requirements ready.Once submitted,
access to the application will no longer be available to upload
any missing reguirements.

Online Application-Application Walkthrough Video Guide
Resume
Unofficial transcript

A short statement of interest in the topic Two paragraphs is sufficient, no more
than a page)

Key Dates
Application Dates
November3,2025-January 17
2026

Offer Date
February 19,2026

Acceptance Date
February 28,2026

Program Dates
June8-June262026

The link is live during the
application period.

APPLY

Questions?
Email



Google Summer of Code program is intended for advanced 
students who are already familiar with AI or quantum computing.

ML Google Summer of Code 20254SCI
Introduction

In 2025 ML4SCl plans to participate in the program as a GSoC umbrella organization. The ML4SCl organization plans to partner with the
Google Summer of Code in 2025 to broaden student participation in machine learning projects over a wide variety of scientific fields.ML4SC
participants will be mentored by scientists at top research universities and laboratories on research projects at the cutting edge of science
Projects span a wide range of scientific domains,including physics, astronomy,planetary science, quantum information science and others.

For Students
In 2025 GSoC students work with their mentors for 175 hrs to produce open-source codes that apply machine learning solutions to solve
science problems.Projects span three evaluation periods that allow for students and mentors to collaborate on their project and evaluate
student progress.Detailed rules for the GsoC program can be found here.Interested students should look at the ideas page and contact the
mentors.Candidates will be asked to complete an evaluation test for each project they apply to demonstrate the skills needed for the
respective projects.In the next step,students will produce a proposal which will be evaluated for final student selection.

Please see the official GSoC Timeline

Projects in 2025
List of
proposals

nse is a deep learning pipeline for particle dark matter searches with strong gravitational lensing List of
nrnnnsals



The Adjoint Is All You Need:
Characterizing Barren Plateaus in Quantum Ansätze

Enrico Fontana,1, 2 Dylan Herman,1, → Shouvanik Chakrabarti,1 Niraj Kumar,1
Romina Yalovetzky,1 Jamie Heredge,1, 3 Shree Hari Sureshbabu,1 and Marco Pistoia1

1
Global Technology Applied Research, JPMorgan Chase

2
Computer and Information Sciences, University of Strathclyde

3
School of Physics, The University of Melbourne

Using tools from the representation theory of compact Lie groups, we formulate a theory of
Barren Plateaus (BPs) for parameterized quantum circuits whose observables lie in their dynamical
Lie algebra (DLA), a setting that we term Lie algebra Supported Ansatz (LASA). A large variety of
commonly used ansätze such as the Hamiltonian Variational Ansatz, Quantum Alternating Operator
Ansatz, and many equivariant quantum neural networks are LASAs. In particular, our theory
provides, for the first time, the ability to compute the variance of the gradient of the cost function of
the quantum compound ansatz. We rigorously prove that, for LASA, the variance of the gradient of
the cost function, for a 2-design of the dynamical Lie group, scales inversely with the dimension of the
DLA, which agrees with existing numerical observations. In addition, to motivate the applicability
of our results for 2-designs to practical settings, we show that rapid mixing occurs for LASAs with
polynomial DLA. Lastly, we include potential extensions for handling cases when the observable lies
outside of the DLA and the implications of our results.

1. INTRODUCTION

Variational quantum algorithms (VQAs) are a popular
class of quantum computing heuristics due to their low
circuit cost and ability to be trained in a hybrid quantum-
classical fashion [1]. The community has identified a va-
riety of potential applications for VQAs in the areas of
optimization [2–7] and machine learning [8–12]. Unfor-
tunately, the optimization of VQAs can be a computa-
tionally challenging task due to (1) exponentially many
parameters being required to ensure convergence [13–17],
and (2) exponentially many samples being required to es-
timate gradients, known as the barren plateau (BP) prob-
lem [18–21]. In some cases, it has been observed numer-
ically that both of these obstacles to VQA optimization
can be mitigated when the chosen parameterized quan-
tum circuit (PQC) obeys certain symmetries [14, 22].
The symmetries of the ansatz cause its action, in either
the Schrödinger or Heisenberg pictures, to break into in-
variant subspaces. However, there have only been a few
cases in which potentially useful symmetries, mostly in
the Schrödinger picture, have been identified, e.g. per-
mutation invariance [23].

The existing theoretical results on the trainability and
convergence of ansätze with symmetries have been re-
stricted to the Schrödinger picture and a setting called
subspace controllable [14, 18, 22, 23]. Subspace control-
lability occurs when the circuit can express any unitary
transformation between states in an invariant subspace
and it has been observed that it results in training land-
scapes that are essentially trap-free [24, 25]. In addition,
if the invariant subspaces have small dimension, i.e. scale
polynomially in system size, it can be easily shown that

→ dylan.a.herman@jpmorgan.com

BPs are not present for subspace controllable PQCs.
These results however fail in the uncontrollable setting,

where the circuit is limited to expressing a subgroup of
the unitary group in the invariant subspace. With re-
spect to the BPs problem, existing work has observed a
desirable feature of subspace uncontrollable circuits [22].
In this setting, it appears that the trainability of the
ansatz depends on the dimension of the dynamical Lie

algebra (DLA), which holds almost trivially in the sub-
space controllable setting since the DLA dimension grows
with the square of the subspace dimension. However, ex-
isting work has only provided evidence of this connec-
tion to the DLA dimension numerically in the uncon-
trollable setting [22]. There are cases where, for an un-
controllable PQCs, the dimension of the e!ective DLA
only grows polynomially in the system size, while the in-
variant subspace dimension where the initial state lies is
exponentially growing, such as the quantum compound
ansatz [26, 27]. Note that the e!ective DLA is the restric-
tion of the action of the DLA to an invariant subspace.
Thus, this connection between the DLA dimension and
BPs has remained unproven in the general setting.

In this work, using a simple but powerful observation
regarding the adjoint representation and the representa-
tion theory of compact Lie groups, we prove that for a
general class of PQCs that the variance of the gradient
of the cost function does fall inversely with the dimen-
sion of the e!ective DLA for 2-designs of the dynami-
cal Lie group. As we will show, the Heisenberg picture
and the symmetries of the circuit’s action on the observ-
able are more suitable for explaining this phenomenon.
This will lead to intuitive and commonplace conditions
on the observable that are su"cient for this connection to
hold. To show the validity of the 2-design assumption in
practice, we show that fast mixing occurs for DLAs with
polynomial dimension, and we experimentally verify our
formulae for the quantum compound ansatz.
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In particular, our theory



INTERNSHIP  
Research Technologies Summer Associate Program 

(Applications currently closed)

Program information
Learn more about our Research Technologies internship program

What You'll Do Who We're Looking For What We Offer

Valued qualities

We are seeking colleagues with excellent analytical, quantitative and problem solving skills and demonstrated research ability.We
value strong communication skills and the ability to present findings to a non-technical audience

Key skills

Experience with quantum computing algorithms and applications

Excellent knowledge ofPython programming

No prior experience with financial markets required



Engineering Manager, Data Security
1Password Remote$190,000-$258,000 a year
You must create an Indeed account before continuing to the company website to apply

Apply on company site

What we're looking for.

A strong background in data security.This could include experience such as
o Strong understanding of data security principles in modern application contexts
o Implementing modern encryptions algorithms
oDelivering key management systems, key distribution protocols, or working with

hardware security modules
o Identifying and mitigating real-world security vulnerabilities and attack vectors

You've managed or technically led a team of developers and owned application
development from planning to delivery
You bring hands-on engineering experience and have tackled complex,
ambiguous problems through code.

You use your technical background to coach developers and elevate team
norfnrmanre

Bonus points for:

Experience with post-quantum cryptography (e.g.,lattice-based algorithms) in
theory or practice

Familiarity with evolving cryptographic standards and bodies (e.g.,NiST),and how
they shape implementation decisions



Summary
• Quantum Information Science (QIS) and Quantum Computing (QC) 

open new opportunities by connecting diverse fields:  physics, 
mathematics, computer science, and engineering.  

• Although it may take time to mature, QIS/QC will eventually become an 
integral part of our daily lives, much like AI/ML have become today. 

• Challenges remain: scalability, noise mitigation, algorithmic 
development, and workforce training. 

– But progress is accelerating rapidly.  

• Quantum computing today is where classical computing was in the 
1950s:  slow, expensive, and limited, yet full of promise to redefine 
science and technology. 

• It is crucial to explore where quantum computers can make a real impact 
from fundamental science to applications in our society.  

• We need young, creative, and imaginative minds (YOU!) to shape this 
emerging quantum future.
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science and technology. 

• It is crucial to explore where quantum computers can make a real impact 
from fundamental science to applications in our society.  

• We need young, creative, and imaginative minds (YOU!) to shape this 
emerging quantum future.



Ad
• A workshop on “Quantum Science and Technology for 

Fundamental Physics with a Global Perspective” 
– to be held at the University of Kansas in Lawrence, 

Kansas, from May 27–30, 2026 
– May 27-28: Lectures 

• Introduction to quantum algorithms by Thomas Wong 
(Creighton University ) 

• Quantum simulation by  Meurice, Yannick (U of Iowa) 
• Qiskit/PennyLane by Nathan Thomson (Wichita State 

University) 
– May 28-29: Invited and contributed talks  
– May 30: Open discussion  

• Undergraduate and graduate students are welcome.
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$ vs Tiger
• Teaching quantum information science to high-school 

and early undergraduate students by Sophia Economou, 
Terry Rudolph, Edwin Barnes, 2005.07874

• You encounter two doors:  
Money behind at least one 
door 

• Tiger might be lurking 
behind one door  

• Teaching quantum information science to high-school 
and early undergraduate students by Sophia Economou, 
Terry Rudolph, Edwin Barnes, 2005.07874

• You encounter two doors:  
Money behind at least one 
door 

• Tiger might be lurking 
behind one door  

https://arxiv.org/pdf/2005.07874
https://arxiv.org/pdf/2005.07874


$ vs Tiger
• The button on the left opens both doors  
• YOU WANT TO BE SURE THERE’S NO TIGER 

BEHIND EITHER DOOR BEFORE YOU PUSH THE 
“OPEN” BUTTON  

• The device in the middle 
will tell you if there is a 
tiger behind the door that 
you ask about – but you 
only get to use it once  
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• The device in the middle 
will tell you if there is a 
tiger behind the door that 
you ask about – but you 
only get to use it once  



• We want to find out whether a particular function, with one input 
bit and one output bit is constant or balanced. Classically, we 
need to evaluate the function twice (i.e., for input = 0 and input 
= 1), but remarkably, we only need to evaluate the function 
once using quantum algorithm, by using Deutsch’s algorithm.

Deutsch Algorithm 1985
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Y• Consider a simple function,    
• For possible functions 

– Identity:                        and  

– Bit-flip function:            and  

– Constant function:         or   

f(x) : {0,1} ⟶ {0,1}

f(0) = 0 f(1) = 1
f(0) = 1 f(1) = 0
f(x) = 0 f(x) = 1

• We want to find out whether a particular function, with one input 
bit and one output bit is constant or balanced. Classically, we 
need to evaluate the function twice (i.e., for input = 0 and input 
= 1), but remarkably, we only need to evaluate the function 
once using quantum algorithm, by using Deutsch’s algorithm.

• Consider a simple function,   
• For possible functions 

f(0) = 0 f(1) = 1– Identity:                        and  
f(0) = 1 f(1) = 0– Bit-flip function:            and  
f(x) = 0 f(x) = 1– Constant function:         or   

 



Quantum Algorithms and Data Embedding 
Classical Algorithm Quantum Algorithm

Dataset D 
Input x

Output y

Dataset D 
Input x

Output y

Input encoding

Processing

Read out

Quantum System

State preparation

Unitary evolution

Measurement



Encoding

Data State of a 
quantum system

MITP Summer School         Lecture      Michael Spannowsky         July 2023                   54

data encoding in different parts of the state and 
operator description

Quantum Physics:  states,  
amplitudes, 

Hamiltonian, 
time.

Hamiltonian encoding of a matrix A

time-evolution encoding of a scalar t



maps a collection of items into the states forming an orthonormal basis of the Hilbert 
space of the considered quantum system.  

The orthonormal basis {|x⟩}x∈X , called computational basis, is made by the 

eigenstates of a reference observable measured on the considered quantum system. For 
instance, a bit can be encoded into a qubit by the mapping 0 → |0⟩, 1 → |1⟩. Then the 
n-bit strings (x1 · · · xn) can be encoded into the states of n qubits forming an 

orthonormal basis of a 2n-dimensional Hilbert space Hn: 


Chapter 3

Basics of Quantum Computing

Quantum computing is a type of computation where quantum phenomena, such as
state superposition and entanglement, are exploited to perform calculations. It is
the most prominent application of quantum information theory and delivers algo-
rithms to solve efficiently some problems which are hard for classical computers.
This chapter is focused on the fundamentals of quantum computing like the ab-
stract notion of a universal quantum computer and the circuit model for quantum
computations. There is an overview on adiabatic quantum computing which pro-
vides a notion of analog quantum computer. Quantum annealers, as specific-purpose
quantum machines, are also introduced.

3.1 Encoding data into quantum states

In quantum information theory, a quantum encoding is any procedure to map classi-
cal data into the physical states of a considered quantum system. In this section we
list the quantum encodings that are relevant in the following to encode the values
of discrete and continuous variables into quantum states.

The basis encoding is defined by mapping a collection of items into the states
forming an orthonormal basis of the Hilbert space of the considered quantum sys-
tem. Given a finite set X with cardinality |X|, any x ∈ X can be encoded into a
basis vector |x⟩ of a Hilbert space of dimension |X|. Physically, the orthonormal
basis {|x⟩}x∈X , called computational basis, is made by the eigenstates of a reference
observable measured on the considered quantum system. For instance, a bit can
be encoded into a qubit by the mapping 0 #→ |0⟩, 1 #→ |1⟩. Then the n-bit strings
(x1 · · · xn) can be encoded into the states of n qubits forming an orthonormal basis
of a 2n-dimensional Hilbert space Hn:

Bn ∋ (x1 · · · xn) #→ |x1 · · · xn⟩ ∈ Hn. (3.1.1)

25© The Author(s), under exclusive license to Springer Nature Singapore Pte Ltd. 2023
D. Pastorello, Concise Guide to Quantum Machine Learning,
Machine Learning: Foundations, Methodologies, and Applications,
https://doi.org/10.1007/978-981-19-6897-6_3

can prepare superposition of data that 
can be processed in parallel, e.g.

26 CHAPTER 3. BASICS OF QUANTUM COMPUTING

Then the qubits can be prepared in a superposition of different data that can be
processed in parallel by linearity. In particular one can consider the superposition
of all the possible binary strings of length n:

|ψ⟩ = 1√
2n

2n−1∑

x=0

|x⟩. (3.1.2)

The initialization of the complete superposition (3.1.2) is the idea behind the quan-
tum advantage of the celebrated Grover’s search for instance.

The amplitude encoding is the representation of classical data into the amplitudes
of a quantum state. A complex vector x ∈ Cd with unit norm can be represented
by the amplitudes of a quantum state |ψx⟩ with respect to a fixed basis {|φi⟩}i of
the d-dimensional Hilbert space H:

|ψx⟩ =
d∑

i=1

xi|φi⟩ ∈ H. (3.1.3)

If the classical information is given by a d×d complex matrix A satisfying
∑

ij |aij|2 =
1, it can be encoded in the state:

|ψA⟩ =
d∑

i,j=1

aij|φi⟩ ⊗ |φj⟩ ∈ H⊗ H. (3.1.4)

The main advantage of the amplitude encoding is the space efficiency with respect
to the basis encoding. Consider a system made by n qubits, within the basis encod-
ing we can convey only n classical bits, within the amplitude encoding we can store
complex vectors of dimension 2n. The limitations of amplitude encoding are the
normalization requirement on the classical data and the fact that quantum ampli-
tudes xi cannot be directly observed and only the real numbers |xi|2 can be retrieved
from the state |ψx⟩ where the complex vector x is stored. Therefore, the amplitude
encoding requires normalized data vectors or norms that are given separately.

A third kind of quantum encoding is related to probability distributions. Given
a probability distribution p on the finite set X, it can be encoded in the state:

|ψp⟩ =
∑

x∈X

√
p(x)|x⟩ ∈ H, (3.1.5)

where {|x⟩}x∈X is an orthonormal basis of the |X|-dimensional Hilbert space H. Re-
peated measurements on the state |ψp⟩ with respect to the computational basis allow
to sample the distribution p. Some authors call this procedure qsample encoding.

Basis encoding: 
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Binary encoding into basis states

Represent numbers as binaries, each binary 
digit requires a qubit

data vector quantum state
binary fraction rep.
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Fig. 3.13 Data points in the one-dimensional interval [−1, 1] (left) canbeprojectedonto normalised
vectors by adding a constant value in a second dimension x2 and renormalising the overall vector

While amplitude encoding uses much less qubits than basis encoding, we will
see that the routines preparing the dense amplitude vectors are very costly (in some
sense trading space for time). Amplitude encoding is therefore also not very suitable
for near-term devices. In contrast, the next embedding strategy is widely used in
algorithms for small-scale quantum computers.

3.4.3 Time-Evolution Encoding

Time-evolution encoding prescribes to associate a scalar value x ∈ R with the time
t in the unitary evolution by a Hamiltonian H in Eq. (3.24),

U (x) = e−i x H . (3.64)

The state after the evolution, |ψ(x)⟩ = U (x)|ψ0⟩, depends on x in a way that is
defined by the Hamiltonian H . In quantum machine learning, this kind of encoding
is particularly popular when encoding classical trainable parameters into a quantum
circuit. Themost common choice are the Pauli rotation gates fromEqs. (3.45)–(3.47),
inwhich H = 1

2σa and a ∈ {x, y, z}. Successive gates or evolutions of the formU (x)
can be used to encode a real-valued vector x ∈ RN .

Example 3.6 (Time-evolution encoding) Consider the second entry from the vectors
used in the previous examples, −0.438. Time-evolution encoding with an RY gate
and initial state |0⟩ produces the state

|ψ(−0.438)⟩ = cos(−0.438/2)|0⟩ + sin(−0.438/2)|1⟩ (3.65)

≈ 0.976|0⟩ − 0.217|1⟩. (3.66)

The cosine/sine structure of the amplitudes is typical for time-evolution encoding
and leads to a Fourier-like dependency of the amplitudes on the inputs, which we
will explore further in Sect. 5.2.
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Encoded with RY gate applied to initial state |0>
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sine/cosine structure typical for Time-Evolution Encoding -> leads to 
Fourier-type dependence of amplitudes on the inputs
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Angle/Rotation encoding
When used on an 𝑛-qubit circuit, this feature map of angle encoding can take 
up to 𝑛 numerical inputs 𝑥1, ... , 𝑥𝑛. The action of its circuit consists in the 
application of a rotation gate on each qubit 𝑗 parametrised by the value 𝑥𝑗 . In 
this feature map, we are using the 𝑥𝑗 values as angles in the rotations, hence 
the name of the encoding. 

Example
x normalised [0,2pi)

as RZ|0> doesnt do anything
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The number of qubits = N
N = # of features



MITP Summer School         Lecture      Michael Spannowsky         July 2023                   60

Hamiltonian Encoding:
 For some applications, it can be useful to encode matrices into the Hamiltonian of 
a time evolution. The basic idea is to associate a Hamiltonian H with a square 
matrix A. In case A is not Hermitian, one can sometimes use the trick of encoding 

118 3 Quantum Computing

3.4.4 Hamiltonian Encoding

For some applications, it can be useful to encode matrices into the Hamiltonian of a
time evolution, as used in the famous HHL algorithm for matrix inversion [29]. The
basic idea is to associate a Hamiltonian H with a square matrix A. In case A is not
Hermitian, one can sometimes use the trick of encoding

HA =
(
0 A
A† 0

)
, (3.67)

instead, and to perform the computations in two subspaces of the Hilbert space.
Hamiltonian encoding allows us to extract and process the eigenvalues of A, for
example, to multiply A or A−1 with an amplitude-encoded vector.

Example 3.7 (Hamiltonian encoding) The matrix

A =
(
0.073 −0.438
0.730 0.000

)
(3.68)

from Example 3.5 can also define the dynamics of a quantum system. Since A is not
Hermitian, we define the Hamiltonian

HA =

⎛

⎜⎜⎝

0 0 0.073 −0.438
0 0 0.730 0.000

0.073 0.730 0 0
−0.438 0.000 0 0

⎞

⎟⎟⎠ . (3.69)

The effect of applying the Hamiltonian via e−i t H to an amplitude vector α can
be calculated from the corresponding eigenvalue equations. The eigenvectors and
eigenvalues of H are

v1 =
(−0.108 −0.699 0.704 −0.065

)
, λ1 = −0.736

v2 =
(
0.699 −0.108 0.065 0.704

)
, λ2 = −0.435

v3 =
(
0.699 −0.108 −0.065 −0.704

)
, λ3 = 0.435

v4 =
(
0.108 0.699 0.704 −0.064

)
, λ4 = 0.736.

These eigenvectors form a basis and hence α can be decomposed in this basis as

α = γ1v1 + γ2v2 + γ3v3 + γ4v4, (3.70)

with γi = α†vi for i = 1, . . . , 4. Applying the Hamiltonian therefore leads to

α′ = e−i HAtα = e−iλ1tγ1v1 + e−iλ2tγ2v2 + e−iλ3tγ3v3 + e−iλ4tγ4v4, (3.71)

 instead, and to perform the computations in two subspaces of the Hilbert space. 
Hamiltonian encoding allows us to extract and process the eigenvalues of A, for 
example, to multiply A or A−1 with an amplitude-encoded vector. 


The number of qubits = log N
N = # of features
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or, in Dirac notation,

|ψ〉 = (−0.108e−iλ1tγ1 + 0.699e−iλ2tγ2 + 0.699e−iλ3tγ3 + 0.108e−iλ4tγ4)|00〉
+ (−0.699e−iλ1tγ1 − 0.108e−iλ2tγ2 − 0.108e−iλ3tγ3 + 0.699e−iλ4tγ4)|01〉
+ (0.704e−iλ1tγ1 + 0.065e−iλ2tγ2 − 0.065e−iλ3tγ3 + 0.704e−iλ4tγ4)|10〉
+ (−0.065e−iλ1tγ1 + 0.704e−iλ2tγ2 − 0.704e−iλ3tγ3 − 0.064e−iλ4tγ4)|10〉.

Strategies of applying operations with a custom Hamiltonian are called Hamilto-
nian simulation and are presented in Sect. 4.4.

3.5 Quantum Speedups

Before introducing some important quantum algorithms, we want to briefly review
some of the language of computational complexity theory, which has traditionally
been the fundamental figure of merit for quantum algorithms. One reason for this
is the lack of a detailed blueprint for the quantum hardware which would run those
algorithms, whose details from gate decomposition to compiling and error correction
depend strongly on the actual physical implementation of qubits and quantum gates.
We can therefore only make rough asymptotic estimates of final runtimes. Further-
more, the sheer expense involved in the development of quantum hardware creates a
strong incentive for research to motivate their studies with arguments along the lines
of “superior quantum algorithms” which led to the controversial [30] term “quantum
supremacy” [31] for experiments which demonstrate a provable classical-quantum
separation in computational complexity—however artificial the problem may be.

With the advent of near-term quantum devices, this monolithic reliance on com-
plexity theory is slowly changing. Empirical studies and proof-of-principle experi-
ments have to deal with the details of an implementation, and a constant factor in the
runtime, for example, if we need n = 20 qubits or cn = 1,000,000∗20 qubits (even if
the constant c does not grow with the problem size), suddenly becomes crucial. This
is an exciting development: classical computer science would be widely decimated
(and machine learning hardly existent) if the only algorithms people are interested
in were those for which we can prove efficient runtimes on paper.

Quantummachine learning was born into this tectonic shift of research principles,
and as we will see, contributions range from perspectives that try to “make things
work” in practice to more traditional attempts to lower the worst-case asymptotic
runtime of machine learning algorithms. However, as the central motivation to build
quantum computers in the first place, quantum speedups remain the gold standard
of algorithmic design. We will therefore use this section to introduce some basics of
asymptotic computational complexity theory.

The runtime of an algorithm on a computer is the time it takes to execute the
algorithm, in other words, the number of elementary operations multiplied by their
respective execution times. The number of elementary operations could in theory
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3.4.4 Hamiltonian Encoding

For some applications, it can be useful to encode matrices into the Hamiltonian of a
time evolution, as used in the famous HHL algorithm for matrix inversion [29]. The
basic idea is to associate a Hamiltonian H with a square matrix A. In case A is not
Hermitian, one can sometimes use the trick of encoding

HA =
(
0 A
A† 0

)
, (3.67)

instead, and to perform the computations in two subspaces of the Hilbert space.
Hamiltonian encoding allows us to extract and process the eigenvalues of A, for
example, to multiply A or A−1 with an amplitude-encoded vector.

Example 3.7 (Hamiltonian encoding) The matrix

A =
(
0.073 −0.438
0.730 0.000

)
(3.68)

from Example 3.5 can also define the dynamics of a quantum system. Since A is not
Hermitian, we define the Hamiltonian

HA =





0 0 0.073 −0.438
0 0 0.730 0.000

0.073 0.730 0 0
−0.438 0.000 0 0



 . (3.69)

The effect of applying the Hamiltonian via e−i t H to an amplitude vector α can
be calculated from the corresponding eigenvalue equations. The eigenvectors and
eigenvalues of H are

v1 =
(−0.108 −0.699 0.704 −0.065

)
, λ1 = −0.736

v2 =
(
0.699 −0.108 0.065 0.704

)
, λ2 = −0.435

v3 =
(
0.699 −0.108 −0.065 −0.704

)
, λ3 = 0.435

v4 =
(
0.108 0.699 0.704 −0.064

)
, λ4 = 0.736.

These eigenvectors form a basis and hence α can be decomposed in this basis as

α = γ1v1 + γ2v2 + γ3v3 + γ4v4, (3.70)

with γi = α†vi for i = 1, . . . , 4. Applying the Hamiltonian therefore leads to

α′ = e−i HAtα = e−iλ1tγ1v1 + e−iλ2tγ2v2 + e−iλ3tγ3v3 + e−iλ4tγ4v4, (3.71)

• Eigenvectors and eigenvalues of H • These eigenvectors form a basis 
and the most general state  can be 
decomposed as

α

• Applying U(t) = exp( − iHt)

• In Dirac notation:

|00⟩ = (1,0,0,0) |01⟩ = (0,1,0,0) |10⟩ = (0,0,1,0) |11⟩ = (0,0,0,1)

0 0
0 0

• These eigenvectors form a basis 
αand the most general state  can be 

decomposed as

• Applying U(t) = exp( − iHt)

• In Dirac notation:



Amplitude encoding:
Represent classical data as amplitudes of a quantum state

26 CHAPTER 3. BASICS OF QUANTUM COMPUTING

Then the qubits can be prepared in a superposition of different data that can be
processed in parallel by linearity. In particular one can consider the superposition
of all the possible binary strings of length n:

|ψ⟩ = 1√
2n

2n−1∑

x=0

|x⟩. (3.1.2)

The initialization of the complete superposition (3.1.2) is the idea behind the quan-
tum advantage of the celebrated Grover’s search for instance.

The amplitude encoding is the representation of classical data into the amplitudes
of a quantum state. A complex vector x ∈ Cd with unit norm can be represented
by the amplitudes of a quantum state |ψx⟩ with respect to a fixed basis {|φi⟩}i of
the d-dimensional Hilbert space H:

|ψx⟩ =
d∑

i=1

xi|φi⟩ ∈ H. (3.1.3)

If the classical information is given by a d×d complex matrix A satisfying
∑

ij |aij|2 =
1, it can be encoded in the state:

|ψA⟩ =
d∑

i,j=1

aij|φi⟩ ⊗ |φj⟩ ∈ H⊗ H. (3.1.4)

The main advantage of the amplitude encoding is the space efficiency with respect
to the basis encoding. Consider a system made by n qubits, within the basis encod-
ing we can convey only n classical bits, within the amplitude encoding we can store
complex vectors of dimension 2n. The limitations of amplitude encoding are the
normalization requirement on the classical data and the fact that quantum ampli-
tudes xi cannot be directly observed and only the real numbers |xi|2 can be retrieved
from the state |ψx⟩ where the complex vector x is stored. Therefore, the amplitude
encoding requires normalized data vectors or norms that are given separately.

A third kind of quantum encoding is related to probability distributions. Given
a probability distribution p on the finite set X, it can be encoded in the state:

|ψp⟩ =
∑

x∈X

√
p(x)|x⟩ ∈ H, (3.1.5)

where {|x⟩}x∈X is an orthonormal basis of the |X|-dimensional Hilbert space H. Re-
peated measurements on the state |ψp⟩ with respect to the computational basis allow
to sample the distribution p. Some authors call this procedure qsample encoding.
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by enlarging the Hilbert space accordingly. This turns out to be rather useful for
quantum algorithms, since the “index registers” |i⟩, | j⟩ refer to the i th row and the
j th column, respectively. By fixing either of the registers, we can therefore address
a row or column of the matrix. For Hermitian positive trace-1 matrices A ∈ C2n×2n ,
another option arises: One can associate its entries with the entries of a densitymatrix
ρA, so that ai j ↔ ρi j .

Encoding information into the probabilistic description of a quantum system nec-
essarily poses severe limitations on which mathematical operations can be executed
to transform the input. This becomes particularly important whenwewant to perform
a nonlinear map on the amplitudes, which is impossible to implement in a unitary
fashion (at least without tricks that use measurements or marginalisation). This has
been extensively debated under the keyword of “nonlinear quantum theories” [25,
26], and it has been demonstrated that assumptions of nonlinear operators would
immediately negate fundamental principles of nature that are widely believed to be
true [27, 28].

Another obvious restriction of thismethod is that only normalised classical vectors
can be processed. Effectively this means that quantum states represent the data in one
less dimension orwith one less degree of freedom: a classical two-dimensional vector
(x1, x2)T can only be associated with an amplitude vector (α0,α1)

T of a qubit which
fulfils |α0|2 + |α1|2 = 1. This means that it lies on a unit circle, a one-dimensional
manifold in a two-dimensional space. Three-dimensional vectors encoded in three
amplitudes of a 2-qubit quantum system (where the last of the four amplitudes is
redundant and set to zero) will reduce the three-dimensional space to the surface of
a sphere, and so on. A remedy can be to increase the space of the classical vector
by one element set to 1 and, to normalise the resulting vector (see Fig. 3.13). After
normalisation, this new element will carry full information about the normalisation
constant, and hence about the original length of the vector.

Example 3.5 (Amplitude encoding) To encode the same vector from Example 3.4,
x = (0.1,−0.6, 1.0), in amplitude encoding, we have to first normalise it to unit
length (rounding to three digits here) and pad it with zeros to a dimension of integer
logarithm,

x = (0.073,−0.438, 0.730, 0.000). (3.61)

Now it can be represented by a quantum state of 2 qubits:

|ψx⟩ = 0.073|00⟩ − 0.438|01⟩ + 0.730|10⟩ + 0|11⟩. (3.62)

This state would at the same time encode the matrix

A =
(
0.073 −0.438
0.730 0.000

)
, (3.63)

if we interpret the first qubit as an index for the row and the second qubit as an index
for the column.
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Example:
data vector normalised and padded data vector
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quantum state
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The number of qubits = log N
N = # of features
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Qsample encoding:

26 CHAPTER 3. BASICS OF QUANTUM COMPUTING

Then the qubits can be prepared in a superposition of different data that can be
processed in parallel by linearity. In particular one can consider the superposition
of all the possible binary strings of length n:

|ψ⟩ = 1√
2n

2n−1∑

x=0

|x⟩. (3.1.2)

The initialization of the complete superposition (3.1.2) is the idea behind the quan-
tum advantage of the celebrated Grover’s search for instance.

The amplitude encoding is the representation of classical data into the amplitudes
of a quantum state. A complex vector x ∈ Cd with unit norm can be represented
by the amplitudes of a quantum state |ψx⟩ with respect to a fixed basis {|φi⟩}i of
the d-dimensional Hilbert space H:

|ψx⟩ =
d∑

i=1

xi|φi⟩ ∈ H. (3.1.3)

If the classical information is given by a d×d complex matrix A satisfying
∑

ij |aij|2 =
1, it can be encoded in the state:

|ψA⟩ =
d∑

i,j=1

aij|φi⟩ ⊗ |φj⟩ ∈ H⊗ H. (3.1.4)

The main advantage of the amplitude encoding is the space efficiency with respect
to the basis encoding. Consider a system made by n qubits, within the basis encod-
ing we can convey only n classical bits, within the amplitude encoding we can store
complex vectors of dimension 2n. The limitations of amplitude encoding are the
normalization requirement on the classical data and the fact that quantum ampli-
tudes xi cannot be directly observed and only the real numbers |xi|2 can be retrieved
from the state |ψx⟩ where the complex vector x is stored. Therefore, the amplitude
encoding requires normalized data vectors or norms that are given separately.

A third kind of quantum encoding is related to probability distributions. Given
a probability distribution p on the finite set X, it can be encoded in the state:

|ψp⟩ =
∑

x∈X

√
p(x)|x⟩ ∈ H, (3.1.5)

where {|x⟩}x∈X is an orthonormal basis of the |X|-dimensional Hilbert space H. Re-
peated measurements on the state |ψp⟩ with respect to the computational basis allow
to sample the distribution p. Some authors call this procedure qsample encoding.

Given a probability distribution p on the finite set X, it can be encoded in the 
state: 

 Repeated measurements on the state |ψp⟩ with respect to the computational 
basis allow to sample the distribution p. 


MITP Summer School         Lecture      Michael Spannowsky         July 2023                   62

This could also be encoded as a matrix A
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by enlarging the Hilbert space accordingly. This turns out to be rather useful for
quantum algorithms, since the “index registers” |i⟩, | j⟩ refer to the i th row and the
j th column, respectively. By fixing either of the registers, we can therefore address
a row or column of the matrix. For Hermitian positive trace-1 matrices A ∈ C2n×2n ,
another option arises: One can associate its entries with the entries of a densitymatrix
ρA, so that ai j ↔ ρi j .

Encoding information into the probabilistic description of a quantum system nec-
essarily poses severe limitations on which mathematical operations can be executed
to transform the input. This becomes particularly important whenwewant to perform
a nonlinear map on the amplitudes, which is impossible to implement in a unitary
fashion (at least without tricks that use measurements or marginalisation). This has
been extensively debated under the keyword of “nonlinear quantum theories” [25,
26], and it has been demonstrated that assumptions of nonlinear operators would
immediately negate fundamental principles of nature that are widely believed to be
true [27, 28].

Another obvious restriction of thismethod is that only normalised classical vectors
can be processed. Effectively this means that quantum states represent the data in one
less dimension orwith one less degree of freedom: a classical two-dimensional vector
(x1, x2)T can only be associated with an amplitude vector (α0,α1)

T of a qubit which
fulfils |α0|2 + |α1|2 = 1. This means that it lies on a unit circle, a one-dimensional
manifold in a two-dimensional space. Three-dimensional vectors encoded in three
amplitudes of a 2-qubit quantum system (where the last of the four amplitudes is
redundant and set to zero) will reduce the three-dimensional space to the surface of
a sphere, and so on. A remedy can be to increase the space of the classical vector
by one element set to 1 and, to normalise the resulting vector (see Fig. 3.13). After
normalisation, this new element will carry full information about the normalisation
constant, and hence about the original length of the vector.

Example 3.5 (Amplitude encoding) To encode the same vector from Example 3.4,
x = (0.1,−0.6, 1.0), in amplitude encoding, we have to first normalise it to unit
length (rounding to three digits here) and pad it with zeros to a dimension of integer
logarithm,

x = (0.073,−0.438, 0.730, 0.000). (3.61)

Now it can be represented by a quantum state of 2 qubits:

|ψx⟩ = 0.073|00⟩ − 0.438|01⟩ + 0.730|10⟩ + 0|11⟩. (3.62)

This state would at the same time encode the matrix

A =
(
0.073 −0.438
0.730 0.000

)
, (3.63)

if we interpret the first qubit as an index for the row and the second qubit as an index
for the column.
Amplitude encoding uses much less qubits than basis encoding, however, 
routines to prepare amplitude vectors can be costly

In a sense a hybrid case of basis and amplitude encoding since the information  
is represented by amplitudes, but the features are encoded in the qubits. 
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Quantum Algorithms and Data Embedding 
Classical data Requirement Quantum state

⃗x ∈ {0 ,1}⊗n

⃗x = (x1, x2, ⋯, xn) ∈ {0 ,1}

|ψ⟩ = |x1 x2 ⋯ xn⟩

= |x1⟩ ⊗ |x2⟩ ⊗ ⋯ ⊗ |xn⟩

⃗x ∈ ℝ2n

xi ∈ ℝ

2n

∑
i=1

|xi |
2 = 1 |ψx⟩ =

2n

∑
i=1

xi | i ⟩

A ∈ ℝ2n×2m

Aij ∈ ℝ
i = 1,⋯,2n

j = 1,⋯,2m ∑
i, j

|Aij |
2 = 1 |ψA⟩ = ∑

i, j

Aij | i ⟩ ⊗ | j ⟩

A ∈ ℝ2n×2n ∑
i

Aii = 1 A† = A
A*ij = Aji

ρA = ∑
i, j

Aij | i ⟩ ⟨ j |

x ∈ [ 0, 2π )x ∈ ℝ

A ∈ ℝ2n×2n

A ∈ ℝ2n×2n

A† = A

A† ≠ A (in general)

U(x) = e−ixH

HA = A

HA = ( 0 A
A† 0)

Basis 
Encoding

Amplitude 
Encoding

Time-evolution 
Encoding

Hamiltonian 
Encoding
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Kolmogorov–Arnold representation theorem

• It solved a more constrained form of Hilbert's thirteenth problem, so the original Hilbert's 
thirteenth problem is a corollary. In a sense, they showed that the only true continuous 
multivariate function is the sum, since every other continuous function can be written 
using univariate continuous functions and summing.

In real analysis and approximation theory, the Kolmogorov-Arnold
representation theorem (or superposition theorem) states that every multivariate
continuous function f: [0, 1]n > R can be represented as a superposition of
continuous single-variable functions.

The works of Vladimir Arnold and Andrey Kolmogorov established that if f is a.

continuous functions of a single variable and the binary operation of addition.[1]
More specifically,

where q,p: [0, 1] > R and g:R > R.
• It solved a more constrained form of Hilbert's thirteenth problem, so the original Hilbert's 

thirteenth problem is a corollary. In a sense, they showed that the only true continuous 
multivariate function is the sum, since every other continuous function can be written 
using univariate continuous functions and summing.



Universal Approximation Theorem
•  A feed-forward network with a single hidden layer containing a finite 

number of neurons can approximate continuous functions on compact 
subsets of R, under mild assumptions on the activation function.n

• A. N. Kolmogorov, 1957 
• G. Cybenko, 1989 with sigmoid activation 
• K. Hornik, 1991, importance of the multilayer architecture  
• Z. Lu et al, 2017, with deep neural network and ReLu activation
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The theorem of limited expressive power for width-  networks can be expressed mathematically as follows:[4]

For any Lebesgue-integrable function  satisfying that  is a positive measure set
in Lebesgue measure, and any function  represented by a fully-connected ReLU network  with width 

, the following equation holds:
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quantum circuit where all data are loaded in the co-
e�cients of the initial wave function [8, 9, 13–15]. In
the simplest of cases, data are uploaded as rotations of
qubits in the computational basis. A quantum circuit
would then follow that should perform some classifi-
cation.

This strategy would be insu�cient to create a uni-
versal quantum classifier with a single qubit. A first
limitation is that a single qubit only has two degrees
of freedom, thus only allowing to represent data in
a two-dimensional space. No quantum classifier in
higher dimensions can be created if this architecture
is to be used. A second limitation is that, once data
is uploaded, the only quantum circuit available is a
rotation in the Bloch sphere. It is easy to prove that
a single rotation cannot capture any non-trivial sepa-
ration of patterns in the original data.

We need to turn to a di↵erent strategy, which turns
out to be inspired by neural networks. In the case of
feed-forward neural networks, data are entered in a
network in such a way that they are processed by sub-
sequent layers of neurons. The key idea is to observe
that the original data are processed several times, one
for each neuron in the first hidden layer. Strictly
speaking, data are re-uploaded onto the neural net-
work. If neural networks were a↵ected by some sort
of no-cloning theorem, they could not work as they
do. Coming back to the quantum circuit, we need to
design a new architecture where data can be intro-
duced several times into the circuit.

The central idea to build a universal quantum clas-
sifier with a single qubit is thus to re-upload classical
data along with the computation. Following the com-
parison with an artificial neural network with a single
hidden layer, we can represent this re-upload diagram-
matically, as it is shown in Figure 1. Data points in a
neural network are introduced in each processing unit,
represented with squares, which are the neurons of the
hidden layer. After the neurons process these data, a
final neuron is necessary to construct the output to be
analyzed. Similarly, in the single-qubit quantum clas-
sifier, data points are introduced in each processing
unit, which this time corresponds to a unitary rota-
tion. However, each processing unit is a↵ected by the
previous ones and re-introduces the input data. The
final output is a quantum state to be analyzed as it
will be explained in the next subsections.

The explicit form of this single-qubit classifier is
shown in Figure 2. Classical data are re-introduced
several times in a sequence interspaced with process-
ing units. We shall consider the introduction of data
as a rotation of the qubit. This means that data from
three-dimensional space, x̨, can be re-uploaded using
unitaries that rotate the qubit U(x̨). Later processing
units will also be rotations as discussed later on. The
whole structure needs to be trained in the classifica-
tion of patterns.

As we shall see, the performance of the single-qubit

(a) Neural network (b) Quantum classifier

Figure 1: Simplified working schemes of a neural network

and a single-qubit quantum classifier with data re-uploading.

In the neural network, every neuron receives input from all

neurons of the previous layer. In contrast with that, the

single-qubit classifier receives information from the previous

processing unit and the input (introduced classically). It pro-

cesses everything all together and the final output of the

computation is a quantum state encoding several repetitions

of input uploads and processing parameters.

quantum classifier will depend on the number of re-
uploads of classical data. This fact will be explored
in the results section.

2.2 Processing along re-uploading
The single-qubit classifier belongs to the category of
parametrized quantum circuits. The performance of
the circuit is quantified by a figure of merit, some
specific ‰2 to be minimized and defined later. We
need, though, to specify the processing gates present
in the circuit in terms of a classical set of parameters.

Given the simple structure of a single-qubit circuit
presented in Figure 2, the data is introduced in a sim-
ple rotation of the qubit, which is easy to character-
ize. We just need to use arbitrary single-qubit rota-
tions U(„1, „2, „3) œ SU(2). We will write U(„̨) with

„̨ = („1, „2, „3). Then, the structure of the universal
quantum classifier made with a single qubit is

U(„̨, x̨) © U(„̨N )U(x̨) . . . U(„̨1)U(x̨), (1)

which acts as
|ÂÍ = U(„̨, x̨)|0Í. (2)

The final classification of patterns will come from
the results of measurements on |ÂÍ. We may introduce
the concept of processing layer as the combination

L(i) © U(„̨i)U(x̨), (3)

so that the classifier corresponds to

U(„̨, x̨) = L(N) . . . L(1), (4)

where the depth of the circuit is 2N . The more layers
the more representation capabilities the circuit will
have, and the more powerful the classifier will be-
come. Again, this follows from the analogy to neural
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• Universal approximation theorem 
• We can approximate a function  with , where  is an input feature 

and  is a learnable parameter. 

• The cost function (ex. MSE) to be minimized is 
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quantum circuit where all data are loaded in the co-
e�cients of the initial wave function [8, 9, 13–15]. In
the simplest of cases, data are uploaded as rotations of
qubits in the computational basis. A quantum circuit
would then follow that should perform some classifi-
cation.

This strategy would be insu�cient to create a uni-
versal quantum classifier with a single qubit. A first
limitation is that a single qubit only has two degrees
of freedom, thus only allowing to represent data in
a two-dimensional space. No quantum classifier in
higher dimensions can be created if this architecture
is to be used. A second limitation is that, once data
is uploaded, the only quantum circuit available is a
rotation in the Bloch sphere. It is easy to prove that
a single rotation cannot capture any non-trivial sepa-
ration of patterns in the original data.

We need to turn to a di↵erent strategy, which turns
out to be inspired by neural networks. In the case of
feed-forward neural networks, data are entered in a
network in such a way that they are processed by sub-
sequent layers of neurons. The key idea is to observe
that the original data are processed several times, one
for each neuron in the first hidden layer. Strictly
speaking, data are re-uploaded onto the neural net-
work. If neural networks were a↵ected by some sort
of no-cloning theorem, they could not work as they
do. Coming back to the quantum circuit, we need to
design a new architecture where data can be intro-
duced several times into the circuit.

The central idea to build a universal quantum clas-
sifier with a single qubit is thus to re-upload classical
data along with the computation. Following the com-
parison with an artificial neural network with a single
hidden layer, we can represent this re-upload diagram-
matically, as it is shown in Figure 1. Data points in a
neural network are introduced in each processing unit,
represented with squares, which are the neurons of the
hidden layer. After the neurons process these data, a
final neuron is necessary to construct the output to be
analyzed. Similarly, in the single-qubit quantum clas-
sifier, data points are introduced in each processing
unit, which this time corresponds to a unitary rota-
tion. However, each processing unit is a↵ected by the
previous ones and re-introduces the input data. The
final output is a quantum state to be analyzed as it
will be explained in the next subsections.

The explicit form of this single-qubit classifier is
shown in Figure 2. Classical data are re-introduced
several times in a sequence interspaced with process-
ing units. We shall consider the introduction of data
as a rotation of the qubit. This means that data from
three-dimensional space, x̨, can be re-uploaded using
unitaries that rotate the qubit U(x̨). Later processing
units will also be rotations as discussed later on. The
whole structure needs to be trained in the classifica-
tion of patterns.

As we shall see, the performance of the single-qubit

(a) Neural network (b) Quantum classifier

Figure 1: Simplified working schemes of a neural network

and a single-qubit quantum classifier with data re-uploading.

In the neural network, every neuron receives input from all

neurons of the previous layer. In contrast with that, the

single-qubit classifier receives information from the previous

processing unit and the input (introduced classically). It pro-

cesses everything all together and the final output of the

computation is a quantum state encoding several repetitions

of input uploads and processing parameters.

quantum classifier will depend on the number of re-
uploads of classical data. This fact will be explored
in the results section.

2.2 Processing along re-uploading
The single-qubit classifier belongs to the category of
parametrized quantum circuits. The performance of
the circuit is quantified by a figure of merit, some
specific ‰2 to be minimized and defined later. We
need, though, to specify the processing gates present
in the circuit in terms of a classical set of parameters.
Given the simple structure of a single-qubit circuit

presented in Figure 2, the data is introduced in a sim-
ple rotation of the qubit, which is easy to character-
ize. We just need to use arbitrary single-qubit rota-
tions U(„1, „2, „3) œ SU(2). We will write U(„̨) with

„̨ = („1, „2, „3). Then, the structure of the universal
quantum classifier made with a single qubit is

U(„̨, x̨) © U(„̨N )U(x̨) . . . U(„̨1)U(x̨), (1)

which acts as
|ÂÍ = U(„̨, x̨)|0Í. (2)

The final classification of patterns will come from
the results of measurements on |ÂÍ. We may introduce
the concept of processing layer as the combination

L(i) © U(„̨i)U(x̨), (3)

so that the classifier corresponds to

U(„̨, x̨) = L(N) . . . L(1), (4)

where the depth of the circuit is 2N . The more layers
the more representation capabilities the circuit will
have, and the more powerful the classifier will be-
come. Again, this follows from the analogy to neural
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would then follow that should perform some classifi-
cation.

This strategy would be insu�cient to create a uni-
versal quantum classifier with a single qubit. A first
limitation is that a single qubit only has two degrees
of freedom, thus only allowing to represent data in
a two-dimensional space. No quantum classifier in
higher dimensions can be created if this architecture
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sequent layers of neurons. The key idea is to observe
that the original data are processed several times, one
for each neuron in the first hidden layer. Strictly
speaking, data are re-uploaded onto the neural net-
work. If neural networks were a↵ected by some sort
of no-cloning theorem, they could not work as they
do. Coming back to the quantum circuit, we need to
design a new architecture where data can be intro-
duced several times into the circuit.

The central idea to build a universal quantum clas-
sifier with a single qubit is thus to re-upload classical
data along with the computation. Following the com-
parison with an artificial neural network with a single
hidden layer, we can represent this re-upload diagram-
matically, as it is shown in Figure 1. Data points in a
neural network are introduced in each processing unit,
represented with squares, which are the neurons of the
hidden layer. After the neurons process these data, a
final neuron is necessary to construct the output to be
analyzed. Similarly, in the single-qubit quantum clas-
sifier, data points are introduced in each processing
unit, which this time corresponds to a unitary rota-
tion. However, each processing unit is a↵ected by the
previous ones and re-introduces the input data. The
final output is a quantum state to be analyzed as it
will be explained in the next subsections.

The explicit form of this single-qubit classifier is
shown in Figure 2. Classical data are re-introduced
several times in a sequence interspaced with process-
ing units. We shall consider the introduction of data
as a rotation of the qubit. This means that data from
three-dimensional space, x̨, can be re-uploaded using
unitaries that rotate the qubit U(x̨). Later processing
units will also be rotations as discussed later on. The
whole structure needs to be trained in the classifica-
tion of patterns.

As we shall see, the performance of the single-qubit
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Figure 1: Simplified working schemes of a neural network

and a single-qubit quantum classifier with data re-uploading.

In the neural network, every neuron receives input from all

neurons of the previous layer. In contrast with that, the

single-qubit classifier receives information from the previous

processing unit and the input (introduced classically). It pro-

cesses everything all together and the final output of the

computation is a quantum state encoding several repetitions

of input uploads and processing parameters.

quantum classifier will depend on the number of re-
uploads of classical data. This fact will be explored
in the results section.

2.2 Processing along re-uploading
The single-qubit classifier belongs to the category of
parametrized quantum circuits. The performance of
the circuit is quantified by a figure of merit, some
specific ‰2 to be minimized and defined later. We
need, though, to specify the processing gates present
in the circuit in terms of a classical set of parameters.
Given the simple structure of a single-qubit circuit

presented in Figure 2, the data is introduced in a sim-
ple rotation of the qubit, which is easy to character-
ize. We just need to use arbitrary single-qubit rota-
tions U(„1, „2, „3) œ SU(2). We will write U(„̨) with

„̨ = („1, „2, „3). Then, the structure of the universal
quantum classifier made with a single qubit is

U(„̨, x̨) © U(„̨N )U(x̨) . . . U(„̨1)U(x̨), (1)

which acts as
|ÂÍ = U(„̨, x̨)|0Í. (2)

The final classification of patterns will come from
the results of measurements on |ÂÍ. We may introduce
the concept of processing layer as the combination

L(i) © U(„̨i)U(x̨), (3)

so that the classifier corresponds to

U(„̨, x̨) = L(N) . . . L(1), (4)

where the depth of the circuit is 2N . The more layers
the more representation capabilities the circuit will
have, and the more powerful the classifier will be-
come. Again, this follows from the analogy to neural
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quantum classifier will depend on the number of re-
uploads of classical data. This fact will be explored
in the results section.

2.2 Processing along re-uploading
The single-qubit classifier belongs to the category of
parametrized quantum circuits. The performance of
the circuit is quantified by a figure of merit, some
specific ‰2 to be minimized and defined later. We
need, though, to specify the processing gates present
in the circuit in terms of a classical set of parameters.
Given the simple structure of a single-qubit circuit

presented in Figure 2, the data is introduced in a sim-
ple rotation of the qubit, which is easy to character-
ize. We just need to use arbitrary single-qubit rota-
tions U(„1, „2, „3) œ SU(2). We will write U(„̨) with
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so that the classifier corresponds to
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where the depth of the circuit is 2N . The more layers
the more representation capabilities the circuit will
have, and the more powerful the classifier will be-
come. Again, this follows from the analogy to neural
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limitation is that a single qubit only has two degrees
of freedom, thus only allowing to represent data in
a two-dimensional space. No quantum classifier in
higher dimensions can be created if this architecture
is to be used. A second limitation is that, once data
is uploaded, the only quantum circuit available is a
rotation in the Bloch sphere. It is easy to prove that
a single rotation cannot capture any non-trivial sepa-
ration of patterns in the original data.

We need to turn to a di↵erent strategy, which turns
out to be inspired by neural networks. In the case of
feed-forward neural networks, data are entered in a
network in such a way that they are processed by sub-
sequent layers of neurons. The key idea is to observe
that the original data are processed several times, one
for each neuron in the first hidden layer. Strictly
speaking, data are re-uploaded onto the neural net-
work. If neural networks were a↵ected by some sort
of no-cloning theorem, they could not work as they
do. Coming back to the quantum circuit, we need to
design a new architecture where data can be intro-
duced several times into the circuit.

The central idea to build a universal quantum clas-
sifier with a single qubit is thus to re-upload classical
data along with the computation. Following the com-
parison with an artificial neural network with a single
hidden layer, we can represent this re-upload diagram-
matically, as it is shown in Figure 1. Data points in a
neural network are introduced in each processing unit,
represented with squares, which are the neurons of the
hidden layer. After the neurons process these data, a
final neuron is necessary to construct the output to be
analyzed. Similarly, in the single-qubit quantum clas-
sifier, data points are introduced in each processing
unit, which this time corresponds to a unitary rota-
tion. However, each processing unit is a↵ected by the
previous ones and re-introduces the input data. The
final output is a quantum state to be analyzed as it
will be explained in the next subsections.

The explicit form of this single-qubit classifier is
shown in Figure 2. Classical data are re-introduced
several times in a sequence interspaced with process-
ing units. We shall consider the introduction of data
as a rotation of the qubit. This means that data from
three-dimensional space, x̨, can be re-uploaded using
unitaries that rotate the qubit U(x̨). Later processing
units will also be rotations as discussed later on. The
whole structure needs to be trained in the classifica-
tion of patterns.

As we shall see, the performance of the single-qubit

(a) Neural network (b) Quantum classifier

Figure 1: Simplified working schemes of a neural network

and a single-qubit quantum classifier with data re-uploading.

In the neural network, every neuron receives input from all

neurons of the previous layer. In contrast with that, the

single-qubit classifier receives information from the previous

processing unit and the input (introduced classically). It pro-

cesses everything all together and the final output of the

computation is a quantum state encoding several repetitions

of input uploads and processing parameters.

quantum classifier will depend on the number of re-
uploads of classical data. This fact will be explored
in the results section.

2.2 Processing along re-uploading
The single-qubit classifier belongs to the category of
parametrized quantum circuits. The performance of
the circuit is quantified by a figure of merit, some
specific ‰2 to be minimized and defined later. We
need, though, to specify the processing gates present
in the circuit in terms of a classical set of parameters.

Given the simple structure of a single-qubit circuit
presented in Figure 2, the data is introduced in a sim-
ple rotation of the qubit, which is easy to character-
ize. We just need to use arbitrary single-qubit rota-
tions U(„1, „2, „3) œ SU(2). We will write U(„̨) with

„̨ = („1, „2, „3). Then, the structure of the universal
quantum classifier made with a single qubit is

U(„̨, x̨) © U(„̨N )U(x̨) . . . U(„̨1)U(x̨), (1)

which acts as
|ÂÍ = U(„̨, x̨)|0Í. (2)

The final classification of patterns will come from
the results of measurements on |ÂÍ. We may introduce
the concept of processing layer as the combination

L(i) © U(„̨i)U(x̨), (3)

so that the classifier corresponds to

U(„̨, x̨) = L(N) . . . L(1), (4)

where the depth of the circuit is 2N . The more layers
the more representation capabilities the circuit will
have, and the more powerful the classifier will be-
come. Again, this follows from the analogy to neural
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Figure 2: Single-qubit classifier with data re-uploading. The

quantum circuit is divided into layer gates L(i), which con-

stitutes the classifier building blocks. In the upper circuit,

each of these layers is composed of a U(x̨) gate, which up-

loads the data, and a parametrized unitary gate U(„̨). We

apply this building block N times and finally compute a cost

function that is related to the fidelity of the final state of

the circuit with the corresponding target state of its class.

This cost function may be minimized by tunning the „̨i pa-

rameters. Eventually, data and tunable parameters can be

introduced with a single unitary gate, as illustrated in the

bottom circuit.

networks, where the size of the intermediate hidden
layer of neurons is critical to represent complex func-
tions.
There is a way to compactify the quantum circuit

into a shorter one. This can be done if we incorporate
data and processing angles in a single step. Then, a
layer would only need a single rotation to introduce
data and tunable parameters, i.e. L(i) = U(„̨, x̨). In
addition, each data point can be uploaded with some
weight wi. These weights will play a similar role as
weights in artificial neural networks, as we will see in
the next section. Altogether, each layer gate can be
taken as

L(i) = U
1

◊̨i + w̨i ¶ x̨
2

, (5)

where w̨i ¶ x̨ =
!
w1

i x1, w2
i x2, w3

i x3"
is the Hadamard

product of two vectors. In case the data points have
dimension lesser than three, the rest of x̨ components
are set to zero. Such an approach reduces the depth of
the circuit by half. Further combinations of layers into
fewer rotations are also possible, but the nonlinearity
inherent to subsequent rotations would be lost, and
the circuit would not be performing well.
Notice that data points are introduced linearly into

the rotational gate. Non-linearities will come from
the structure of these gates. We chose this encoding
function as we believe it is one of the lesser biased
ways to encode data with unknown properties. Due
to the structure of single-qubit unitary gates, we will
see that this encoding is particularly suited for data
with rotational symmetry. Still, it can also classify
other kinds of data structures. We can also apply

other encoding techniques, e.g. the ones proposed in
Ref. [10], but for the scope of this work, we have
just tested the linear encoding strategy as a proof of
concept of the performance of this quantum classifier.
It is also possible to enlarge the dimensionality of

the input space in the following way. Let us extend
the definition of i-th layer to

L(i) = U
1

◊̨(k)
i + w̨(k)

i ¶ x̨(k)
2

· · · U
1

◊̨(1)
i + w̨(1)

i ¶ x̨(1)
2

,

(6)

where each data point is divided into k vectors of di-
mension three. In general, each unitary U could ab-
sorb as many variables as freedom in an SU(2) uni-
tary. Each set of variables act at a time, and all of
them have been shown to the circuit after k iterations.
Then, the layer structure follows. The complexity of
the circuit only increases linearly with the size of the
input space.

2.3 Measurement
The quantum circuit characterized by a series of pro-
cessing angles {◊i} and weights {wi} delivers a final
state |ÂÍ, which needs to be measured. The results
of each measurement are used to compute a ‰2 that
quantifies the error made in the classification. The
minimization of this quantity in terms of the classical
parameters of the circuit can be organized using any
preferred supervised machine learning technique.
The critical point in the quantum measurement is

to find an optimal way to associate outputs from the
observations to target classes. The fundamental guid-
ing principle to be used is given by the idea of max-
imal orthogonality of outputs [16]. This is easily es-
tablished for a dichotomic classification, where one of
two classes A and B have to be assigned to the final
measurement of the single qubit. In such a case it
is possible to measure the output probabilities P (0)

for |0Í and P (1) for |1Í. A given pattern could be
classified into the A class if P (0) > P (1) and into B
otherwise. We may refine this criterium by introduc-
ing a bias. That is, the pattern is classified as A if
P (0) > ⁄, and as B otherwise. The ⁄ is chosen to op-
timize the success of classification on a training set.
Results are then checked on an independent validation
set.
The assignment of classes to the output reading of

a single qubit becomes an involved issue when many
classes are present. For the sake of simplicity, let us
mention two examples for the case of classification to
four distinct classes. One possible strategy consists on
comparing the probability P (0) to four sectors with
three thresholds: 0 Æ ⁄1 Æ ⁄2 Æ ⁄3 Æ 1. Then, the
value of P (0) will fall into one of them, and classifi-
cation is issued. A second, more robust assignment is
obtained by computing the overlap of the final state
to one of the states of a label states-set. This states-
set is to be chosen with maximal orthogonality among
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quantum circuit is divided into layer gates L(i), which con-

stitutes the classifier building blocks. In the upper circuit,

each of these layers is composed of a U(x̨) gate, which up-

loads the data, and a parametrized unitary gate U(„̨). We

apply this building block N times and finally compute a cost

function that is related to the fidelity of the final state of

the circuit with the corresponding target state of its class.

This cost function may be minimized by tunning the „̨i pa-

rameters. Eventually, data and tunable parameters can be

introduced with a single unitary gate, as illustrated in the

bottom circuit.

networks, where the size of the intermediate hidden
layer of neurons is critical to represent complex func-
tions.
There is a way to compactify the quantum circuit

into a shorter one. This can be done if we incorporate
data and processing angles in a single step. Then, a
layer would only need a single rotation to introduce
data and tunable parameters, i.e. L(i) = U(„̨, x̨). In
addition, each data point can be uploaded with some
weight wi. These weights will play a similar role as
weights in artificial neural networks, as we will see in
the next section. Altogether, each layer gate can be
taken as

L(i) = U
1

◊̨i + w̨i ¶ x̨
2

, (5)

where w̨i ¶ x̨ =
!
w1

i x1, w2
i x2, w3

i x3"
is the Hadamard

product of two vectors. In case the data points have
dimension lesser than three, the rest of x̨ components
are set to zero. Such an approach reduces the depth of
the circuit by half. Further combinations of layers into
fewer rotations are also possible, but the nonlinearity
inherent to subsequent rotations would be lost, and
the circuit would not be performing well.
Notice that data points are introduced linearly into

the rotational gate. Non-linearities will come from
the structure of these gates. We chose this encoding
function as we believe it is one of the lesser biased
ways to encode data with unknown properties. Due
to the structure of single-qubit unitary gates, we will
see that this encoding is particularly suited for data
with rotational symmetry. Still, it can also classify
other kinds of data structures. We can also apply

other encoding techniques, e.g. the ones proposed in
Ref. [10], but for the scope of this work, we have
just tested the linear encoding strategy as a proof of
concept of the performance of this quantum classifier.
It is also possible to enlarge the dimensionality of

the input space in the following way. Let us extend
the definition of i-th layer to

L(i) = U
1

◊̨(k)
i + w̨(k)

i ¶ x̨(k)
2

· · · U
1

◊̨(1)
i + w̨(1)

i ¶ x̨(1)
2

,

(6)

where each data point is divided into k vectors of di-
mension three. In general, each unitary U could ab-
sorb as many variables as freedom in an SU(2) uni-
tary. Each set of variables act at a time, and all of
them have been shown to the circuit after k iterations.
Then, the layer structure follows. The complexity of
the circuit only increases linearly with the size of the
input space.

2.3 Measurement
The quantum circuit characterized by a series of pro-
cessing angles {◊i} and weights {wi} delivers a final
state |ÂÍ, which needs to be measured. The results
of each measurement are used to compute a ‰2 that
quantifies the error made in the classification. The
minimization of this quantity in terms of the classical
parameters of the circuit can be organized using any
preferred supervised machine learning technique.
The critical point in the quantum measurement is

to find an optimal way to associate outputs from the
observations to target classes. The fundamental guid-
ing principle to be used is given by the idea of max-
imal orthogonality of outputs [16]. This is easily es-
tablished for a dichotomic classification, where one of
two classes A and B have to be assigned to the final
measurement of the single qubit. In such a case it
is possible to measure the output probabilities P (0)

for |0Í and P (1) for |1Í. A given pattern could be
classified into the A class if P (0) > P (1) and into B
otherwise. We may refine this criterium by introduc-
ing a bias. That is, the pattern is classified as A if
P (0) > ⁄, and as B otherwise. The ⁄ is chosen to op-
timize the success of classification on a training set.
Results are then checked on an independent validation
set.
The assignment of classes to the output reading of

a single qubit becomes an involved issue when many
classes are present. For the sake of simplicity, let us
mention two examples for the case of classification to
four distinct classes. One possible strategy consists on
comparing the probability P (0) to four sectors with
three thresholds: 0 Æ ⁄1 Æ ⁄2 Æ ⁄3 Æ 1. Then, the
value of P (0) will fall into one of them, and classifi-
cation is issued. A second, more robust assignment is
obtained by computing the overlap of the final state
to one of the states of a label states-set. This states-
set is to be chosen with maximal orthogonality among
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quantum circuit is divided into layer gates L(i), which con-
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loads the data, and a parametrized unitary gate U(„̨). We

apply this building block N times and finally compute a cost

function that is related to the fidelity of the final state of

the circuit with the corresponding target state of its class.

This cost function may be minimized by tunning the „̨i pa-
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networks, where the size of the intermediate hidden
layer of neurons is critical to represent complex func-
tions.
There is a way to compactify the quantum circuit

into a shorter one. This can be done if we incorporate
data and processing angles in a single step. Then, a
layer would only need a single rotation to introduce
data and tunable parameters, i.e. L(i) = U(„̨, x̨). In
addition, each data point can be uploaded with some
weight wi. These weights will play a similar role as
weights in artificial neural networks, as we will see in
the next section. Altogether, each layer gate can be
taken as

L(i) = U
1

◊̨i + w̨i ¶ x̨
2

, (5)

where w̨i ¶ x̨ =
!
w1

i x1, w2
i x2, w3

i x3"
is the Hadamard

product of two vectors. In case the data points have
dimension lesser than three, the rest of x̨ components
are set to zero. Such an approach reduces the depth of
the circuit by half. Further combinations of layers into
fewer rotations are also possible, but the nonlinearity
inherent to subsequent rotations would be lost, and
the circuit would not be performing well.
Notice that data points are introduced linearly into

the rotational gate. Non-linearities will come from
the structure of these gates. We chose this encoding
function as we believe it is one of the lesser biased
ways to encode data with unknown properties. Due
to the structure of single-qubit unitary gates, we will
see that this encoding is particularly suited for data
with rotational symmetry. Still, it can also classify
other kinds of data structures. We can also apply

other encoding techniques, e.g. the ones proposed in
Ref. [10], but for the scope of this work, we have
just tested the linear encoding strategy as a proof of
concept of the performance of this quantum classifier.
It is also possible to enlarge the dimensionality of

the input space in the following way. Let us extend
the definition of i-th layer to

L(i) = U
1

◊̨(k)
i + w̨(k)

i ¶ x̨(k)
2

· · · U
1

◊̨(1)
i + w̨(1)
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where each data point is divided into k vectors of di-
mension three. In general, each unitary U could ab-
sorb as many variables as freedom in an SU(2) uni-
tary. Each set of variables act at a time, and all of
them have been shown to the circuit after k iterations.
Then, the layer structure follows. The complexity of
the circuit only increases linearly with the size of the
input space.

2.3 Measurement
The quantum circuit characterized by a series of pro-
cessing angles {◊i} and weights {wi} delivers a final
state |ÂÍ, which needs to be measured. The results
of each measurement are used to compute a ‰2 that
quantifies the error made in the classification. The
minimization of this quantity in terms of the classical
parameters of the circuit can be organized using any
preferred supervised machine learning technique.
The critical point in the quantum measurement is

to find an optimal way to associate outputs from the
observations to target classes. The fundamental guid-
ing principle to be used is given by the idea of max-
imal orthogonality of outputs [16]. This is easily es-
tablished for a dichotomic classification, where one of
two classes A and B have to be assigned to the final
measurement of the single qubit. In such a case it
is possible to measure the output probabilities P (0)

for |0Í and P (1) for |1Í. A given pattern could be
classified into the A class if P (0) > P (1) and into B
otherwise. We may refine this criterium by introduc-
ing a bias. That is, the pattern is classified as A if
P (0) > ⁄, and as B otherwise. The ⁄ is chosen to op-
timize the success of classification on a training set.
Results are then checked on an independent validation
set.
The assignment of classes to the output reading of

a single qubit becomes an involved issue when many
classes are present. For the sake of simplicity, let us
mention two examples for the case of classification to
four distinct classes. One possible strategy consists on
comparing the probability P (0) to four sectors with
three thresholds: 0 Æ ⁄1 Æ ⁄2 Æ ⁄3 Æ 1. Then, the
value of P (0) will fall into one of them, and classifi-
cation is issued. A second, more robust assignment is
obtained by computing the overlap of the final state
to one of the states of a label states-set. This states-
set is to be chosen with maximal orthogonality among
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networks, where the size of the intermediate hidden
layer of neurons is critical to represent complex func-
tions.
There is a way to compactify the quantum circuit

into a shorter one. This can be done if we incorporate
data and processing angles in a single step. Then, a
layer would only need a single rotation to introduce
data and tunable parameters, i.e. L(i) = U(„̨, x̨). In
addition, each data point can be uploaded with some
weight wi. These weights will play a similar role as
weights in artificial neural networks, as we will see in
the next section. Altogether, each layer gate can be
taken as

L(i) = U
1

◊̨i + w̨i ¶ x̨
2

, (5)

where w̨i ¶ x̨ =
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is the Hadamard

product of two vectors. In case the data points have
dimension lesser than three, the rest of x̨ components
are set to zero. Such an approach reduces the depth of
the circuit by half. Further combinations of layers into
fewer rotations are also possible, but the nonlinearity
inherent to subsequent rotations would be lost, and
the circuit would not be performing well.

Notice that data points are introduced linearly into
the rotational gate. Non-linearities will come from
the structure of these gates. We chose this encoding
function as we believe it is one of the lesser biased
ways to encode data with unknown properties. Due
to the structure of single-qubit unitary gates, we will
see that this encoding is particularly suited for data
with rotational symmetry. Still, it can also classify
other kinds of data structures. We can also apply

other encoding techniques, e.g. the ones proposed in
Ref. [10], but for the scope of this work, we have
just tested the linear encoding strategy as a proof of
concept of the performance of this quantum classifier.
It is also possible to enlarge the dimensionality of

the input space in the following way. Let us extend
the definition of i-th layer to

L(i) = U
1
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where each data point is divided into k vectors of di-
mension three. In general, each unitary U could ab-
sorb as many variables as freedom in an SU(2) uni-
tary. Each set of variables act at a time, and all of
them have been shown to the circuit after k iterations.
Then, the layer structure follows. The complexity of
the circuit only increases linearly with the size of the
input space.

2.3 Measurement
The quantum circuit characterized by a series of pro-
cessing angles {◊i} and weights {wi} delivers a final
state |ÂÍ, which needs to be measured. The results
of each measurement are used to compute a ‰2 that
quantifies the error made in the classification. The
minimization of this quantity in terms of the classical
parameters of the circuit can be organized using any
preferred supervised machine learning technique.
The critical point in the quantum measurement is

to find an optimal way to associate outputs from the
observations to target classes. The fundamental guid-
ing principle to be used is given by the idea of max-
imal orthogonality of outputs [16]. This is easily es-
tablished for a dichotomic classification, where one of
two classes A and B have to be assigned to the final
measurement of the single qubit. In such a case it
is possible to measure the output probabilities P (0)

for |0Í and P (1) for |1Í. A given pattern could be
classified into the A class if P (0) > P (1) and into B
otherwise. We may refine this criterium by introduc-
ing a bias. That is, the pattern is classified as A if
P (0) > ⁄, and as B otherwise. The ⁄ is chosen to op-
timize the success of classification on a training set.
Results are then checked on an independent validation
set.
The assignment of classes to the output reading of

a single qubit becomes an involved issue when many
classes are present. For the sake of simplicity, let us
mention two examples for the case of classification to
four distinct classes. One possible strategy consists on
comparing the probability P (0) to four sectors with
three thresholds: 0 Æ ⁄1 Æ ⁄2 Æ ⁄3 Æ 1. Then, the
value of P (0) will fall into one of them, and classifi-
cation is issued. A second, more robust assignment is
obtained by computing the overlap of the final state
to one of the states of a label states-set. This states-
set is to be chosen with maximal orthogonality among
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to measure any state with a full tomography process
which, for one qubit, is achievable. However, for many
di↵erent classes, we expect that one measurement will
be more e�cient than many.
Besides the weighted fidelity cost function being

costlier than the fidelity cost function, there is another
qualitative di↵erence between both. The fidelity cost
function forces the parameters to reach the maximum
in fidelities. Loosely speaking, this fidelity moves the
qubit state to where it should be. The weighted fi-
delity forces the parameters to be close to a specified
configuration of fidelities. It moves the qubit state to
where it should be and moves it away from where it
should not. Therefore, we expect that the weighted fi-
delity will work better than the fidelity cost function.
Moreover, this extra cost in terms of the number of
parameters of the weighted fidelity cost function will
only a↵ect the classical minimization part of the al-
gorithm. In a sense, we are increasing the classical
processing part to reduce the quantum resources re-
quired for the algorithm, i.e. the number of quantum
operations (layers). This fact gain importance in the
NISQ computation era.

3 Universality of the single-qubit clas-
sifier
After analyzing several classification problems, we ob-
tain evidence that the single-qubit classifier intro-
duced above can approximate any classification func-
tion up to arbitrary precision. In this section, we pro-
vide the motivation for this statement based on the
Universal Approximation Theorem (UAT) of artificial
neural networks [12].

3.1 Universal Approximation Theorem
Theorem– Let Im = [0, 1]

m be the m-dimensional unit
cube and C(Im) the space of continuous functions in
Im. Let the function Ï : R æ R be a nonconstant,
bounded and continuous function and f : Im æ R
a function. Then, for every ‘ > 0, there exists an
integer N and a function h : Im æ R, defined as

h(x̨) =

Nÿ

i=1
–i Ï (w̨i · x̨ + bi) , (10)

with –i, bi œ R and w̨i œ Rm, such that h is an ap-
proximate realization of f with precision ‘, i.e.,

|h(x̨) ≠ f(x̨)| < ‘ (11)

for all x̨ œ Im.
In artificial neural networks, Ï is the activation

function, w̨i are the weights for each neuron, bi are the
biases and –i are the neuron weights that construct
the output function. Thus, this theorem establishes

that it is possible to reconstruct any continuous func-
tion with a single layer neural network of N neurons.
The proof of this theorem for the sigmoidal activation
function can be found in Ref. [18]. This theorem was
generalized for any nonconstant, bounded and contin-
uous activation function in Ref. [12]. Moreover, Ref.
[12] presents the following corollary of this theorem:
Ï could be a nonconstant finite linear combination of
periodic functions, in particular, Ï could be a non-
constant trigonometric polynomial.

3.2 Universal Quantum Circuit Approximation
The single-qubit classifier is divided into several layers
which are general SU(2) rotational matrices. There
exist many possible decompositions of an SU(2) rota-
tional matrix. In particular, we use

U(„̨) = U(„1, „2, „3) = ei„2‡z ei„1‡y ei„3‡z , (12)

where ‡i are the conventional Pauli matrices. Using
the SU(2) group composition law, we can rewrite the
above parametrization in a single exponential,

U(„̨) = eiĘ̂(„̨)·‡̨, (13)

with Ę̂(„̨) =

1
Ê1(„̨), Ê2(„̨), Ê3(„̨)

2
and

Ê1(„̨) = d N sin ((„2 ≠ „3)/2) sin („1/2) , (14)

Ê2(„̨) = d N cos ((„2 ≠ „3)/2) sin („1/2) , (15)

Ê3(„̨) = d N sin ((„2 + „3)/2) cos („1/2) , (16)

where N =
!Ô

1 ≠ cos2 d
"≠1

and cos d =

cos ((„2 + „3)/2) cos („1/2).
The single-qubit classifier codifies the data points

into „̨ parameters of the U unitary gate. In particu-
lar, we can re-upload data together with the tunable
parameters as defined in Eq. (5), i.e.

„̨(x̨) = („1(x̨), „2(x̨), „3(x̨)) = ◊̨ + w̨ ¶ x̨. (17)

Thus,

U(x̨) = UN (x̨)UN≠1(x̨) · · · U1(x̨) =

NŸ

i=1
eiĘ̂(„̨i(x̨))·‡̨,

(18)

Next, we apply the Baker-Campbell-Hausdor↵ (BCH)
formula [19] to the above equation,

U(x̨) = exp

C
i

Nÿ

i=1
Ę̂(„̨i(x̨)) · ‡̨ + Ocorr

D
. (19)

Notice that the remaining BCH terms Ocorr are
also proportional to Pauli matrices due to [‡i, ‡j ] =

2i‘ijk‡k.
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operations (layers). This fact gain importance in the
NISQ computation era.

3 Universality of the single-qubit clas-
sifier
After analyzing several classification problems, we ob-
tain evidence that the single-qubit classifier intro-
duced above can approximate any classification func-
tion up to arbitrary precision. In this section, we pro-
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function can be found in Ref. [18]. This theorem was
generalized for any nonconstant, bounded and contin-
uous activation function in Ref. [12]. Moreover, Ref.
[12] presents the following corollary of this theorem:
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periodic functions, in particular, Ï could be a non-
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The single-qubit classifier is divided into several layers
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tional matrix. In particular, we use

U(„̨) = U(„1, „2, „3) = ei„2‡z ei„1‡y ei„3‡z , (12)

where ‡i are the conventional Pauli matrices. Using
the SU(2) group composition law, we can rewrite the
above parametrization in a single exponential,
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with Ę̂(„̨) =
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where N =
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The single-qubit classifier codifies the data points

into „̨ parameters of the U unitary gate. In particu-
lar, we can re-upload data together with the tunable
parameters as defined in Eq. (5), i.e.

„̨(x̨) = („1(x̨), „2(x̨), „3(x̨)) = ◊̨ + w̨ ¶ x̨. (17)

Thus,
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i=1
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or

The number of parameters = 3 N

• Consider the three dimensional data, . (can be generalized.) 
U( ⃗x)• Date can be re-uploaded using unitary transformation  rotating the qubit. 

• The single-qubit classifier has the following structure:
|ÂÍ = U(„̨, ˛x)|

0Í

(a) Original scheme

(b) Compressed scheme

L(1)

1 2

!



Multi-qubit using data re-uploading

|0Í L1(1) L1(2) L1(3) · · · L1(N)

|0Í L2(1) L2(2) L2(3) · · · L2(N)

(a) Ansatz with no entanglement

|0Í L1(1) • L1(2) • · · · • L1(N)

|0Í L2(1) • L2(2) • · · · • L2(N)

(b) Ansatz with entanglement

Figure 4: Two-qubit quantum classifier circuit without en-

tanglement (top circuit) and with entanglement (bottom

circuit). Here, each layer includes a rotation with data re-

uploading in both qubits plus a CZ gate if there is entangle-

ment. The exception is the last layer, which does not have

any CZ gate associated to it. For a fixed number of layers,

the number of parameters to be optimized doubles the one

needed for a single-qubit classifier.

for a multi-qubit classifier are taken as the computa-
tional basis states. A more sophisticated set of states
could be considered to improve the performance of
this method.
For the second strategy, we use the weighted fidelity

cost function. As stated above, we just focus on one
qubit, thus

Fc,q(◊̨, w̨, x̨) = ÈẪc|flq(◊̨, w̨, x̨)|ẪcÍ, (22)

where flq is the reduced density matrix of the qubit to
be measured. Then, the weighted fidelity cost func-
tion can be adapted as

‰2
wf (–̨, ◊̨, w̨) =

1

2

Mÿ

µ=1

Cÿ

c=1

A
Qÿ

q=1

1
–c,qFc,q(◊̨, w̨, x̨µ) ≠ Yc(x̨µ)

22
B

,

(23)

where we average over all Q qubits that form the clas-
sifier. Eventually, we can just measure one of these
qubits, reducing the number of parameters to be op-
timized.

4.2 Quantum circuits examples
The definition of a multi-qubit quantum classifier cir-
cuit could be as free as is the definition of a multi-
layer neural network. In artificial neural networks,
it is far from obvious what should be the number of
hidden layers and neurons per layer to perform some
task. Besides, it is, in general, problem-dependent.
For a multi-qubit quantum classifier, there is extra
degree of freedom in the circuit-design: how to in-
troduce the entanglement. This is precisely an open
problem in parametrized quantum circuits: to find a

|0Í L1(1) L1(2) L1(3) · · · L1(N)

|0Í L2(1) L2(2) L2(3) · · · L2(N)

|0Í L3(1) L3(2) L3(3) · · · L3(N)

|0Í L4(1) L4(2) L4(3) · · · L4(N)

(a) Ansatz with no entanglement

|0Í L1(1) • L1(2) • · · · • L1(N)

|0Í L2(1) • L2(2) • · · · • L2(N)

|0Í L3(1) • L3(2) • · · · • L3(N)

|0Í L4(1) • L4(2) • · · · • L4(N)

(b) Ansatz with entanglement

Figure 5: Four-qubit quantum classifier circuits. Without

entanglement (top circuit), each layer is composed by four

parallel rotations. With entanglement (bottom circuit) each

layer includes a parallel rotation and two parallel CZ gates.

The order of CZ gates alternates in each layer between (1)-

(2) and (3)-(4) qubits and (2)-(3) and (1)-(4) qubits. The

exception is in the last layer, which does not contain any CZ

gate. For a fixed number of layers, the number of parameters

to be optimized quadruples the ones needed for a single-qubit

classifier.

correct ansatz for the entangling structure of the cir-
cuit.
Figures 4 and 5 show the explicit circuits used in

this work. For a two-qubit classifier without entangle-
ment, and similarly for a four-qubit classifier, we iden-
tify each layer as parallel rotations on all qubits. We
introduce the entanglement using CZ gates between
rotations that are absorbed in the definition of layer.
For two-qubit classifier with entanglement, we apply a
CZ gate after each rotation with exception of the last
layer. For a four-qubit classifier, two CZ gates are ap-
plied after each rotation alternatively between (1)-(2)
and (3)-(4) qubits and (2)-(3) and (1)-(4) qubits.
The number of parameters needed to perform the

optimization doubles the ones needed for a single-
qubit classifier for the two-qubit classifier and quadru-
ples for the four-qubit classifier. For N layers, the cir-
cuit depth is N for the non-entangling classifiers and
2N for the entangling classifiers.

5 Minimization methods
The practical training of a parametrized single-qubit
or multi-qubit quantum classifier needs minimization
in the parameter space describing the circuit. This
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cost function. As stated above, we just focus on one
qubit, thus

Fc,q(◊̨, w̨, x̨) = ÈẪc|flq(◊̨, w̨, x̨)|ẪcÍ, (22)
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where we average over all Q qubits that form the clas-
sifier. Eventually, we can just measure one of these
qubits, reducing the number of parameters to be op-
timized.

4.2 Quantum circuits examples
The definition of a multi-qubit quantum classifier cir-
cuit could be as free as is the definition of a multi-
layer neural network. In artificial neural networks,
it is far from obvious what should be the number of
hidden layers and neurons per layer to perform some
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correct ansatz for the entangling structure of the cir-
cuit.
Figures 4 and 5 show the explicit circuits used in

this work. For a two-qubit classifier without entangle-
ment, and similarly for a four-qubit classifier, we iden-
tify each layer as parallel rotations on all qubits. We
introduce the entanglement using CZ gates between
rotations that are absorbed in the definition of layer.
For two-qubit classifier with entanglement, we apply a
CZ gate after each rotation with exception of the last
layer. For a four-qubit classifier, two CZ gates are ap-
plied after each rotation alternatively between (1)-(2)
and (3)-(4) qubits and (2)-(3) and (1)-(4) qubits.
The number of parameters needed to perform the

optimization doubles the ones needed for a single-
qubit classifier for the two-qubit classifier and quadru-
ples for the four-qubit classifier. For N layers, the cir-
cuit depth is N for the non-entangling classifiers and
2N for the entangling classifiers.

5 Minimization methods
The practical training of a parametrized single-qubit
or multi-qubit quantum classifier needs minimization
in the parameter space describing the circuit. This
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Single qubit classifier: measurements

1907.02085

• The quantum circuit characterized by a series of processing angle  and 
weights  delivers a final state . 

• The critical point in the quantum measurement is to find an optimal way to 
associate outputs from the observations to target classes. 

• This is easily established for a dichotomic classification, where one of two 
classes A and B have to be assigned to the final measurement of the single 
qubit. 

• In such a case it is possible to measure the output probabilities  for  
and  for . A given pattern could be classified into the A class if 

 and into B otherwise.  
• We may refine this criterium by introducing a bias. That is, the pattern is 

classified as A if , and as B otherwise. The  is chosen to optimize the 
success of classification on a training set. 

• The assignment of classes to the output reading of a single qubit becomes an 
involved issue when many classes are present.  

• For example, one possible strategy consists on comparing the probability 
 to four sectors with three thresholds: . Then, the 

value of  will fall into one of them, and classification is issued.

{θi}
{wi} |ψ⟩

P(0) |0⟩
P(1) |1⟩

P(0) > P(1)

P(0) > λ λ

P(0) 0 ≤ λ1 ≤ λ2 ≤ λ3 ≤ 1
P(0)

quantum circuit where all data are loaded in the co-
e�cients of the initial wave function [8, 9, 13–15]. In
the simplest of cases, data are uploaded as rotations of
qubits in the computational basis. A quantum circuit
would then follow that should perform some classifi-
cation.

This strategy would be insu�cient to create a uni-
versal quantum classifier with a single qubit. A first
limitation is that a single qubit only has two degrees
of freedom, thus only allowing to represent data in
a two-dimensional space. No quantum classifier in
higher dimensions can be created if this architecture
is to be used. A second limitation is that, once data
is uploaded, the only quantum circuit available is a
rotation in the Bloch sphere. It is easy to prove that
a single rotation cannot capture any non-trivial sepa-
ration of patterns in the original data.

We need to turn to a di↵erent strategy, which turns
out to be inspired by neural networks. In the case of
feed-forward neural networks, data are entered in a
network in such a way that they are processed by sub-
sequent layers of neurons. The key idea is to observe
that the original data are processed several times, one
for each neuron in the first hidden layer. Strictly
speaking, data are re-uploaded onto the neural net-
work. If neural networks were a↵ected by some sort
of no-cloning theorem, they could not work as they
do. Coming back to the quantum circuit, we need to
design a new architecture where data can be intro-
duced several times into the circuit.

The central idea to build a universal quantum clas-
sifier with a single qubit is thus to re-upload classical
data along with the computation. Following the com-
parison with an artificial neural network with a single
hidden layer, we can represent this re-upload diagram-
matically, as it is shown in Figure 1. Data points in a
neural network are introduced in each processing unit,
represented with squares, which are the neurons of the
hidden layer. After the neurons process these data, a
final neuron is necessary to construct the output to be
analyzed. Similarly, in the single-qubit quantum clas-
sifier, data points are introduced in each processing
unit, which this time corresponds to a unitary rota-
tion. However, each processing unit is a↵ected by the
previous ones and re-introduces the input data. The
final output is a quantum state to be analyzed as it
will be explained in the next subsections.

The explicit form of this single-qubit classifier is
shown in Figure 2. Classical data are re-introduced
several times in a sequence interspaced with process-
ing units. We shall consider the introduction of data
as a rotation of the qubit. This means that data from
three-dimensional space, x̨, can be re-uploaded using
unitaries that rotate the qubit U(x̨). Later processing
units will also be rotations as discussed later on. The
whole structure needs to be trained in the classifica-
tion of patterns.

As we shall see, the performance of the single-qubit

(a) Neural network (b) Quantum classifier

Figure 1: Simplified working schemes of a neural network

and a single-qubit quantum classifier with data re-uploading.

In the neural network, every neuron receives input from all

neurons of the previous layer. In contrast with that, the

single-qubit classifier receives information from the previous

processing unit and the input (introduced classically). It pro-

cesses everything all together and the final output of the

computation is a quantum state encoding several repetitions

of input uploads and processing parameters.

quantum classifier will depend on the number of re-
uploads of classical data. This fact will be explored
in the results section.

2.2 Processing along re-uploading
The single-qubit classifier belongs to the category of
parametrized quantum circuits. The performance of
the circuit is quantified by a figure of merit, some
specific ‰2 to be minimized and defined later. We
need, though, to specify the processing gates present
in the circuit in terms of a classical set of parameters.

Given the simple structure of a single-qubit circuit
presented in Figure 2, the data is introduced in a sim-
ple rotation of the qubit, which is easy to character-
ize. We just need to use arbitrary single-qubit rota-
tions U(„1, „2, „3) œ SU(2). We will write U(„̨) with

„̨ = („1, „2, „3). Then, the structure of the universal
quantum classifier made with a single qubit is

U(„̨, x̨) © U(„̨N )U(x̨) . . . U(„̨1)U(x̨), (1)

which acts as
|ÂÍ = U(„̨, x̨)|0Í. (2)

The final classification of patterns will come from
the results of measurements on |ÂÍ. We may introduce
the concept of processing layer as the combination

L(i) © U(„̨i)U(x̨), (3)

so that the classifier corresponds to

U(„̨, x̨) = L(N) . . . L(1), (4)

where the depth of the circuit is 2N . The more layers
the more representation capabilities the circuit will
have, and the more powerful the classifier will be-
come. Again, this follows from the analogy to neural

Accepted in Quantum 2020-01-27, click title to verify. Published under CC-BY 4.0. 3

• The quantum circuit characterized by a series of processing angle  and 
{wi} | ψ⟩ |ÂÍ = U(„̨, ˛x)|

0Íweights  delivers a final state . 
• The critical point in the quantum measurement is to find an optimal way to 

associate outputs from the observations to target classes. 
• This is easily established for a dichotomic classification, where one of two 

classes A and B have to be assigned to the final measurement of the single 
qubit. 

• In such a case it is possible to measure the output probabilities  for  
P(1) | 1⟩and  for . A given pattern could be classified into the A class if 

P(0) > P(1) and into B otherwise.  
• We may refine this criterium by introducing a bias. That is, the pattern is 

P(0) > λ λclassified as A if , and as B otherwise. The  is chosen to optimize the 
success of classification on a training set. 

• The assignment of classes to the output reading of a single qubit becomes an 
involved issue when many classes are present.  

• For example, one possible strategy consists on comparing the probability 
P(0) 0 ≤ λ1 ≤ λ2 ≤ λ3 ≤1 to four sectors with three thresholds: . Then, the 

P(0)value of  will fall into one of them, and classification is issued.



Single qubit classifier: cost function

1907.02085

• A fidelity cost function: (fidelity is a measure of similarity of two things.) 
• We want to force the quantum state (data state)  to be as near 

as possible to one particular state (label state) on the Bloch sphere.  
• The angular distance between the label state and the data state can be 

measured with the relative fidelity between the two states.  
• Goal is to maximize the average fidelity.  

•  where  is the correct label state 

of the data points. (M = total number of training data) 

|ψ ( ⃗θ, ⃗w , ⃗x )⟩

χ2
f ( ⃗θ, ⃗w ) =

M

∑
μ=1

(1 − ⟨ψ̃s |ψ ( ⃗θ, ⃗w , ⃗xμ)
2 ) | ψ̃s⟩

Figure 2: Model architecture (Up to recommendation).

Figure 3: Multiqubit circuit results. Left Bloch sphere represents training data before train-
ing, middle: represents the training data after training for 50 epochs , right one represents
the test data. Size of the training data is 10 000 while for test data is 15 000. [Do we need
to add the model output score for the CNN here or not ? Do we need to present the last
qubit? The main puprpose is how to train the embedded data. Shall we keep the first two
qubits with fidelity in one row? ]

10

Before training After training With testing data

Easy choice:  and |0⟩ |1⟩

• A fidelity cost function: (fidelity is a measure of similarity of two things.) 
• We want to force the quantum state (data state)  to be as near 

as possible to one particular state (label state) on the Bloch sphere.  
• The angular distance between the label state and the data state can be 

measured with the relative fidelity between the two states.  
• Goal is to maximize the average fidelity.  



Example: binary classification

1907.02085

‰2
f ‰2

wf

Qubits 1 2 1 2 4

Layers No Ent. Ent. No Ent. Ent. No Ent. Ent.

1 0.50 0.75 – 0.50 0.76 – 0.76 –

2 0.85 0.80 0.73 0.94 0.96 0.96 0.96 0.96

3 0.85 0.81 0.93 0.94 0.97 0.95 0.97 0.96

4 0.90 0.87 0.87 0.94 0.97 0.96 0.97 0.96

5 0.89 0.90 0.93 0.96 0.96 0.96 0.96 0.96

6 0.92 0.92 0.90 0.95 0.96 0.96 0.96 0.96

8 0.93 0.93 0.96 0.97 0.95 0.97 0.95 0.96

10 0.95 0.94 0.96 0.96 0.96 0.96 0.96 0.97

Table 1: Results of the single- and multi-qubit classifiers with data re-uploading for the circle problem. Numbers indicate the

success rate, i.e. number of data points classified correctly over total number of points. Words “Ent.” and “No Ent.” refer

to considering entanglement between qubits or not, respectively. We have used the L-BFGS-B minimization method with the

weighted fidelity and fidelity cost functions. For this problem, both cost functions lead to high success rates. The multi-qubit

classifier increases this success rate but the introduction of entanglement does not a�ect it significantly.

is 50%. We create a train dataset with 200 random
entries. We then validate the single-qubit classifier
against a test dataset with 4000 random points.

The results of this classification are written in Ta-
ble 1. With the weighted fidelity cost function, the
single-qubit classifier achieves more than 90% of suc-
cess with only two layers, that is, 12 parameters. The
results are worse with the fidelity cost function. For
a two-qubit and a four-qubit classifier, two layers are
required to achieve 96% of success rate, that is, 22 pa-
rameters for the two-qubit and 42 for the four-qubit.
The introduction of entanglement does not change the
result in any case. The results show a saturation of
the success rate. Considering more layers or more
qubits does not change this success rate.

The characterization of a closed curved is a hard
problem for an artificial neural network that works
in a linear regime, although enough neurons, i.e. lin-
ear terms, can achieve a good approximation to any
function. On the contrary, the layers of a single-qubit
classifier are rotational gates, which have an intrinsic
non-linear behavior. In a sense, a circle becomes an
easy function to classify as a linear function is for an
artificial neural network. The circle classification is,
in a sense, trivial for a quantum classifier. We need
to run these classifiers with more complex figures or
problems to test their performance.

It is interesting to compare classifiers with di↵erent
number of layers. Figure 6 shows the result of the
classification for a single-qubit classifier of 1, 2, 4 and
8 layers. As with only one layer the best classification
that can be achieved consist on dividing the plane in
half, with two layers the classifier catches the circular
shape. As we consider more layers, the single-qubit
classifier readjust the circle to match the correct ra-
dius.

(a) 1 layer (b) 2 layers

(c) 4 layers (d) 8 layers

Figure 6: Results of the circle classification obtained with a

single-qubit classifier with di�erent number of layers using the

L-BFGS-B minimizer and the weighted fidelity cost function.

With one layer, the best that the classifier can do is to divide

the plane in half. With two layers, it catches the circular

shape which is readjusted as we consider more layers.

6.2 Classification of multiple patterns
We want to show now that the single-qubit classifier
can solve multi-class problems. We divide a 2D plane
into several regions and assign a label to each one.
We propose the following division: three regions cor-
responding to three circular sectors and the interme-
diate space between them. We call this problem the
3-circles problem. This is a hardly non-linear prob-
lem and, consequently, di�cult to solve for a classical
neural network in terms of computational power.

Accepted in Quantum 2020-01-27, click title to verify. Published under CC-BY 4.0. 10

‰2
f ‰2

wf

Qubits 1 2 1 2 4

Layers No Ent. Ent. No Ent. Ent. No Ent. Ent.

1 0.50 0.75 – 0.50 0.76 – 0.76 –

2 0.85 0.80 0.73 0.94 0.96 0.96 0.96 0.96

3 0.85 0.81 0.93 0.94 0.97 0.95 0.97 0.96

4 0.90 0.87 0.87 0.94 0.97 0.96 0.97 0.96

5 0.89 0.90 0.93 0.96 0.96 0.96 0.96 0.96

6 0.92 0.92 0.90 0.95 0.96 0.96 0.96 0.96

8 0.93 0.93 0.96 0.97 0.95 0.97 0.95 0.96

10 0.95 0.94 0.96 0.96 0.96 0.96 0.96 0.97

Table 1: Results of the single- and multi-qubit classifiers with data re-uploading for the circle problem. Numbers indicate the

success rate, i.e. number of data points classified correctly over total number of points. Words “Ent.” and “No Ent.” refer

to considering entanglement between qubits or not, respectively. We have used the L-BFGS-B minimization method with the

weighted fidelity and fidelity cost functions. For this problem, both cost functions lead to high success rates. The multi-qubit

classifier increases this success rate but the introduction of entanglement does not a�ect it significantly.

is 50%. We create a train dataset with 200 random
entries. We then validate the single-qubit classifier
against a test dataset with 4000 random points.

The results of this classification are written in Ta-
ble 1. With the weighted fidelity cost function, the
single-qubit classifier achieves more than 90% of suc-
cess with only two layers, that is, 12 parameters. The
results are worse with the fidelity cost function. For
a two-qubit and a four-qubit classifier, two layers are
required to achieve 96% of success rate, that is, 22 pa-
rameters for the two-qubit and 42 for the four-qubit.
The introduction of entanglement does not change the
result in any case. The results show a saturation of
the success rate. Considering more layers or more
qubits does not change this success rate.

The characterization of a closed curved is a hard
problem for an artificial neural network that works
in a linear regime, although enough neurons, i.e. lin-
ear terms, can achieve a good approximation to any
function. On the contrary, the layers of a single-qubit
classifier are rotational gates, which have an intrinsic
non-linear behavior. In a sense, a circle becomes an
easy function to classify as a linear function is for an
artificial neural network. The circle classification is,
in a sense, trivial for a quantum classifier. We need
to run these classifiers with more complex figures or
problems to test their performance.

It is interesting to compare classifiers with di↵erent
number of layers. Figure 6 shows the result of the
classification for a single-qubit classifier of 1, 2, 4 and
8 layers. As with only one layer the best classification
that can be achieved consist on dividing the plane in
half, with two layers the classifier catches the circular
shape. As we consider more layers, the single-qubit
classifier readjust the circle to match the correct ra-
dius.

(a) 1 layer (b) 2 layers

(c) 4 layers (d) 8 layers

Figure 6: Results of the circle classification obtained with a

single-qubit classifier with di�erent number of layers using the

L-BFGS-B minimizer and the weighted fidelity cost function.

With one layer, the best that the classifier can do is to divide

the plane in half. With two layers, it catches the circular

shape which is readjusted as we consider more layers.

6.2 Classification of multiple patterns
We want to show now that the single-qubit classifier
can solve multi-class problems. We divide a 2D plane
into several regions and assign a label to each one.
We propose the following division: three regions cor-
responding to three circular sectors and the interme-
diate space between them. We call this problem the
3-circles problem. This is a hardly non-linear prob-
lem and, consequently, di�cult to solve for a classical
neural network in terms of computational power.
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The number of parameters = 3 N

(a) (b)

(c) (d)

Ent.
0.75
0.80

–
0.73

0.81 0.93
0.87 0.87
0.90
0.92

0.93
0.90

0.93 0.96
0.94 0.96



Example: 4 classes

1907.02085

‰2
f ‰2

wf

Qubits 1 2 1 2 4

Layers No Ent. Ent. No Ent. Ent. No Ent. Ent.

1 0.73 0.56 – 0.75 0.81 – 0.88 –

2 0.79 0.77 0.78 0.76 0.90 0.83 0.90 0.89

3 0.79 0.76 0.75 0.78 0.88 0.89 0.90 0.89

4 0.84 0.80 0.80 0.86 0.84 0.91 0.90 0.90

5 0.87 0.84 0.81 0.88 0.87 0.89 0.88 0.92

6 0.90 0.88 0.86 0.85 0.88 0.89 0.89 0.90

8 0.89 0.85 0.89 0.89 0.91 0.90 0.88 0.91

10 0.91 0.86 0.90 0.92 0.90 0.91 0.87 0.91

Table 2: Results of the single- and multi-qubit classifiers with data re-uploading for the 3-circles problem. Numbers indicate

the success rate, i.e. number of data points classified correctly over total number of points. Words “Ent.” and “No Ent.”

refer to considering entanglement between qubits or not, respectively. We have used the L-BFGS-B minimization method with

the weighted fidelity and fidelity cost functions. Weighted fidelity cost function presents better results than the fidelity cost

function. The multi-qubit classifier reaches 0.90 success rate with a lower number of layers than the single-qubit classifier.

The introduction of entanglement slightly increases the success rate respect the non-entangled circuit.

Table 2 shows the results for this four-class prob-
lem. For a single-qubit classifier, a maximum of 92%
of success is achieved with 10 layers, i.e. 54 parame-
ters. From these results, it seems that this problem
also saturates around 91% of success. However, the
introduction of more qubits and entanglement makes
possible this result possible with less parameters. For
two qubits with entanglement, 4 layers are necessary
to achieve the same success as with a single-qubit, i.e.
34 parameters. For four qubits without entanglement
4 layers are also required. Notice also that, although
the number of parameters increases significantly with
the number of qubits, some of the e↵ective operations
are performed in parallel.
There is an e↵ect that arises from this more com-

plex classification problem: local minima. Notice that
the success rate can decrease when we add more layers
into our quantum classifier.
As with the previous problem, it is interesting to

compare the performance in terms of sucess rate of
classifiers with di↵erent number of layers. Figure 7
shows the results for a two-qubit classifier with no en-
tanglement for 1, 3, 4 and 10 layers. Even with only
one layer, the classifier identifies the four regions, be-
ing the more complicated to describe the central one.
As we consider more layers, the classifier performs
better and adjust these four regions.

6.3 Classification in multiple dimensions
As explained in Section 2, there is no restriction in
uploading multidimensional data. We can upload up
to three values per rotation since this is the degrees of
freedom of a SU(2) matrix. If the dimension of data is
larger than that, we can just split the data vector into
subsets and upload each one at a time, as described
explicitly in Eq. (6). Therefore, there is no reason to
limit the dimension of data to the number of degrees
of freedom of a qubit. We can in principle upload any

(a) 1 layer (b) 3 layers

(c) 4 layers (d) 10 layers

Figure 7: Results for the 3-circles problem using a single-

qubit classifier trained with the L-BFGS-B minimizer and the

weighted fidelity cost function. With one layer, the classifier

intuits the four regions although the central one is di�cult

to tackle. With more layers, this region is clearer for the

classifier and it tries to adjust the circular regions.

kind of data if we apply enough gates.

Following this idea we will now move to a more
complicated classification using data with 4 coordi-
nates. We use as a problem the four-dimensional
sphere, i.e. classifying data points according to
x2

1 + x2
2 + x2

3 + x2
4 < 2/fi. Similarly with the previous

problems, xi œ [≠1, 1] and the radius has been chosen
such that the volume of the hypersphere is half of the
total volume. This time, we will take 1000 random
points as the training set because the total volume
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‰2
f ‰2

wf

Qubits 1 2 1 2 4

Layers No Ent. Ent. No Ent. Ent. No Ent. Ent.

1 0.73 0.56 – 0.75 0.81 – 0.88 –

2 0.79 0.77 0.78 0.76 0.90 0.83 0.90 0.89

3 0.79 0.76 0.75 0.78 0.88 0.89 0.90 0.89

4 0.84 0.80 0.80 0.86 0.84 0.91 0.90 0.90

5 0.87 0.84 0.81 0.88 0.87 0.89 0.88 0.92

6 0.90 0.88 0.86 0.85 0.88 0.89 0.89 0.90

8 0.89 0.85 0.89 0.89 0.91 0.90 0.88 0.91

10 0.91 0.86 0.90 0.92 0.90 0.91 0.87 0.91

Table 2: Results of the single- and multi-qubit classifiers with data re-uploading for the 3-circles problem. Numbers indicate

the success rate, i.e. number of data points classified correctly over total number of points. Words “Ent.” and “No Ent.”

refer to considering entanglement between qubits or not, respectively. We have used the L-BFGS-B minimization method with

the weighted fidelity and fidelity cost functions. Weighted fidelity cost function presents better results than the fidelity cost

function. The multi-qubit classifier reaches 0.90 success rate with a lower number of layers than the single-qubit classifier.

The introduction of entanglement slightly increases the success rate respect the non-entangled circuit.

Table 2 shows the results for this four-class prob-
lem. For a single-qubit classifier, a maximum of 92%
of success is achieved with 10 layers, i.e. 54 parame-
ters. From these results, it seems that this problem
also saturates around 91% of success. However, the
introduction of more qubits and entanglement makes
possible this result possible with less parameters. For
two qubits with entanglement, 4 layers are necessary
to achieve the same success as with a single-qubit, i.e.
34 parameters. For four qubits without entanglement
4 layers are also required. Notice also that, although
the number of parameters increases significantly with
the number of qubits, some of the e↵ective operations
are performed in parallel.

There is an e↵ect that arises from this more com-
plex classification problem: local minima. Notice that
the success rate can decrease when we add more layers
into our quantum classifier.

As with the previous problem, it is interesting to
compare the performance in terms of sucess rate of
classifiers with di↵erent number of layers. Figure 7
shows the results for a two-qubit classifier with no en-
tanglement for 1, 3, 4 and 10 layers. Even with only
one layer, the classifier identifies the four regions, be-
ing the more complicated to describe the central one.
As we consider more layers, the classifier performs
better and adjust these four regions.

6.3 Classification in multiple dimensions
As explained in Section 2, there is no restriction in
uploading multidimensional data. We can upload up
to three values per rotation since this is the degrees of
freedom of a SU(2) matrix. If the dimension of data is
larger than that, we can just split the data vector into
subsets and upload each one at a time, as described
explicitly in Eq. (6). Therefore, there is no reason to
limit the dimension of data to the number of degrees
of freedom of a qubit. We can in principle upload any

(a) 1 layer (b) 3 layers

(c) 4 layers (d) 10 layers

Figure 7: Results for the 3-circles problem using a single-

qubit classifier trained with the L-BFGS-B minimizer and the

weighted fidelity cost function. With one layer, the classifier

intuits the four regions although the central one is di�cult

to tackle. With more layers, this region is clearer for the

classifier and it tries to adjust the circular regions.

kind of data if we apply enough gates.

Following this idea we will now move to a more
complicated classification using data with 4 coordi-
nates. We use as a problem the four-dimensional
sphere, i.e. classifying data points according to
x2

1 + x2
2 + x2

3 + x2
4 < 2/fi. Similarly with the previous

problems, xi œ [≠1, 1] and the radius has been chosen
such that the volume of the hypersphere is half of the
total volume. This time, we will take 1000 random
points as the training set because the total volume
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Example: 3 classes

1907.02085

‰2
f ‰2

wf

Qubits 1 2 1 2 4

Layers No Ent. Ent. No Ent. Ent. No Ent. Ent.

1 0.87 0.87 – 0.87 0.87 – 0.90 –

2 0.87 0.87 0.87 0.87 0.92 0.91 0.90 0.98

3 0.87 0.87 0.87 0.89 0.89 0.97 – –

4 0.89 0.87 0.87 0.90 0.93 0.97 – –

5 0.89 0.87 0.87 0.90 0.93 0.98 – –

6 0.90 0.87 0.87 0.95 0.93 0.97 – –

8 0.91 0.87 0.87 0.97 0.94 0.97 – –

10 0.90 0.87 0.87 0.96 0.96 0.97 – –

Table 3: Results of the single- and multi-qubit classifiers with data re-uploading for the four-dimensional hypersphere problem.

Numbers indicate the success rate, i.e. the number of data points classified correctly over the total number of points. Words

“Ent.” and “No Ent.” refer to considering entanglement between qubits or not, respectively. We have used the L-BFGS-B

minimization method with the weighted fidelity and fidelity cost functions. The fidelity cost function gets stuck in some local

minima for the multi-qubit classifiers. The results obtained with the weighted fidelity cost function are much better, reaching

the 0.98 with only two layers for the four-qubit classifier. Here, the introduction of entanglement improves significantly the

performance of the multi-qubit classifier.

‰2
f ‰2

wf

Qubits 1 2 1 2 4

Layers No Ent. Ent. No Ent. Ent. No Ent. Ent.

1 0.34 0.51 – 0.43 0.77 – 0.81 –

2 0.57 0.63 0.59 0.76 0.79 0.82 0.87 0.96

3 0.80 0.68 0.65 0.68 0.94 0.95 0.92 0.94

4 0.84 0.78 0.89 0.79 0.93 0.96 0.93 0.96

5 0.92 0.86 0.82 0.88 0.96 0.96 0.96 0.95

6 0.93 0.91 0.93 0.91 0.93 0.96 0.97 0.96

8 0.90 0.89 0.90 0.92 0.94 0.95 0.95 0.94

10 0.90 0.91 0.92 0.93 0.95 0.96 0.95 0.95

Table 4: Results of the single- and multi-qubit classifiers with data re-uploading for the three-class annulus problem. Numbers

indicate the success rate, i.e. the number of data points classified correctly over the total number of points. Words “Ent.” and

“No Ent.” refer to considering entanglement between qubits or not, respectively. We have used the L-BFGS-B minimization

method with the weighted fidelity and fidelity cost functions. The weighted fidelity cost function presents better success rates

than the fidelity cost function. The multi-qubit classifiers improve the results obtained with the single-qubit classifier but the

using of entanglement does not introduce significant changes.

increases.
Results are shown in Table 3. A single-qubit

achieves 97% of success with eight layers (82 parame-
ters) using the weighted fidelity cost function. Results
are better if we consider more qubits. For two qubits,
the best result is 98% and it only requires three en-
tangled layers (62 parameters). For four qubits, it
achieves 98% success rate with two layers with entan-
glement, i.e. 82 parameters.

6.4 Classification of non-convex figures
As a final benchmark, we propose the classification of
a non-convex pattern. In particular, we classify the
points of an annulus with radii r1 =


0.8 ≠ 2/fi and

r2 =
Ô

0.8. We fix three classes: points inside the
small circle, points in the annulus and points outside
the big circle. So, besides it being a non-convex clas-
sification task, it is also a multi-class problem. A sim-
pler example, with binary classification, can be found

in Appendix B.
The results are shown in Table 4. It achieves 93% of

success with a single-qubit classifier with 10 layers and
a weighted fidelity cost function. With two qubits, it
achieves better results, 94% with three layers. With
four qubits, it reaches a 96% success rate with only
two layers with entanglement.

It is interesting to observe how the single-qubit clas-
sifier attempts to achieve the maximum possible re-
sults as we consider more and more layers. Figure 8
shows this evolution in terms of the number of layers
for a single-qubit classifier trained with the weighted
fidelity cost function. It requires four layers to learn
that there are three concentric patterns and the ad-
dition of more layers adjusts these three regions.

6.5 Comparison with classical classifiers
It is important to check if our proposal is in some
sense able to compete with actual technology of su-
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(a) 1 layer (b) 2 layers (c) 3 layers (d) 4 layers

(e) 5 layers (f) 6 layers (g) 8 layers (h) 10 layers

Figure 8: Results obtained with the single-qubit classifier for the annulus problem, using the weighted fidelity cost function

during the training. The better results are obtained with a 10 layers classifier (93% of success rate). As we consider more

qubits and entanglement, we can increase the success rate up to 96%, as shows Table 4.

pervised machine learning. To do so we have used the
standard machine learning library scikit-learn [22]
and solved the same problems as we have solved with
the quantum classifier. We have included the four
problems presented in the main paper plus five extra
problems analyzed in Appendix B. The aim of this
classical benchmarking is not to make an extended
review of what classical machine learning is capable
to perform. The aim is to compare our simple quan-
tum classifier to simple models such as shallow neural
networks and simple support vector machines.

The technical details of the classical classification
are the following: the neural network has got one hid-
den layer with 100 neurons, a ReLu activation func-
tion and the solver lbfgs by scikit-learn. The sup-
port vector machine is the default sklearn.svm.SVC.
Some changes in the initialization parameters were
tested with no significant di↵erences.

Table 5 compares the best performance of a neural
network, support vector classifier (SVC), the single-
qubit classifier with fidelity cost function and single-
qubit classifier with a weighted fidelity cost function.
In all problems, the performance of the single-qubit
classifier is, at least, comparable with the classical
methods. In some problems, like the 3-circles problem
and the binary annulus problem, the results of the
single-qubit classifier are better than with the classical
methods.

7 Conclusions
We have proposed a single-qubit classifier that can
represent multidimensional complex figures. The core
of this quantum classifier is the data re-uploading.
This formalism allows circumventing the limitations
of the no-cloning theorem to achieve a correct gener-
alization of an artificial neural network with a single
layer. In that sense, we have applied the Universal
Approximation Theorem to prove the universality of
a single-qubit classifier.
The structure of this classifier is the following.

Data and processing parameters are uploaded mul-
tiple times along the circuit by using one-qubit rota-
tions. The processing parameters of these rotations
are di↵erent at each upload and should be optimized
using a classical minimization algorithm. To do so, we
have defined two cost functions: one inspired in the
traditional neural networks cost functions (weighted
fidelity cost function) and the other, simpler, consist-
ing of the computation of the fidelity of the final state
with respect to a target state. These target states
are defined to be maximally orthogonal among them-
selves. Then, the single-qubit classifier finds the opti-
mal rotations to separate the data points into di↵erent
regions of the Bloch sphere, each one corresponding
with a particular class.
The single-qubit classifier can be generalized to a

larger number of qubits. This allows the introduction
of entanglement between these qubits by adding two-
qubit gates between each layer of rotations. We use
a particular entangling ansantz as a proof of concept.
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0.89 0.90
0.91 0.92



Single qubit classifier: example

1907.02085

Problem
Classical classifiers Quantum classifier

NN SVC ‰2
f ‰2

wf

Circle 0.96 0.97 0.96 0.97

3 circles 0.88 0.66 0.91 0.91

Hypersphere 0.98 0.95 0.91 0.98

Annulus 0.96 0.77 0.93 0.97

Non-Convex 0.99 0.77 0.96 0.98

Binary annulus 0.94 0.79 0.95 0.97

Sphere 0.97 0.95 0.93 0.96

Squares 0.98 0.96 0.99 0.95

Wavy Lines 0.95 0.82 0.93 0.94

Table 5: Comparison between single-qubit quantum classifier and two well-known classical classification techniques: a neural

network (NN) with a single hidden layer composed of 100 neurons and a support vector classifier (SVC), both with the default

parameters as defined in scikit-learn python package. We analyze nine problems: the first four are presented in Section 6

and the remaining five in Appendix B. Results of the single-qubit quantum classifier are obtained with the fidelity and weighted

fidelity cost functions, ‰2
f and ‰2

wf defined in Eq. (7) and Eq. (9) respectively. This table shows the best success rate, being

1 the perfect classification, obtained after running ten times the NN and SVC algorithms and the best results obtained with

single-qubit classifiers up to 10 layers.

The exploration of other possible ansatzes is out of
the scope of this work.
We have benchmarked several quantum classifiers

of this kind, made of a di↵erent number of layers,
qubits and with and without entanglement. The pat-
terns chosen to test these classifiers are the points
inside and outside of a circle (simple example) and
similarly for a four-dimensional hypersphere (multi-
dimensional example); a two dimensional region com-
posed by three circles of di↵erent size (multiple classes
example); and the points outside and inside of an an-
nulus (non-convex example). In all cases, the single-
qubit classifier achieves more than 90% of the success
rate. The introduction of more qubits and entangle-
ment increases this success and reduces the number
of layers required. The weighted fidelity cost function
turns out to be more convenient to achieve better re-
sults than the fidelity cost function. In all problems,
the probability to get stuck in a local minima increases
with the number of layers, an expected result from an
optimization problem involving several parameters.
In summary, we have proposed a quantum classifier

model that seems to be universal by exploiting the
non-linearities of the single-qubit rotational gates and
by re-uploading data several times.
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classification techniques: a neural network (NN) with a single hidden layer composed 
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Figure 3.2: Circuit diagram for our variational quantum classifier
model made of two qubits in each of the two layers.

postprocessing step gives a great deal of flexibility to the user to tackle the problem

how they see fit. Generally, it will include the addition of any bias terms, the

drawing of a classification decision boundary, the calculation of a loss function and

the optimisation procedure.

The bias term b will also be a trainable parameter. Its introduction increases model

flexibility. We can write the output of our model, before drawing a decision boundary,

by combining the expectation value of the model circuit fi(w, x) and the bias term b

f(w, b, x) = fi(w, x) + b . (3.2.9)

A decision boundary is drawn to seperate the value of f(w, b, x) into the two classes.

The binary classification result, cls(w, b, x), is calculated as

cls(w, b, x) =

Y
___]

___[

1 if f(w, b, x) > 0 ,

≠1 else .

(3.2.10)

Following this, the loss function is calculated and the optimisation procedure is

carried out. This will be discussed in Section 3.3.

2-layer Variational Quantum Circuit
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unitary gate

Ry(◊) =

Q

cca
cos(◊/2) ≠sin(◊/2)

sin(◊/2) cos(◊/2)

R

ddb . (3.2.4)

3.2.2 Model Circuit

Given a prepared state, |xÍ, the model circuit, U(w), maps |xÍ to a vector |ÂÍ =

U(w)|xÍ. In turn, U(w) consists of a series of unitary gates and can be decomposed

as

U(w) = Ulmax(wlmax)...Ul(wl)...U1(w1) , (3.2.5)

where every Ul(wl) is a layer in the circuit, with its corresponding weight parameters,

and lmax is the maximum number of layers. These are constructed from a set of single

and two-qubit gates which will evolve the state |xÍ. The gates include parameters

that will be trained during the optimisation of the network. A single qubit gate can

be written as a 2 ◊ 2 unitary matrix with the form

G(–, —, “, „) = ei„

Q

cca
ei—cos(–) ei“sin(–)

≠e≠i“sin(–) e≠i—cos(–)

R

ddb . (3.2.6)

We can neglect ei„ as it only gives rise to a global phase that has no measurable

e�ect. Thus, the parameters –, —, and “ are all that is needed to parametrise a

single qubit gate.

The circuit we use in our model in shown is Fig. 3.2. This is constructed using a

rotation gate, R, and CNOT1. The rotation gate is a single qubit gate that is applied

1 The controlled-NOT (CNOT) gate is a quantum register that can be used to entangle and
disentangle quantum states. The matrix representation of a CNOT gate is

CNOT =

Q

cca

1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0

R

ddb .
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model circuit trainable 
parameters

prepared 
state

quantum system which can be parametrised by

| i = ↵|0i + �|1i = cos
✓

2
|0i + ei'sin

✓

2
|1i =

✓
cos ✓2

sin ✓
2e

i�

◆
. (2.2)

The state of Eq. (2.2) can be visualised as a vector on the Bloch sphere. By performing op-

erations on a qubit one rotates the vector on the Bloch sphere. Circuits can be constructed

to act on numerous qubits, where a 2-qubit state can be described as a tensor product of

two 1-qubit states

| i = ↵00|00i + ↵01|01i + ↵10|10i + ↵11|11i . (2.3)

The model circuit is constructed from gates that evolve the input state. The circuit

is based on unitary operations and depends on external parameters which will be adjusted

during training.

Finally, the postprocessing step measures the state. Traditionally, we measure the

output of the first qubit. This step will also include any classical postprocessing we may

wish to include.

2.1 State Preparation

Before applying the model circuit of our classifier, we use a state preparation circuit Sx to

encode the input data into a quantum state. Sx acts on the initial state |�i

x 7! Sx|�i = Sx|0i⌦n = |xi , (2.4)

where |�i = |0i⌦n. The number of qubits n is defined by the number of features in our

dataset.

The parametrisation of the encoding can a↵ect the decision boundaries of the classifier

and can therefore be chosen in a form that suits the problem at hand [44]. Here, we use

the so-called angle encoding

|xi =
nO

i=1

cos(xi)|0i + sin(xi)|1i , (2.5)

where x = (x0, ...xN )T . Practically, this amounts to using the input data, x, as angles in

a unitary quantum gate. We take the state preparation circuit as the unitary gate

Ry(✓) =

 
cos(✓/2) -sin(✓/2)

sin(✓/2) cos(✓/2)

!
. (2.6)
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Given a prepared state, |xi, the model circuit, U(w), maps |xi to another vector | i =

U(w)|xi. In turn U(w) consists of a series of unitary gates and can be decomposed as

U(w) = Ulmax(wlmax)...Ul(wl)...U1(w1) , (2.7)

where every Ul(wl) is a layer in the circuit, with its corresponding weight parameters, and

lmax is the maximum number of layers. These are constructed from a set of single and
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74 Chapter 3. Classification Using a Variational Quantum Classifier

to both qubits in our system. This gate is designed to rotate our state based on a

set of learnable parameters w = (–, —, “)

R(–, —, “) = RZ(“)RY (—)RZ(–)

=

Q

cca
e≠i(–+“)cos(—/2) ≠e≠i(–≠“)sin(—/2)

e≠i(–≠“)sin(—/2) ei(–+“)cos(—/2)

R

ddb

(3.2.7)

The angles of Eq. (3.2.7) are a subset of all trainable parameters of the model and

make up the parameters in the weight vector w œ Rn◊3◊l, where n is the number

of qubits and l is the number of layers in our network. This object, w, will contain

some of the parameters that will be learned during training time. While the number

of qubits will mirror the number of features in our dataset, the number of layers in

the network, l, is a hyperparameter we can tune. In the circuit centric design we are

using, the number of qubits is held constant, however, the model could be extended

for a more flexible network design [94].

Each layer in our model contains two CNOT gates - a standard 2-qubit gate in

quantum computing with no learnable parameters. These gates flip the state of

a qubit based on the value of another control bit. Each gate in the layer uses a

di�erent qubit as the control bit.

3.2.3 Measurement and Postprocessing

After applying U(w) to the initial state we need to measure its output. We do this

by applying the Pauli Z operator on the first qubit and taking the expectation value

E(‡z) = È0|Sx(x)†U(w)†ÔU(w)Sx(x)|0Í = fi(w, x) , (3.2.8)

where Ô = ‡z ¢ I¢(n≠1). To obtain an estimate, we run the circuit repeatedly. The

number of repetitions we do is known as the number of shots S.

Classical postprocessing is applied to the expectation value of the circuit before

returning a final classifier output. Like in a classical neural network approach, the

74 Chapter 3. Classification Using a Variational Quantum Classifier
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• Evaluate expectation value of qubits to construct loss
for supervised S vs B classification one qubit sufficient
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Figure 3.2: Circuit diagram for our variational quantum classifier
model made of two qubits in each of the two layers.

postprocessing step gives a great deal of flexibility to the user to tackle the problem

how they see fit. Generally, it will include the addition of any bias terms, the

drawing of a classification decision boundary, the calculation of a loss function and

the optimisation procedure.

The bias term b will also be a trainable parameter. Its introduction increases model

flexibility. We can write the output of our model, before drawing a decision boundary,

by combining the expectation value of the model circuit fi(w, x) and the bias term b

f(w, b, x) = fi(w, x) + b . (3.2.9)

A decision boundary is drawn to seperate the value of f(w, b, x) into the two classes.

The binary classification result, cls(w, b, x), is calculated as

cls(w, b, x) =

Y
___]

___[

1 if f(w, b, x) > 0 ,

≠1 else .

(3.2.10)

Following this, the loss function is calculated and the optimisation procedure is

carried out. This will be discussed in Section 3.3.

• Quantum network output:
• Changing operator and loss => VQE, VQT, … (simulate QFT)
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• Evaluate expectation value of qubits to construct loss

for supervised S vs B classification one qubit sufficient

E(‡z) = È0
|Sx(x)†U(w)† ÔU(w)Sx(x)|

0Í = fi(w, x) Ô = ‡z ¢ I¢(n≠1)for

• Quantum network output: f(w, b, x) = fi(w, x) + b

• Changing operator and loss => VQE, VQT, … (simulate QFT)
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Quantum computers can be used for supervised learning by treating parametrised quantum cir-
cuits as models that map data inputs to predictions. While a lot of work has been done to investigate
practical implications of this approach, many important theoretical properties of these models re-
main unknown. Here we investigate how the strategy with which data is encoded into the model
influences the expressive power of parametrised quantum circuits as function approximators. We
show that one can naturally write a quantum model as a partial Fourier series in the data, where
the accessible frequencies are determined by the nature of the data encoding gates in the circuit.
By repeating simple data encoding gates multiple times, quantum models can access increasingly
rich frequency spectra. We show that there exist quantum models which can realise all possible
sets of Fourier coe�cients, and therefore, if the accessible frequency spectrum is asymptotically rich
enough, such models are universal function approximators.

A popular approach to quantum machine learning
uses trainable quantum circuits as machine learning
models similar to neural networks. Quantum gates –
the building blocks of quantum circuits – are used to
encode data inputs x = (x1, . . . , xN ) as well as train-
able weights ✓ = (✓1, . . . , ✓M ). The circuit is measured
multiple times to estimate the expectation of some ob-
servable, and the result is interpreted as a prediction.
The overall computation implements a “quantum model
function” f✓(x), a machine learning model that is based
on quantum computing. This approach is known by dif-
ferent names such as variational circuits [1, 2], quantum
circuit learning [3], quantum neural networks [4, 5], or
parametrised quantum circuits [6].

A lot of work has been done to understand the prac-
tical details of this approach, leading to useful training
strategies [3, 7, 8] and ways to emulate and extend clas-
sical machine learning methods [2, 9–12]. A growing
body of literature, motivated by the dilemma of inves-
tigating the performance of quantum machine learning
when only small-scale experiments are physically pos-
sible, tries to understand the potential power of vari-
ational circuits from a theoretical perspective [5, 13–
15]. Still, only little is known about the actual function
classes that quantum circuits give rise to. Can quantum
models express any function in the input x, or are they
limited to a specific class of functions? Can this class
of “learnable functions” be characterised in a meaning-
ful way, and can the characterisation be used to guide
design choices and potential applications for these quan-
tum models?

In this paper we investigate these questions in a
framework focused on the role of data encoding. We
consider standard models from the literature that con-
sist of multiple “circuit layers”, each made up of a data

encoding (circuit) block and a trainable (circuit) block,
and assume that input features x 2 R are encoded by
gates of the form eixH , where H is an arbitrary Hamil-

...

FIG. 1. Illustration of the main result of this paper, shown
for one-dimensional inputs x 2 R: quantum models consist-
ing of layers of trainable circuit blocks W = W (✓) and data
encoding circuit blocks S(x) can be written as a weighed
sum

P
! c!e

i!x. The data encoding circuit determines the
frequencies !, and the remainder of the circuit architecture
determines the coe�cients c!. If the ! are integer-valued (or
integer-valued multiples of a base frequency !0), the sum be-
comes a partial Fourier series, which allows us to systemati-
cally study properties of the function class a given quantum
model can learn.

tonian. Our main tool is the natural representation of
such quantum models as a Fourier-type sum

f✓(x) =
X

!2⌦

c!(✓)e
i!x, (1)

where !x is the inner product. We show that the fre-

quency spectrum ⌦ ⇢ RN is solely determined by the
eigenvalues of the data-encoding Hamiltonians while the
design of the entire circuit controls the coe�cients c!
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that a quantummodel can realise (see Fig.1). The repre-
sentation of quantum models as Fourier-type sums char-
acterises the function families that a given class of quan-
tum models can learn via two interrelated properties.
The first property is the frequency spectrum ⌦, which
determines the functions ei!x that the quantum model
“has access to”. The second property is the expressivity
of the coe�cients {c!} that a class of quantum models
can control, which determines how the accessible func-
tions can be combined. In many natural settings, the
frequencies are integers, ⌦ ⇢ ZN , and the sum becomes
a multi-dimensional partial Fourier series

f✓(x) =
X

n2⌦

cn(✓)e
inx, (2)

where the einx are orthogonal basis functions. We use
the nomenclature partial Fourier series to indicate the
fact that only a subset of the Fourier coe�cients are non-
zero. The Fourier series formalism allows us to study
quantum models using the rich techniques developed in
Fourier analysis.
First, we consider the popular strategy of encoding

an input into single-qubit rotations, and show that re-
peating the encoding r times either sequentially or in
parallel allows the model to access frequency spectra ⌦
consisting of r frequencies. This places into a broader
context an observation made in Ref. [7], which states
that encoding a data feature only once into the angle of
a single qubit rotation restricts the function class that
quantum models can learn to a simple sine function (or
equivalently, a Fourier series with a single frequency).
Second, we provide bounds for the maximum number
of frequencies and Fourier coe�cients a quantum model
can control for more general data encoding strategies.
Finally, we study the universality of quantum models.
We show that for su�ciently flexible trainable circuit
blocks there exists a quantum model which can realise
any possible set of Fourier coe�cients. If, asymptoti-
cally, the accessible frequency spectrum is rich enough,
then such models are universal function approximators.
This follows from the fact that Fourier series with arbi-
trary coe�cients can approximate any square integrable
function on a given interval [16].
A few existing studies are related to our work. For

example, Pérez-Salinas et al. [17] considered quantum
models with sequentially repeated data encodings and
conjectured that they are universal function approxima-
tors under a special kind of classical data pre-processing.
Killoran et al. [18] have shown that many neural net-
works can be naturally emulated on a photonic quan-
tum computer, and point out that such quantum models
therefore inherit universality. The majority of quantum
machine learning papers concerned with questions of ex-
pressivity and universality [19–22], however, interpret
these concepts from a quantum information perspective,
which asks whether a circuit can express any quantum

computation, not any function in the inputs. However,
in the context of (supervised) machine learning, quan-
tum universality does not necessarily imply universal

function approximation; a quantum circuit able to re-
alise arbitrary unitary evolutions may only be able to ex-
press a limited class of functions f(x).1 From the func-

tion expressivity view-point, Ref. [23] has investigated
the pseudo-dimension of a particular class of quantum
models, an expressivity metric which allows one to char-
acterize learnability and generalization power of the as-
sociated model. Also the essential role of data encoding
for quantum machine learning has been emphasised in
previous papers. For example, it was remarked that
data encoding determines the features that quantum
models represent [24, 25], the decision boundaries they
can learn [26], as well as the measurements that opti-
mally distinguish between data classes [27]. A central
contribution of this paper is to systematically combine
the study of data encoding with that of the expressivity
of quantum models.
We present our results as follows: Section I introduces

the basic idea of writing quantum models as partial
Fourier series. Section II puts the tool to use and analy-
ses the expressivity of quantum models, which leads to a
proof that quantum models are universal in Section III.
Section IV discusses practically relevant implications.
Note: After publishing the preprint of this article, we

were made aware that the connection between Fourier

series and quantum machine learning models with re-

peated data-encoding has already been established in

Ref. [28]. While there is significant overlap between this

work and ours, we provide a novel universality result,

as well as a systematic development of this connection

through practically relevant examples.

I. QUANTUM MODELS AS PARTIAL
FOURIER SERIES

First, we introduce our basic tool: the natural repre-
sentation of a quantum model as a partial Fourier se-
ries. For simplicity, the majority of our presentation
will focus on the case of univariate functions with in-
puts x 2 R, but we generalise this to multivariate func-
tions in Appendix A, which is used for the analysis of
universality in Section III.
We define a (univariate) quantum model f✓(x) as the

expectation value of some observable with respect to a
state prepared via a parametrised quantum circuit, i.e.

f✓(x) = h0|U†(x,✓)MU(x,✓) |0i , (3)

where |0i is some initial state of the quantum computer,
U(x,✓) is a quantum circuit that depends on the in-
put x and a (possibly empty) set of parameters ✓, and

1
As an extreme example, consider a parametrised quantum cir-

cuit that encodes the data into gates acting on qubits which

are never entangled with the measured qubits – in which case

f(x) is a constant function, and the resulting machine learning

model trivial.

2
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The first property is the frequency spectrum ⌦, which
determines the functions ei!x that the quantum model
“has access to”. The second property is the expressivity
of the coe�cients {c!} that a class of quantum models
can control, which determines how the accessible func-
tions can be combined. In many natural settings, the
frequencies are integers, ⌦ ⇢ ZN , and the sum becomes
a multi-dimensional partial Fourier series

f✓(x) =
X

n2⌦

cn(✓)e
inx, (2)

where the einx are orthogonal basis functions. We use
the nomenclature partial Fourier series to indicate the
fact that only a subset of the Fourier coe�cients are non-
zero. The Fourier series formalism allows us to study
quantum models using the rich techniques developed in
Fourier analysis.
First, we consider the popular strategy of encoding

an input into single-qubit rotations, and show that re-
peating the encoding r times either sequentially or in
parallel allows the model to access frequency spectra ⌦
consisting of r frequencies. This places into a broader
context an observation made in Ref. [7], which states
that encoding a data feature only once into the angle of
a single qubit rotation restricts the function class that
quantum models can learn to a simple sine function (or
equivalently, a Fourier series with a single frequency).
Second, we provide bounds for the maximum number
of frequencies and Fourier coe�cients a quantum model
can control for more general data encoding strategies.
Finally, we study the universality of quantum models.
We show that for su�ciently flexible trainable circuit
blocks there exists a quantum model which can realise
any possible set of Fourier coe�cients. If, asymptoti-
cally, the accessible frequency spectrum is rich enough,
then such models are universal function approximators.
This follows from the fact that Fourier series with arbi-
trary coe�cients can approximate any square integrable
function on a given interval [16].
A few existing studies are related to our work. For

example, Pérez-Salinas et al. [17] considered quantum
models with sequentially repeated data encodings and
conjectured that they are universal function approxima-
tors under a special kind of classical data pre-processing.
Killoran et al. [18] have shown that many neural net-
works can be naturally emulated on a photonic quan-
tum computer, and point out that such quantum models
therefore inherit universality. The majority of quantum
machine learning papers concerned with questions of ex-
pressivity and universality [19–22], however, interpret
these concepts from a quantum information perspective,
which asks whether a circuit can express any quantum

computation, not any function in the inputs. However,
in the context of (supervised) machine learning, quan-
tum universality does not necessarily imply universal

function approximation; a quantum circuit able to re-
alise arbitrary unitary evolutions may only be able to ex-
press a limited class of functions f(x).1 From the func-

tion expressivity view-point, Ref. [23] has investigated
the pseudo-dimension of a particular class of quantum
models, an expressivity metric which allows one to char-
acterize learnability and generalization power of the as-
sociated model. Also the essential role of data encoding
for quantum machine learning has been emphasised in
previous papers. For example, it was remarked that
data encoding determines the features that quantum
models represent [24, 25], the decision boundaries they
can learn [26], as well as the measurements that opti-
mally distinguish between data classes [27]. A central
contribution of this paper is to systematically combine
the study of data encoding with that of the expressivity
of quantum models.
We present our results as follows: Section I introduces

the basic idea of writing quantum models as partial
Fourier series. Section II puts the tool to use and analy-
ses the expressivity of quantum models, which leads to a
proof that quantum models are universal in Section III.
Section IV discusses practically relevant implications.
Note: After publishing the preprint of this article, we

were made aware that the connection between Fourier

series and quantum machine learning models with re-

peated data-encoding has already been established in

Ref. [28]. While there is significant overlap between this

work and ours, we provide a novel universality result,

as well as a systematic development of this connection

through practically relevant examples.

I. QUANTUM MODELS AS PARTIAL
FOURIER SERIES

First, we introduce our basic tool: the natural repre-
sentation of a quantum model as a partial Fourier se-
ries. For simplicity, the majority of our presentation
will focus on the case of univariate functions with in-
puts x 2 R, but we generalise this to multivariate func-
tions in Appendix A, which is used for the analysis of
universality in Section III.
We define a (univariate) quantum model f✓(x) as the

expectation value of some observable with respect to a
state prepared via a parametrised quantum circuit, i.e.

f✓(x) = h0|U†(x,✓)MU(x,✓) |0i , (3)

where |0i is some initial state of the quantum computer,
U(x,✓) is a quantum circuit that depends on the in-
put x and a (possibly empty) set of parameters ✓, and

1
As an extreme example, consider a parametrised quantum cir-

cuit that encodes the data into gates acting on qubits which

are never entangled with the measured qubits – in which case

f(x) is a constant function, and the resulting machine learning

model trivial.

3

M is some observable. The prediction of the quantum
model at a specific point x is estimated in practice by
running the circuit multiple times and averaging over
the measurement results.2 The quantum circuit itself
is constructed from L layers, each consisting of a data
encoding circuit block S(x) and a trainable circuit block
W (✓) controlled by the parameters ✓ (see Fig. 1). The
data encoding block is the same in every layer and con-
sists of gates of the form G(x) = e�ixH , where H is a
Hamiltonian that generates the “time evolution” used
to encode the data. Since we want to focus on the role
of the data encoding, and to avoid further assumptions
on how the trainable circuit blocks are parametrised, we
view the trainable circuit blocks as arbitrary unitary op-
erations, W (✓) = W , and drop the subscript of f✓ from
here on.3 With this assumption, the overall quantum
circuit has the form

U(x) = W (L+1)S(x)W (L) . . .W (2)S(x)W (1). (4)

Note that the encoding strategy is very natural, since
the physical control parameters of quantum dynamics
usually enter as time evolutions of Hamiltonians – the
most prominent example being Pauli rotations. This
model includes “parallel encodings” that repeat the en-
coding on di↵erent subsystems [29], as well as “data
reuploading”, where the encoding is repeated multi-
ple times in sequence [17] (see Fig. 2). With a small
amount of classical pre-processing this model includes
even many quantum machine learning algorithms that
are not based on the principles of parametrised circuits
(see also Section IVA).

Our goal is to write f as a partial Fourier series

f(x) =
X

n2⌦

cne
inx, (5)

with integer-valued frequencies (if ⌦ = {�K, . . . ,K},
then we call (5) a truncated Fourier series). The first
step is to note that one can always find an eigenvalue de-
composition of the generator Hamiltonian H = V †⌃V
where ⌃ is a diagonal operator containing H’s eigenval-
ues �1, ...,�d on its diagonal. The data encoding uni-
tary becomes S(x) = V †e�ix⌃V , and we can “absorb”
V , V † into the arbitrary unitaries W 0 = VWV †. Hence,
without loss of generality we will assume that H is di-
agonal. This allows us to separate the data-dependent
expressions from the remainder of the circuit in each

2
Note that the quantum model is a theoretical construction,

since physical measurements will always result in an estimate
of the output expectation, making f a random variable – a

complication that we will ignore here.
3
Of course, in realistic near-term settings these unitaries are im-

plemented as short gate sequences and are by no means uni-

versal, and there are many interesting questions around how a

specific parametrisation influences the properties of the result-

ing quantum model.

FIG. 2. The general quantum model considered in this paper
includes qubit-based circuits where the encoding subroutine
consists of a single-qubit gate G(x), which is often used in
practice. The picture illustrates two special cases investi-
gated in Section II: (a) shows a circuit where the scalar in-
put feature x is encoded by one single-qubit gate, which can
be repeated r = L > 1 times but always acts on the same
qubit, and (b) repeats the encoding gate r times in “par-
allel” using only one layer. Note that the trainable blocks
W (purple rectangles) represent arbitrary unitaries, which in
practice would be implemented as a sequence of local gates
(inset).

component i of the quantum state U(x) |0i,

[U(x) |0i]
i
=

dX

j1...jL=1

e�i(�j1+···+�jL
)x

⇥W (L+1)
ijL

. . .W (2)
j2j1

W (1)
j11

. (6)

For ease of notation we introduce the multi-index j =
{j1, . . . , jL} 2 [d]L, where [d]L denotes the set of any L
integers between 1, . . . , d. We can then denote the sum
of eigenvalues for a given j by ⇤j = �j1 + · · ·+�jL , and
write

[U(x) |0i]
i
=

X

j2[d]L

e�i⇤jxW (L+1)
ijL

. . .W (2)
j2j1

W (1)
j11

. (7)

To consider the full quantum model from Eq. (3) we
need to take into account the complex conjugation of
this expression as well as the measurement, and get

f(x) =
X

k,j2[d]L

ei(⇤k�⇤j)xak,j , (8)

where the ak,j contain the terms stemming from the
arbitrary unitaries and measurement,

ak,j =
X

i,i0

(W ⇤)(1)1k1
(W ⇤)(2)

j1j2
. . . (W ⇤)(L+1)

jLi
Mi,i0

⇥W (L+1)
i0jL

. . .W (2)
j2j1

W (1)
j11

. (9)
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(Fig. 2a). Consider the quantum model in Eqs. (3) and
(4), for L = r > 1 layers, where S(x) = exp(�i(x/2)�j)
is a single-qubit Pauli rotation (i.e. �j 2 {�x,�y,�z})
which acts on the same qubit in each layer. The circuit
in Eq. (4) becomes

U(x) = W (L+1)e�i
x
2 �LW (L) . . .W (2)e�i

x
2 �1W (1).

Diagonalizing the Pauli rotations as before, then gives
us ⌃ = (1/2)�z for all encoding layers. The frequency
spectrum from Eq. (10) is a sum of 2r terms of value
±1/2,

⌦seq = {(�k1 + · · ·+ �kr )� (�j1 + · · ·+ �jr ) |
k1, . . . , kr, j1, . . . , jr 2 {1, 2}}. (26)

After a short calculation, one finds that ⌦seq = ⌦par.
Again, a quantum model with r sequential repetitions
of the single-qubit Pauli encoding can be expressed as a
truncated Fourier series of degree r. The growth mecha-
nism of a quantum model’s frequency spectrum via par-
allel and sequential repetitions of single-qubit Pauli en-
codings is numerically illustrated in Fig. 4.

C. Limits of expressivity

The representation of quantum models as Fourier-
type sums immediately allows us to derive upper bounds
on the expressivity of such quantum models when us-
ing L repetitions of an encoding gate of dimension
d (which is at most the size of the overall Hilbert
space). Firstly, let us consider the maximum spec-
trum size K(L, d) of a quantum model, quantifying
the number of frequencies it can “support” or “has ac-
cess to”. Since the frequency spectrum is defined as
⌦ = {(�j1 + . . .�kL)� (�j1 + · · ·+ �kL)} (where the in-
dices j1, . . . , jL, k1, . . . , kL run over all dimensions of the
encoding gate, from 1 to d), the frequencies are sums of
2L terms, each having d potential values. As a result,
they can at most realise d2L distinct values – irrespective
of whether the eigenvalues are real or integer-valued.
Since the size K counts the pairs �!,! 2 ⌦ as one and
excludes the “zero frequency”, we get

K  d2L

2
� 1. (27)

As an example, if data is encoded in a single-qubit en-
coding gate, we recover the result from the previous
sections where the model has degree 22

2 � 1 = 1. Using

L di↵erent encoding gates increases this to 22L

2 � 1. As
we have seen, further assumptions on the eigenvalues
allow us to make this bound a lot tighter; for example
when the L repetitions use the same single-qubit encod-
ing gate, K = L.

An interesting question is whether there is a single
quantum gate which can encode data into a quantum
model that supports the frequency spectrum ⌦1 =

x x xx x x
x
x
x
x

x x x x
x
x

x

...

FIG. 4. Fitting a truncated Fourier series of degree 5,
g(x) =

P5
n=�5 cne

2inx with cn = 0.05�0.05i for n = 1, . . . , 5
and c0 = 0, using a quantum model that repeats the encod-
ing r = 1, 3, 5 times in sequence (left) and in parallel (right).
Increasing r allows for closer and closer fits until r = 5 fits
the data almost perfectly in both cases - illustrating that
parallel and sequential repetitions of Pauli encodings extend
the Fourier spectrum in the same manner. All models were
trained with at most 200 steps of an Adam optimiser with
learning rate 0.3 and batch size 25. For the “parallel” simu-
lations, the W are not arbitrary unitaries but implemented
by a smaller ansatz of three layers of parametrised rotations
as well as entangling CNOT gates, as per Ref. [30], which is
depicted by the hollow rounded gate symbols. The quantum
model still easily fitted the target function, which suggests
that the results of this paper are of relevance for realistic
quantum models.

{�1, . . . ,�1, 0, 1, . . . ,1} of a full Fourier series. The
answer is yes: the ubiquitous phase shifts in continuous-
variable (CV) quantum systems, which correspond to a
free evolution of a harmonic oscillator, have the number
operator n̂ = diag(0, 1, 2, . . . ) as a generator.
While the frequency spectrum of a quantum model

can directly be derived from the input encoding gates,
the flexibility in the coe�cients is a lot harder to in-
vestigate systematically (we will do so for special cases
in the universality proofs in Section III). In principle,
every block W (1), . . . ,W (L+1), as well as the measure-
ment observable, contribute to every Fourier coe�cient.
This means that only a few degrees of freedom in the
gates may change an exponentially large (or, in the
case of continuous-variable quantum computing, infi-
nite) amount of Fourier coe�cients. However, these
Fourier coe�cients are not arbitrary, but functions of
the limited degrees of freedom of the quantum circuit,
and a quantum circuit of a certain structure may only
be able to realise a small subset of the entire set of all
possible Fourier coe�cients {cn}. To arbitrarily con-
trol K+1 complex Fourier coe�cients, we need at least

2008.08605

x
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x x x x
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x
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Fig. 5.7 Quantum models as sum of trigonometric functions. If data features are encoded via
gates of the form e−i xi G , quantummodels are linear combinations of functions e−i xiω with frequen-
cies ω ∈ Ω determined by the generator G. Since quantum models have real-valued outputs, these
functions can be expressed as linear combinations of sine and cosine functions cos(ωxi ), sin(ωxi ).
The sketch above shows a quantum model that takes a single feature, and whose model function is
a sum of sine functions of three different frequencies

up with very limited model classes that variational circuits can express, and therefore
learn, even if the variational circuit is arbitrarily deep and wide.

This insight is important for the theoretical study of quantum models, because
it opens up the world of Fourier analysis to quantum machine learning. It also has
important practical implications, for example, that the encoding controls the expres-
sivity of quantum models, or that we have to be mindful of their periodicity when
pre-scaling the data. Finally, it may hint at applications that quantum models might
be particularly suited for.

5.2.1 Quantum Models as Linear Combinations of Periodic
Functions

Wewill first state the main result as a general theorem (based on [13]), and then draw
several conclusions as well as analyse a practical example. For the sake of generality,
we consider circuits that alternate encoding gates and parametrised unitaries

U (x, θ) = WN+1(θ)
N∏

i=1

Si (xi )Wi (θi ). (5.20)

This can be interpreted as a more general version of the circuit shown in Fig.5.2,
where the gates T1, . . . , TN+1 are made trainable.

The feature-encoding gates Si (xi ) have the form

Si (xi ) = e−i xi Gi , i = 1, . . . , N , (5.21)

where we assume without loss of generality that Gi is a diagonal operator
diag(λi

1, . . . ,λ
i
d), where d is the dimension of the Hilbert space. If this is not the

•  Most encodings result in sum of trigonometric functions, 
e.g. angle encoding, time evolution encoding

• Fourier series is universal approximator, but problem is that for many 
encoding strategies quantum models are linear combinations of functions 
composed of very few frequencies

• If encoding gates are not rich enough -> model limited irrespective of 
width or depth in variational circuit

➡ Encoding controls expressivity of model 
(circuit expressivity != model expressivity)

➡ Fourier analysis for VQC (mindful about pre-scaling)

➡ Can hint on where VQC models are particularly useful

MITP Summer School         Lecture      Michael Spannowsky         July 2023                   121

• Fourier series is universal approximator, but problem is that for many 
encoding strategies quantum models are linear combinations of functions 
composed of very few frequencies



Specifically, for many (angle, time-evolution,…) encoding gates are of form

27 = 2⇥ 2⇥ 2⇥ 2⇥ 2⇥ 2⇥ 2 = 128 (480)

E[(y � h(x))2] = E[(y � ȳ)2] + E[(ȳ � h̄(x))2] + E[(h(x)� h̄(x))2] (481)

R := P�⇡/4 (482)

= cos
✓

2
I � i sin

✓

2
X (483)

= cos
✓

2
I � i sin

✓

2
Y (484)

= cos
✓

2
I � i sin

✓

2
Z (485)

� = � � � (486)

0  ✓  ⇡ (487)

0  ✓ < 2⇡ (488)

T (489)

| (✓)i = W (✓) |0i (490)

L (491)

S(x) = e�ixG (492)

34

For Pauli operators output can be expressed as Fourier series

(universal approximator, dependent on number of frequencies)

See 2008.08605
trigonometric structure from 

data encoding

A, B, C coefficients from 
parametrised circuit W
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190 5 Variational Circuits as Machine Learning Models

This can potentially help for the study of optimisation landscapes and trainabil-
ity [14].

5.2.2 An Example: The Pauli-Rotation Encoding

Let us now illustrate Theorem 5.1 with our standard example of a Pauli encoding
from Sect. 5.1.3. For this we consider the model

fθ(x) = ⟨0|U †(x, θ)σzU (x, θ)|0⟩ with X = R (5.29)

and
U (x, θ) = W2(θ2)Rx (x)W1(θ1), (5.30)

where W2(θ2) = 1 and W2(θ2) = Rot(θ1, θ2, θ3). Since Rx (x) = e−i x2 σx and G =
σx/2 is not diagonal, we can use the eigenvalue decomposition to write

σx = V (
1
2
σz)V †, (5.31)

and absorb the 2 × 2 unitaries V , V † into W1 and W2. According to Eq. (5.22), we
get

Ω = {−1, 0, 1}, (5.32)

which are all values one can form from subtracting two values in {± 1
2 } from each

other. The quantum model can therefore be expressed as

fθ(x) =
1∑

n=−1

cneinx (5.33)

= c−1e−i x + c0 + c1eix (5.34)

= c0 + 2Re(c1) cos(x)+ 2Im(c1) sin(x), (5.35)

which is a Fourier series of a single frequency ω = 1. Such a Fourier series can be
written as a sine function of a fixed frequency, and we immediately recognise the
structure from Eq. (5.13).

Finally, we can analyse what happens if we repeat the encoding above. Consider
now the same model as above, but with

U (x, θ) = WL+1(θL+1)

L∏

l=1

S(x)Wl(θl). (5.36)

Simple example for 1-qubit system and 1 encoding operation:
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This can potentially help for the study of optimisation landscapes and trainabil-
ity [14].

5.2.2 An Example: The Pauli-Rotation Encoding

Let us now illustrate Theorem 5.1 with our standard example of a Pauli encoding
from Sect. 5.1.3. For this we consider the model

fθ(x) = ⟨0|U †(x, θ)σzU (x, θ)|0⟩ with X = R (5.29)

and
U (x, θ) = W2(θ2)Rx (x)W1(θ1), (5.30)

where W2(θ2) = 1 and W2(θ2) = Rot(θ1, θ2, θ3). Since Rx (x) = e−i x2 σx and G =
σx/2 is not diagonal, we can use the eigenvalue decomposition to write

σx = V (
1
2
σz)V †, (5.31)

and absorb the 2 × 2 unitaries V , V † into W1 and W2. According to Eq. (5.22), we
get

Ω = {−1, 0, 1}, (5.32)

which are all values one can form from subtracting two values in {± 1
2 } from each

other. The quantum model can therefore be expressed as

fθ(x) =
1∑

n=−1

cneinx (5.33)

= c−1e−i x + c0 + c1eix (5.34)

= c0 + 2Re(c1) cos(x)+ 2Im(c1) sin(x), (5.35)

which is a Fourier series of a single frequency ω = 1. Such a Fourier series can be
written as a sine function of a fixed frequency, and we immediately recognise the
structure from Eq. (5.13).

Finally, we can analyse what happens if we repeat the encoding above. Consider
now the same model as above, but with

U (x, θ) = WL+1(θL+1)

L∏

l=1

S(x)Wl(θl). (5.36)

190 5 Variational Circuits as Machine Learning Models

This can potentially help for the study of optimisation landscapes and trainabil-
ity [14].

5.2.2 An Example: The Pauli-Rotation Encoding

Let us now illustrate Theorem 5.1 with our standard example of a Pauli encoding
from Sect. 5.1.3. For this we consider the model

fθ(x) = ⟨0|U †(x, θ)σzU (x, θ)|0⟩ with X = R (5.29)

and
U (x, θ) = W2(θ2)Rx (x)W1(θ1), (5.30)

where W2(θ2) = 1 and W2(θ2) = Rot(θ1, θ2, θ3). Since Rx (x) = e−i x2 σx and G =
σx/2 is not diagonal, we can use the eigenvalue decomposition to write

σx = V (
1
2
σz)V †, (5.31)

and absorb the 2 × 2 unitaries V , V † into W1 and W2. According to Eq. (5.22), we
get

Ω = {−1, 0, 1}, (5.32)

which are all values one can form from subtracting two values in {± 1
2 } from each

other. The quantum model can therefore be expressed as

fθ(x) =
1∑

n=−1

cneinx (5.33)

= c−1e−i x + c0 + c1eix (5.34)

= c0 + 2Re(c1) cos(x)+ 2Im(c1) sin(x), (5.35)

which is a Fourier series of a single frequency ω = 1. Such a Fourier series can be
written as a sine function of a fixed frequency, and we immediately recognise the
structure from Eq. (5.13).

Finally, we can analyse what happens if we repeat the encoding above. Consider
now the same model as above, but with

U (x, θ) = WL+1(θL+1)

L∏

l=1

S(x)Wl(θl). (5.36)

190 5 Variational Circuits as Machine Learning Models

This can potentially help for the study of optimisation landscapes and trainabil-
ity [14].

5.2.2 An Example: The Pauli-Rotation Encoding

Let us now illustrate Theorem 5.1 with our standard example of a Pauli encoding
from Sect. 5.1.3. For this we consider the model

fθ(x) = ⟨0|U †(x, θ)σzU (x, θ)|0⟩ with X = R (5.29)

and
U (x, θ) = W2(θ2)Rx (x)W1(θ1), (5.30)

where W2(θ2) = 1 and W2(θ2) = Rot(θ1, θ2, θ3). Since Rx (x) = e−i x2 σx and G =
σx/2 is not diagonal, we can use the eigenvalue decomposition to write

σx = V (
1
2
σz)V †, (5.31)

and absorb the 2 × 2 unitaries V , V † into W1 and W2. According to Eq. (5.22), we
get

Ω = {−1, 0, 1}, (5.32)

which are all values one can form from subtracting two values in {± 1
2 } from each

other. The quantum model can therefore be expressed as

fθ(x) =
1∑

n=−1

cneinx (5.33)

= c−1e−i x + c0 + c1eix (5.34)

= c0 + 2Re(c1) cos(x)+ 2Im(c1) sin(x), (5.35)

which is a Fourier series of a single frequency ω = 1. Such a Fourier series can be
written as a sine function of a fixed frequency, and we immediately recognise the
structure from Eq. (5.13).

Finally, we can analyse what happens if we repeat the encoding above. Consider
now the same model as above, but with

U (x, θ) = WL+1(θL+1)

L∏

l=1

S(x)Wl(θl). (5.36)

190 5 Variational Circuits as Machine Learning Models

This can potentially help for the study of optimisation landscapes and trainabil-
ity [14].

5.2.2 An Example: The Pauli-Rotation Encoding

Let us now illustrate Theorem 5.1 with our standard example of a Pauli encoding
from Sect. 5.1.3. For this we consider the model

fθ(x) = ⟨0|U †(x, θ)σzU (x, θ)|0⟩ with X = R (5.29)

and
U (x, θ) = W2(θ2)Rx (x)W1(θ1), (5.30)

where W2(θ2) = 1 and W2(θ2) = Rot(θ1, θ2, θ3). Since Rx (x) = e−i x2 σx and G =
σx/2 is not diagonal, we can use the eigenvalue decomposition to write

σx = V (
1
2
σz)V †, (5.31)

and absorb the 2 × 2 unitaries V , V † into W1 and W2. According to Eq. (5.22), we
get

Ω = {−1, 0, 1}, (5.32)

which are all values one can form from subtracting two values in {± 1
2 } from each

other. The quantum model can therefore be expressed as

fθ(x) =
1∑

n=−1

cneinx (5.33)

= c−1e−i x + c0 + c1eix (5.34)

= c0 + 2Re(c1) cos(x)+ 2Im(c1) sin(x), (5.35)

which is a Fourier series of a single frequency ω = 1. Such a Fourier series can be
written as a sine function of a fixed frequency, and we immediately recognise the
structure from Eq. (5.13).

Finally, we can analyse what happens if we repeat the encoding above. Consider
now the same model as above, but with

U (x, θ) = WL+1(θL+1)

L∏

l=1

S(x)Wl(θl). (5.36)

Model output

• The encoding of data, using e.g. angle or 
time-evolution encoding, results in a 
trigonometric structure of the model’s 
output.

• Complex enough (potentially repeated) 
encoding results in modes with different 
frequencies -> universal approximator
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⟨x | (|ψ(θ)⟩⟨ψ(θ)|) |x⟩ with basis encoding and a measurement M = |ψ(θ)⟩⟨ψ(θ)|.
Hence, a lot of the insights from one design apply to the other as well.

Unsupervised probabilistic quantum models are also known as Born machines
[11]. The name stems on the one hand from the Born rule that links quantum states
to probabilities, and on the other hand from Boltzmann machines introduced in
Sect. 2.5.2.4.

As a last remark, note that probabilistic quantum models are naturally generative
models (see Sect. 2.2.2) since their implementation on a quantum computer produces
samples. It may in fact not be easy to compute explicit probabilities for a data sample
on paper, or to estimate it on a quantum computer—the number of measurement
samples to estimate probabilities grows in general exponentially with the number of
qubits. This is whywhat we defined as probabilistic quantummodels is often directly
referred to as “generative models” in the quantum machine learning literature.

5.1.3 An Example: Variational Quantum Classifier

As an illustration, we will now interpret a simple single-qubit variational quantum
circuit as a deterministic quantum classifier that maps a scalar input x ∈ R to a scalar
output.Wewill explicitly compute themodel function fθ(x) that the circuit gives rise
to, an exercise that can be rather instructive to understand that a variational quantum
model is just a specific kind of function family.

The circuit we consider consist of a Pauli-X rotation to encode the input x , a gen-
eral single-qubit rotation Rot(θ1, θ2, θ3) parametrised by the three trainable angles
θ1, θ2, θ3, as well as a Pauli-Z measurement:

|0⟩ Rx (x) Rot(θ1, θ2, θ3) σz . (5.12)

The resulting quantum machine learning model is given by

fθ(x) = ⟨0|Rx (x)†Rot(θ1, θ2, θ3)†σzRot(θ1, θ2, θ3)Rx (x)|0⟩. (5.13)

Let us first consider the data encoding (see also Fig. 5.4). The Pauli-X rotation
maps x ∈ R to the state |φ(x)⟩ ∈ H, where H is the two-dimensional Hilbert space
of a single qubit. Using the definition of a Pauli-X rotation, the resulting amplitude
vector in computational basis is given by

|φ(x)⟩ = Rx (x)|0⟩ =
(

cos( x2 ) −i sin( x2 )
−i sin( x2 ) cos( x2 )

) (
1
0

)
=

(
cos( x2 )

−i sin( x2 )

)
. (5.14)

Applying the general rotation defined in Eq. (3.48) to this state yields
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Fig. 5.4 Bloch sphere representation of the simple variational classifier example. The Pauli-X
rotationmaps each data point to the Bloch sphere. A variational rotation Rot(θ1, θ2, θ3), here shown
for three fixed angles, preserves the distance between different data points. A Pauli-Z measurement
defines a decision boundary (white region) between states that would be classified as+1 and those
that would be classified as −1

Fig. 5.5 Left: Plot of fθ(x) from the example in the text with fixed parameters θ1 = θ2 = 1.6.
Right: Plot of fθ(x) fixing the input x = 1.6. As a sum of products of sine and cosine functions,
both plots show the periodic structure of themodel. This property becomes important when studying
the expressivity and trainability of the model in later sections

|ψ(x, θ)⟩ = Rot(θ1, θ2, θ3)|φ(x)⟩

=
(
ei(−

θ1
2 − θ3

2 ) cos( θ2
2 ) cos(

x
2 )+ iei(−

θ1
2 + θ3

2 ) sin( θ2
2 ) sin(

x
2 )

ei(
θ1
2 − θ3

2 ) sin( θ2
2 ) cos(

x
2 ) − iei(

θ1
2 + θ3

2 ) cos( θ2
2 ) sin(

x
2 )

)

.

Finally, after some tedious calculations or the use of one’s favourite computer algebra
system, the measurement results in the expression

fθ(x) = ⟨ψ(x, θ)|σz|ψ(x, θ)⟩ = cos(θ2) cos(x) − sin(θ1) sin(θ2) sin(x), (5.15)

which only depends on two of the rotation angles and is—as expected—always real-
valued and limited to the interval [−1, 1] defined by the two eigenvalues −1, 1 of
the Pauli-Z measurement. Any function that the quantum model can learn is char-
acterised by this expression. Most importantly, the “magic” quantum properties of
entanglement, interference and superposition give rise to a rather restricted trigono-
metric model function. Figure5.5 plots the model as a function in x as well as a
function in the parameters θ1, θ2.

We can further process the continuous result of this base model. For example, one
could define a binary classifier as the result of
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What happens on the Bloch-Sphere
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y =
{
1 if fθ(x) > 0
−1 else

. (5.16)

Furthermore, one could define the numeric value of the probability of measuring
the qubit in state |0⟩or |1⟩ itself as themodel output,making it a probabilistic classifier
that we called a “density estimator” in Sect. 2.2.2. The probability is directly related
to the expectation of the Pauli-Z observable,

p(1) = fθ(x)+ 1
2

, p0 = 1 − p1, (5.17)

and can be computed by merely shifting and rescaling the result.

5.1.4 An Example: Variational Generator

The second example demonstrates a simple implementation of an unsupervised prob-
abilistic quantummodel inspired byBoltzmannmachines (see, for example,Ref. [4]).
Consider the bars and stripes dataset of black-and-white 2 × 2 images as shown in
Fig. 5.6. The image can be encoded into the computational basis states of 4 qubits
via basis encoding. For example, a 2 × 2 image with pixels (w,w, b, b) can be rep-
resented by the basis state |0011⟩. These four qubits form the “visible layer”. We
use another 3 qubits which are “hidden”, which means that they remain unmeasured.
Hence, there is an injective mapping between computational basis state of the full 7
qubits and the images.

The quantum circuit of the generativemodel starts in state |0000000⟩ and applies a
variational unitaryW (θ) on all qubits to get final state |ψ(θ)⟩ = W (θ)|0000000⟩. (If
we want to implement a quantummodel inspired by a restrictiveBoltzmannmachine
we could impose additional restrictions on W to only entangle hidden and visible
qubits). We then measure the state of the first four qubits using four Pauli-Z mea-
surements. A single measurement results in four eigenvalues in {−1, 1}, one for each
qubit. For example, we may measure the result (1, 1,−1,−1), which corresponds
to the computational basis state |0011⟩, and hence to the image (w,w, b, b) from
above. Overall, the variational quantum circuit implements the probabilistic model

p(x) = |⟨x |ψ(θ)⟩|2, x ∈ {0, 1}⊗4. (5.18)

The hidden qubits add computational power to the model by increasing the degrees
of freedom in W (θ).

For this small example we can easily construct the state which maximises the
uniform probability of observing a bars-or-stripes image. If there were no hidden
units at all, this would be the state

for binary classifier define e.g.

for probabilistic classifier  
(density estimator) 
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p(x) = |⟨x |ψ(θ)⟩|2, x ∈ {0, 1}⊗4. (5.18)

The hidden qubits add computational power to the model by increasing the degrees
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For this small example we can easily construct the state which maximises the
uniform probability of observing a bars-or-stripes image. If there were no hidden
units at all, this would be the state
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Fig. 5.4 Bloch sphere representation of the simple variational classifier example. The Pauli-X
rotationmaps each data point to the Bloch sphere. A variational rotation Rot(θ1, θ2, θ3), here shown
for three fixed angles, preserves the distance between different data points. A Pauli-Z measurement
defines a decision boundary (white region) between states that would be classified as+1 and those
that would be classified as −1

Fig. 5.5 Left: Plot of fθ(x) from the example in the text with fixed parameters θ1 = θ2 = 1.6.
Right: Plot of fθ(x) fixing the input x = 1.6. As a sum of products of sine and cosine functions,
both plots show the periodic structure of themodel. This property becomes important when studying
the expressivity and trainability of the model in later sections
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Finally, after some tedious calculations or the use of one’s favourite computer algebra
system, the measurement results in the expression

fθ(x) = ⟨ψ(x, θ)|σz|ψ(x, θ)⟩ = cos(θ2) cos(x) − sin(θ1) sin(θ2) sin(x), (5.15)

which only depends on two of the rotation angles and is—as expected—always real-
valued and limited to the interval [−1, 1] defined by the two eigenvalues −1, 1 of
the Pauli-Z measurement. Any function that the quantum model can learn is char-
acterised by this expression. Most importantly, the “magic” quantum properties of
entanglement, interference and superposition give rise to a rather restricted trigono-
metric model function. Figure5.5 plots the model as a function in x as well as a
function in the parameters θ1, θ2.

We can further process the continuous result of this base model. For example, one
could define a binary classifier as the result of
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FIG. 1. (Upper Panel) Proposed theoretical physical model
systems (orange) with corresponding approaches (green) and
quantum algorithms (blue). For more information on the
identified areas of interest see Section IIIA. (Lower Panel)
Proposed experimental challenges (orange) with correspond-
ing approaches (green) and quantum algorithms (blue). For
more information on the identified areas of interest see
Section III B. Legend: VQE: Variational Eigensolver; var-
QITE: variational Imaginary Time evolition; Tortter Dy-
namics: Time evolution based on trotteried time propaga-
tion operator; TN: Tensor Networks; QTN: Quantum Ten-
sor Networks inspired from classical TN; varQTE: variational
Quantum Real Time evolution; QNN: Quantum Neural Net-
works; QAOA: Quantum Approximate Optimization Algo-
rithm; HHL Algorith: Quantum algorithm for linear systems
of equations (by Aram Harrow, Avinatan Hassidim, and Seth
Lloyd); QBM: Quantum Boltzman Machines; QCBM: Quan-
tum Circuit Born Machine; QGANs: Quantum Generative
Adversarial Networks. See Appendix B for an overview of a
selection of these methods.

II. IBM ROADMAP ON QUANTUM
COMPUTING

Bringing about useful quantum computing to the sci-
entific world, and in particular, to the HEP community,
is contingent on the development of quantum comput-
ing hardware and software that permits the execution of
quantum algorithms at a scale that is capable of produc-
ing insights and results not accessible by classical com-
puters. But more than only requiring a large-scale device,
one requires that the components are su!ciently reliable
and have coherence times as well as gate parameters of
high quality [51]. The IBM Quantum roadmap proposes
a list of stepping stones that progressively improve on the
necessary requirements. The first development roadmap
was previewed in 2020 [52] laying out a progression of
the then available 27 qubits Falcon devices to the Con-
dor chip with 1,121 qubits by the end of 2023. With the
release of the 433 qubit Osprey chip a the end of 2022 [53]
the roadmap has been extended [54]. The new roadmap
now lays out a path to the newly introduced Kookaburra
chip with 4,105 qubits that utilizes interconnected chip
designs with long-range couplers. Furthermore, the new
roadmap added new chip architectures, such as the Heron
chip with 133 qubits incorporating recent advances from
gate and qubit research.
The greatest adversary to the realization of large-scale

quantum computers is noise. The components of quan-
tum computers are considerably more sensitive to im-
perfections and external interactions than their classi-
cal counterparts, leading them to decohere and turn into
classical mixtures [55]. It is therefore almost universally
accepted that complex and high-depth quantum algo-
rithms such as Shor’s factoring algorithm [56], quantum
amplitude amplification [57, 58], phase estimation [59]
or the long-time simulation of quantum dynamics will
require quantum error correction. The design plans for
the progressively larger QC layouts are therefore aimed
at providing a path to the long-term goal of realizing
a fault-tolerant quantum computer. However, current
error-correcting codes, which could be used to realize
fault-tolerant quantum computing at a non-trivial scale,
require system sizes that exceed the available hardware
by several orders of magnitude [60, 61]. Building a fault-
tolerant computer, therefore, requires not only higher
quality and larger scale devices but also research in error
correcting codes. Recent advances in the theory of error
correction [62] provide us with reason to be optimistic
about future progress. However, if we only wait for the
realization of a fault-tolerant quantum computer to run
algorithms and do not actively explore the potential of
near-term devices, we will forgo a promising opportunity
to obtain a computational advantage in the near future.
We are observing remarkable progress in quantum

hardware. As the roadmap and the already completed
milestones indicate, we are both building larger devices
and can manufacture components with an order of mag-
nitude improvement in two-qubit gate fidelities [63]. A
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FIG. 3. The reconstructed masses (left) and jet-assignment (right) for parton-level events using the true ground state of the H2.
The circles contain the specified percentage of events within their circumference. The circles contain the specified percentage
of events within their circumference (solid for 99%, dashed for 90% and dotted for 80%). The overall e!ciency of resolving the
combinatorial problem is about 79%.

FIG. 4. The same as Fig. 3 but for the hemisphere method. The overall e!ciency (matching accuracy) is about 50%.

their circumference (solid for 99%, dashed for 90% and
dotted for 80%). As expected, most events are populated
at the correct mass with very little spread due to the
o!shell e!ects of top quark and W boson (left-panel).
Our study shows that 99.2% of the time the ground state
is given by the symmetric configuration (3 for top and 3
for anti-top), while 0.8% of the time, 2 or 4 particles
make up top quark (4 or 2 for anti-top quark) due to the

finite width e!ects, as shown in the right panel of Fig.
3. The overall e"ciency of resolving the combinatorial
problem is about 79%. Explicitly, the Hamiltonian H2

has, as its ground state, the bitstring that resolves the
combinatorial problem 79% of the time.

We also show results in Fig. 4 for the standard hemi-
sphere method [17, 18], when applied to our event topol-
ogy. In the hemisphere method, one clusters the visi-
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FIG. 6. The same as Fig. 5 but for ma-QAOA with p = 8. The overall e!ciency (matching accuracy) is 79%.

use

U(ωj , HP ) = exp
[

→i

n∑

k<ω=1

ωjkωε
Z

k
ε
Z

ω

]
. (17)

Here, ϑji and ωjkω are the adjustable parameters. For
the Ising model Hamiltonian (QUBO type), we expect

m =
(
n

2

)
as every pair of qubits will have a 2-qubit

gate. The expressibility of each qubit is enahnced by ma-
QAOA, enabling greater flexibility to explore its Bloch
sphere, which in turn allows the circuit to cover a larger
portion of the Hilbert space. Fig. 6 shows results which
are greatly improved. The jet assignment changed from
80% (QAOA) to ↑99% (ma-QAOA), thus improving the
resolution of the reconstructed masses.

C. Expressive QAOA

Expressive QAOA (XQAOA) [75] builds upon ma-
QAOA by adding another mixer Hamiltonian of Y gates
such that

|ε,ϑ,ω↓ =
p∑

j=1

U(εj , HX)U(ϑj , HM )U(ωj , HP ) (18)

where

U(εj , HX) = exp
[

→i

n∑

i=1

ϖjiε
Y

i

]
. (19)

Here ε
Y

i
= Yi is the Pauli-Y gate operating on the ith

qubit. This increases the number of adjustable parame-
ters to (2n+m)p. The motivation for XQAOA is that it

o!ers a higher expressibility still than ma-QAOA due to
the addition of a Y gate rotation on top of the X gate
with ma-QAOA being recovered when ε = 0.

The original QAOA is equivariant under the parity,
P =

∑
n

i=1
Xi, making the model learn the data better

than non-equivariant models [56, 57, 76]. Inclusion of
Y gates breaks equivariance of the quantum circuit but
increases the expressivity [77]. As a result, a smaller
depth leads to a better optimization for p ↔ n. How-
ever, in our exercise, we have obtained results showing a
worse performance of XQAOA versus ma-QAOA. Quali-
tatively, although XQAOA often converges quickly to an
eigenstate, a behavior we see with ma-QAOA as well, this
eigenstate is not necessarily the minimum eigenstate of
the Hamiltonian.

D. Feedback-based ALgorithm for Quantum
OptimizatioN (FALQON)

Feedback-based ALgorithm for Quantum Optimiza-
tioN [78] (FALQON) di!ers from the algorithms above as
it eschews the use of the classical optimizer. The circuit
layers are built recursively wherein, with each layer being
parameterized by a single number, the layer’s parameter
is determined by the previous layers, inspired by quan-
tum Lyapunov control [79]. In this algorithm, we begin
with a Hamiltonian of the form H(t) = HP + ϑ(t)HM

where ϑ(t) is called the control function. As before, we
wish to find the minimum energy eigenstate of HP and

9

FIG. 7. The same as Fig. 5 but for XQAOA with p = 8. The overall e!ciency (matching accuracy) is 47%.

FIG. 8. The same as Fig. 5 but for FALQON with p = 250. The overall e!ciency (matching accuracy) is 78%.

thus, for a state |ω(t)→, we require that

d
dt ↑ω(t)|HP |ω(t)→ ↓ 0 or (20)

ε(t) ↑ω(t)|i[HM , HP ]|ω(t)→ ↓ 0. (21)

There is a freedom at choosing what ε(t) is but it can be
set as a feedback loop.

ε(t) = ↔A(t ↔ ϑ) , (22)
A(t) ↗ ↑ω(t)|i[HM , HP ]|ω(t)→ , (23)

where ϑ is a small time delay. Following a similar deriva-
tion as above and discretizing time into time steps !t,
we obtain the recursive relationship εk+1 = ↔Ak where
Ak = ↑ωk|i[HM , HP ]|ωk→ and |ωk→ is the quantum state
of the circuit after the kth layer:

|ωk→ = UM (εk)UP |ωk→1→ , (24)

where

UM (εk) = e
→iωk!tHM , and UP = e

→i!tHP . (25)
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Is there a “Moore's law” for quantum computing?
• https://arxiv.org/pdf/2303.15547• https://arxiv.org/pdf/2303.15547

Figure 6: evolution of the number of physical qubits with D-Wave, IBM, Google and Rigetti. Compilation:Olivier
Ezratty.



Is there a “Moore's law” for quantum computing?
• https://arxiv.org/pdf/2303.15547• https://arxiv.org/pdf/2303.15547

Figure 9: scatter plot of qubit numbers and two-qubit gate error rates for commercial vendors. Source: vendor
fidelities numbers compiled by Olivier Ezratty as of March 2023



Willow System Metrics

Number of qubits 105

Average connectivity 3.47
(4-way typical)

Quantum Error Correction (Chip1) Random Circuit Sampling (Chip 2)

Single-qubit gate error
(mean,simultaneous) 0.035% 0.029% Single-qubit gate error

(mean, simultaneous)
0.036%  0.013%

Two-qubit gate error
(mean, simultaneous)

0.33%  0.18%
(CZ)

Two-qubit gate error
(mean, simultaneous)

0.14%  0.052%
(iswap-like)

Measurement error
(mean, simultaneous)

0.77%  0.21%
(repetitive, measure qubits)

Measurement error
(mean, simultaneous)

0.67%  0.51%
(terminal, all qubits)

Reset options Multi-level reset (l1) state and above)
Leakage removal (l2) state only)

Reset options Multi-level reset (l1) state and above)
Leakage removal (l2) state only)

T,time
(mean) 68 s  13 s2 T,time

(mean) 98 s  32 s2

Error correction cycles
per second

909,000
(surface code cycle = 1.1 s)

Circuit repetitions per second 63,000

Application performance 3,5,7 = 2.14  0.02 Application performance XEB fidelity depth 40 = 0.1%

Estimated time on Willow
vs classical supercomputer 5 minutes vs.1025years



Adiabatic Theorem

• Schrodinger equation:             

• Instantaneous eigenstate:       

• Initial condition:                          

• If evolution is slow enough,     

iℏ
dψ(t)

dt
= H(t) ψ(t)

H(t) ψn(t) = En(t) ψn(t)
ψ(t = 0) = ψ0

ψ(t) ≈ eiθ(t) ψ0

Born and Folk 1928
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operator in the interaction picture is given by UI(t) = T exp[�i
R
t

0 HI(t)dt] — a shorthand for the Dyson
series

UI(t) = 1 +
1X

q=1

(�i)q

q!

Z
t

0
dt1 · · ·

Z
t

0
dtqT [HI(tq) · · ·H(t1)] , (7)

where T denotes time-ordering [15] and HI(t) = e
iH0tV (t)e�iH0t. The Dyson series can also be re-written

as

UI(t) = 1 +
1X

q=1

(�i)q
Z

t

0
dt1HI(t1) · · ·

Z
tq�1

0
dtqHI(tq) (8)

and by relabeling the integration variables, the above equation takes the form:

UI(t) =
1X

q=0

(�i)q
Z

t

0
dtq · · ·

Z
t2

0
dt1HI(tq) · · ·HI(t1) , (9)

where hereafter we will use the q = 0 term to symbolize the identity operator.
The operator UI(t) evolves the interaction-picture wave-function | I(t)i which is related to the Schrödinger-

picture wave-function via | I(t)i = e
iH0t| (t)i (in our units, ~ = 1). Similarly, the Schrödinger-picture

time-evolution operator U(t) is related to the interaction-picture operator via U(t) = e
�iH0tUI(t). In the

next section we present an equivalent form for the Dyson series, Eq. (9), by systematically evaluating the
integrals in the sum, writing V (t) as a sum of exponentials in t.

A. Generalized permutation operator representation of the perturbation Hamiltonian

We begin by denoting the eigenstates and eigenenergies of the free Hamiltonian H0 by B = {|zi} and E =
{Ez}, respectively, such that H0|zi = Ez|zi. (For simplicity we assume a discrete countable set of eigenstates
and eigenenergies). We will refer to B as the ‘computational basis’. Next, we write the perturbation
Hamiltonian V (t) as a sum of generalized permutation operators ⇧i [16]:

V (t) =
MX

i=0

⇧i(t) =
MX

i=0

Di(t)Pi , (10)

where every generalized permutation operator is further expressed as a product of a (time dependent)
diagonal (in the computational basis) operator Di and a bona-fide permutation operator Pi. Specifically, the
action of Di and Pi on a computational basis states is given by Di|zi = di(z)|zi, where di(z) is in general a
complex number, and Pi|zi = |z0i for some |z0i 2 B depending on i and z. The i = 0 permutation operator
will be reserved to the identity operator, that is, P0 = 1. Armed with these notations, the action of a
generalized permutation operator ⇧i on a basis state |zi is given by DiPi|zi = di(z0)|z0i, where z

0 depends
on both the state z and the operator index i. We note that any Hamiltonian can be readily cast in the above
form [11]. This representation, in terms of generalized permutation operators, was recently introduced in
the context of quantum Monte Carlo simulations [9–11].

At this point, we write each diagonal operator, Di(t), in Eq. (10) as an exponential sum in t, that is,

Di(t) =
KiX

k=1

e
i⇤(k)

i t
D

(k)
i

, (11)

where both ⇤(k)
i

and D
(k)
i

are (generally complex-valued) diagonal matrices and Ki denotes the number of
terms in the decomposition of Di. (For more details as to how to carry out this decomposition e�ciently,
see Refs. [17–19].) Thus, V (t) can be written as

V (t) =
MX

i=1

KX

k=1

e
i⇤(k)

i t
D

(k)
i

Pi (12)

(for simplicity, hereafter we fix Ki = K 8i, though this assumption can be easily removed).

ψ(t) = U(t) ψ(0)

• Schrodinger equation:             
dt

H(t) ψn(t) = En(t) ψn(t)• Instantaneous eigenstate:       
ψ(t = 0) = ψ0• Initial condition:                          
ψ(t) ≈ e iθ(t) ψ0• If evolution is slow enough,     



Quantum Annealing  
(Gradient-Free quantum optimization)

•  is the problem Hamiltonian whose ground state encodes the solution to the 
optimization problem 

•  is the initial Hamiltonian whose ground state is easy to prepare. 

• Prepare a quantum system to be in the ground state of  and evolve the system 
using the following time-dependent Hamiltonian,  

• The system will remain to its ground state at all times for a large T, which means 
for t=T, the system will be in the ground state of , our problem Hamiltonian. 

• D-wave has built Quantum Annealing that solves optimization problem by 
transferring the original optimization to a hardware, that allows nearest neighbor 
interaction of qubits. 

• Compared to the processing time of O(2^n) with the simplest but a robust brute-
force scanning algorithm with a classical computer, a quantum annealer can have 
an enormous advantage in the computation complexity as 

Hp

H0

H0

Hp

H(t) = (1 −
t
T ) H0 +

t
T

Hp

Apolloni, Bianchi, De Falco 1988
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FIG. 2. We choose an event from detector level MC samples
of EEq.q. (7c) to calculate (a) energy spectrum of HQUBO

with increasing indices of spin states, (b) histogram of energy
spectrum of HQUBO for all possible 212(= 4096) spin states.

for a given spin state {si}. In Fig. 2 we show (a) the
energy spectrum of HQUBO and (b) histogram of en-
ergy spectrum of HQUBO with an event from a four top-
quark production process as in Eq. (7c). For the order-
ing of spin states in Fig. 2(a), we increase a spin state
by flipping a spin in an increasing order based on a bi-
nary digit. For example with four spins, the spin order
(""""!"""#!""#"!""##! · · · ) corresponds to the in-
dex as (0 ! 1 ! 2 ! 3 ! 4 ! · · · ). One can try a con-
ventional procedure called a simulated annealing to find
a global minimum in HQUBO distribution of Eq. (6) [24].
Simulated annealing uses a thermodynamic probability
to find a global ground state. It starts with an initial
temperature T0 and gradually decreases temperature T

to zero degree at each annealing step. In each step, this
algorithm checks whether flipping a spin is beneficial to
get a global minimum. If the energy with flipped spin is
lower than the initial energy, it takes the flipped spin con-
figuration. If not, the spin will be flipped according to
the probability of Boltzmann factor, e�(En+1�En)/kB T .
But when the structure of an energy spectrum with a
spin state is complicated, it will have a local minimum
problem. In our case, the energy spectrum can be ex-
tremely complicated as shown in Fig. 2. In Fig. 2(a), the
energy structure similar to a dense pine tree park neu-
tralizes simulated annealing, as sudden drops and rises
disable the attempt of spin flipping procedures. On top
of this local minimum problem, the population near a
global minimum is sparse as we observe in Fig. 2(b). Thus
we choose to take a quantum advantage to find a global
minimum for a complicated energy distribution.
Quantum advantage. Quantum annealing (QA) is op-
timized to handle problems in a QUBO form. It uses the
adiabatic theorem to find the ground state of a compli-
cated HQUBO starting from the ground state of a trivial
Hamiltonian H0 [25];

HQA(t) = A(t)H0 +B(t)HQUBO, (8)

where H0 =
P

i (s?)i with a new spin set {s?} which is
transverse to the spin set {s} of HQUBO. At the be-
ginning of t = 0, HQA(0) = A(0)H0 as A 6= 0 and
B = 0. Thus the ground state of HQA(0) is the same

Process
pp ! tt̄ pp ! HZ pp ! õõ

⇤

Eq. (7a) Eq. (7b) Eq. (7c)

Success rate 100% 100% 93%

TABLE I. Success rate in finding a global minimum of HQUBO

using D-Wave Advantage™.

as the ground state of H0. By adiabatically decreasing
A to 0 but increasing B with a time t, the ground state
of H0 can be transmitted to the ground state of HQUBO

via HQA. To realize QA process of Eq. (8), we use a com-
mercial D-Wave Advantage™ which has 5000+ available
spins (=qubits) [26].
Most of time spent by a QA procedure is dedicated to

a preparation step, while required time for an annealing
process is independent on the size of inputs. In our case
with Eq. (3), preparation time TQUBO is of O(n2). Com-
pared to the processing time of O(2n) with the simplest
but a robust brute-force scanning algorithm with a classi-
cal computer, a quantum annealer can have an enormous
advantage in the computational complexity as

TQUBO(n) ⇠ O(n2) ⌧ O(2n), (9)

In Table I, we illustrate the performance of a quantum
annealer in finding a global minimum. Monte Carlo sam-
ples for HQUBO are generated as in the previous section.
As we notice, current quantum annealer achieves a good
performance to find a global minimum for complicated
energy distributions which is not possible with simulated
annealing. By assigning jets into either A orB, we can re-
construct the four-momenta of A and B to identify their
properties as in Fig. 3. Reconstructed mass MA and MB

with HQUBO algorithm spots the true mass point (Top
panel in Fig. 3). The most populated number of clustered
jets in A is equal to the true number of decayed particles
from A (Bottom panel in Fig. 3) for a hadronically de-
caying top quark in Eq. (7a), a higgs decaying into four
jets via W

± bosons in Eq. (7b) and a color octet scalar õ
which decays into a top-quark pair, resulting in six jets
as in Eq. (7c). We can apply HQUBO sequentially to find
the substructures of A and B;

H
(A)

QUBO
=

X̀

ij=1

J
0↵
ij s

↵
i s

↵
j +

X̀

i=1

h
0↵
i s

↵
i , (10)

H
(B)

QUBO
=

mX

ij=1

J
0�
ij s

�
i s

�
j +

mX

i=1

h
0�
i s

�
i , (11)

where {s
↵
i } is a spin set for particles clustered into A

and {s
�
i } is the one for particles assigned to B after min-

imizing an original HQUBO. Here ` and m vary in an
event by event basis, only need to satisfy ` + m = n.
We get additional constraints for the number of inter-
mediate particles from the decay of each of A and B as
A ! A1, A2 and B ! B1, B2. In Fig. 4, we present the
result of above sequential application to the most com-
plicated process of Eq. (7c). Sequential QA reveals the

•  is the initial Hamiltonian whose ground state is easy to prepare. 

• Prepare a quantum system to be in the ground state of  and evolve the system 
using the following time-dependent Hamiltonian,  

• The system will remain to its ground state at all times for a large T, which means 
Hpfor t=T, the system will be in the ground state of , our problem Hamiltonian. 

• D-wave has built Quantum Annealing that solves optimization problem by 
transferring the original optimization to a hardware, that allows nearest neighbor 
interaction of qubits. 

• Compared to the processing time of O(2^n) with the simplest but a robust brute-
force scanning algorithm with a classical computer, a quantum annealer can have 
an enormous advantage in the computation complexity as TQUBO(n) ⇠O(n2) □O(2n)



Efficient vs inefficient algorithms
• Efficient: computation time scales polynomially with 

problem’s size.  
– (Ex)  (tensor operations, i.e., ):  

• n=1000:  t = 1 sec  
• n=1050:  t = 1.2 sec 

• Inefficient: computation time scales exponentially.  
– (Ex)  (factoring) 

• n=1000: t = 1 sec  
• n=1001: t = 2 sec 
• n=1006: t = 1 min  
• n=1012: t = 1 hour 
• n=1050: t ~ 3.3 million years

n4 ⟨ij |kℓ⟩

2n

( 1050
1000 )

4

≈ 1.2

( 21006

21000 ) = 26 = 64

( 21050

21000 ) = 250

• Efficient: computation time scales polynomially with 
problem’s size.  

• n=1000:  t = 1 sec  4(1000) ≈1.2• n=1050:  t = 1.2 sec 

• Inefficient: computation time scales exponentially.  
2n– (Ex)  (factoring) 

(21000
 ) = 26 = 64• n=1000: t = 1 sec  

• n=1001: t = 2 sec 
• n=1006: t = 1 min  

(21000
 ) = 250

• n=1012: t = 1 hour 
• n=1050: t ~ 3.3 million years



Adiabatic Theorem
• Adiabatic theorem: A physical system remains in its instantaneous eigenstate, if a given 

perturbation is acting on it slowly enough and if there is a gap between the eigenvalue 
and the rest of the Hamiltonian’s spectrum. (Max Born and Vladimir Folk 1928) 

• Under a slowly changing Hamiltonian H(t) with instantaneous eigenstate  and the 
corresponding energy , a quantum system evolves from initial state 

  to final state  where 

  with the dynamical phase   and 

geometrical phase  

• Adiabatic approximation: the rate of change of Hamiltonian  is small and there is 
finite gap 

 

•  so if the system begins in an eigenstate of H(0), it remains in an 
eigenstate of H(t) during the evolution with a change of phase only.

|n(t)⟩
E(t)

|ψ (0)⟩ = ∑
n

cn(0) |n(0)⟩ |ψ (t)⟩ = ∑
n

cn(t) |n(t)⟩

cn(t) = cn(0) eiθn(t) eiγn(t) θn(t) = −
1
ℏ ∫

t

0
En(t′ ) dt′ 

γ(t) = i∫
t

0
⟨n(t′ ) | ·n(t′ )⟩ dt′ 

·H(t)
Em(t) − En(t) ≠ 0 between energies for m ≠ n →

⟨n(t′ ) | ·n(t′ )⟩ = −
⟨m(t) | ·H(t) |n(t)⟩

Em(t) − En(t)
→ 0

|cn(t) |2 = |cn(0) |2

• Adiabatic theorem: A physical system remains in its instantaneous eigenstate, if a given 
perturbation is acting on it slowly enough and if there is a gap between the eigenvalue 
and the rest of the Hamiltonian’s spectrum. (Max Born and Vladimir Folk 1928) 

• Under a slowly changing Hamiltonian H(t) with instantaneous eigenstate  and the 
E(t)corresponding energy , a quantum system evolves from initial state 

| ψ(0)⟩= ∑ | ψ (t)⟩= ∑cn(0) | n(0)⟩ cn(t) | n(t)⟩  to final state  where 
n n

t

cn(t) = cn(0) e iθn(t) e iγn(t) θn(t) = − 1
ℏ

∫ En(t′￼) dt′  with the dynamical phase   and 
0

t

γ(t) = i∫ ⟨n(t′￼) | ·n(t′￼)⟩ dt′geometrical phase  
0

• Adiabatic approximation: the rate of change of Hamiltonian  is small and there is 
Em(t) − En(t) ≠0 between energies for m ≠ n →finite gap 

·
⟨n(t′￼) | ·n(t′￼)⟩= − ⟨m(t) | H(t) | n(t)⟩ →0 

Em(t) − En(t)
| cn(t) |2 = | cn(0) |2•  so if the system begins in an eigenstate of H(0), it remains in an 
eigenstate of H(t) during the evolution with a change of phase only.



Adiabatic Theorem
H(t) |n(t)⟩ = En(t) |n(t)⟩

|ψ (t)⟩ = ∑
n

cn(t) |n(t)⟩ iℏ
∂
∂t

|ψ (t)⟩ = H(t) |ψ (t)⟩

|n(t)⟩ : is eigenstates of Hamiltonian, basis

satisfies time-dependent 
Schrödinger equation

d
dt

: ·H(t) |n(t)⟩ + H(t) | ·n(t)⟩ = ·En(t) |n(t)⟩ + En(t) | ·n(t)⟩

Assume  and perform inner product with :m ≠ n |m(t)⟩

⟨m(t) | ·H(t) |n(t)⟩ + ⟨m(t) |H(t) | ·n(t)⟩ = ·En(t) ⟨m(t) |n(t)⟩ + En(t) ⟨m(t) | ·n(t)⟩

H(t) |m(t)⟩ = Em(t) |m(t)⟩

⟨m(t) | ·H(t) |n(t)⟩ + Em(t) ⟨m(t) | ·n(t)⟩ = En(t) ⟨m(t) | ·n(t)⟩ → ⟨m(t) | ·n(t)⟩ = −
⟨m(t) | ·H(t) |n(t)⟩

Em(t) − En(t)

,⟨m(t) |n(t)⟩ = δmn

Adiabatic approximation: the rate of change in Hamiltonian  is small and there is  
                                finite gap  between energies    .

·H(t)
Em(t) − En(t) ≠ 0 → ⟨m(t) | ·n(t)⟩ ≈ 0



Adiabatic Theorem
→ iℏ∑

n

·cn(t) |n(t)⟩ + cn(t) | ·n(t)⟩ = ∑
n

En(t) cn(t) |n(t)⟩

Inner product with :|m(t)⟩ ⟨m(t) |[ iℏ∑
n

·cn(t) |n(t)⟩ + cn(t) | ·n(t)⟩ = ∑
n

En(t) cn(t) |n(t)⟩ ]
Using , we obtain⟨m(t) |n(t)⟩ = δmn

iℏ ·cm(t) + iℏ∑
n

cn(t) ⟨m(t) | ·n(t)⟩ = cm(t) Em(t)

iℏ
∂
∂t

|ψ (t)⟩ = H(t) |ψ (t)⟩

|ψ (t)⟩ = ∑
n

cn(t) |n(t)⟩

⟨m(t) | ·n(t)⟩ ≈ 0 for m ≠ n
In the adiabatic limit, iℏ ·cm(t) + iℏcm(t) ⟨m(t) | ·m(t)⟩ = cm(t) Em(t)

i ·cm(t) = ( Em(t)
ℏ

− i ⟨m(t) | ·m(t)⟩) cm(t) → ·cm(t) = i (−
Em(t)

ℏ
+ i ⟨m(t) | ·m(t)⟩) cm(t)

d
dt

ln cm(t) =
1

cm(t)
dcm(t)

dt
=

·cm(t)
cm(t)

= −
i
ℏ

Em(t) + i i⟨m(t) | ·m(t)⟩

cm(t) = cm(0)eiθm(t)eiγm(t) θm(t) = −
1
ℏ ∫

t

0
Em(t′ ) dt′ γ(t) = i ∫

t

0
⟨m(t′ ) | ·m(t′ )⟩ dt′ 

dynamical phase,  
real, function of E

geometrical phase,  
pure real



Adiabatic Theorem
cm(t) = cm(0)eiθm(t)eiγm(t) θm(t) = −

1
ℏ ∫

t

0
Em(t′ ) dt′ γ(t) = i ∫

t

0
⟨m(t′ ) | ·m(t′ )⟩ dt′ 

dynamical phase,  
real, function of E

geometrical phase,  
pure real, 

Has something to do with 
direction in the Hilbert space

0 =
d
dt

⟨m(t) |m(t)⟩ = ⟨ ·m(t) |m(t)⟩ + ⟨m(t) | ·m(t)⟩

= ⟨m(t) | ·m(t)⟩* + ⟨m(t) | ·m(t)⟩

= 2 Re ⟨m(t) | ·m(t)⟩ → γm(t) : pure real

⟨ϕ |ψ⟩* = ⟨ψ |ϕ⟩



Adiabatic Theorem

• Schrodinger equation:             

• Instantaneous eigenstate:       

• Initial condition:                          

• If evolution is slow enough,     

iℏ
dψ(t)

dt
= H(t) ψ(t)

H(t) ψn(t) = En(t) ψn(t)
ψ(t = 0) = ψ0

ψ(t) ≈ eiθ(t) ψ0

Born and Folk 1928
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operator in the interaction picture is given by UI(t) = T exp[�i
R
t

0 HI(t)dt] — a shorthand for the Dyson
series

UI(t) = 1 +
1X

q=1

(�i)q

q!

Z
t

0
dt1 · · ·

Z
t

0
dtqT [HI(tq) · · ·H(t1)] , (7)

where T denotes time-ordering [15] and HI(t) = e
iH0tV (t)e�iH0t. The Dyson series can also be re-written

as

UI(t) = 1 +
1X

q=1

(�i)q
Z

t

0
dt1HI(t1) · · ·

Z
tq�1

0
dtqHI(tq) (8)

and by relabeling the integration variables, the above equation takes the form:

UI(t) =
1X

q=0

(�i)q
Z

t

0
dtq · · ·

Z
t2

0
dt1HI(tq) · · ·HI(t1) , (9)

where hereafter we will use the q = 0 term to symbolize the identity operator.
The operator UI(t) evolves the interaction-picture wave-function | I(t)i which is related to the Schrödinger-

picture wave-function via | I(t)i = e
iH0t| (t)i (in our units, ~ = 1). Similarly, the Schrödinger-picture

time-evolution operator U(t) is related to the interaction-picture operator via U(t) = e
�iH0tUI(t). In the

next section we present an equivalent form for the Dyson series, Eq. (9), by systematically evaluating the
integrals in the sum, writing V (t) as a sum of exponentials in t.

A. Generalized permutation operator representation of the perturbation Hamiltonian

We begin by denoting the eigenstates and eigenenergies of the free Hamiltonian H0 by B = {|zi} and E =
{Ez}, respectively, such that H0|zi = Ez|zi. (For simplicity we assume a discrete countable set of eigenstates
and eigenenergies). We will refer to B as the ‘computational basis’. Next, we write the perturbation
Hamiltonian V (t) as a sum of generalized permutation operators ⇧i [16]:

V (t) =
MX

i=0

⇧i(t) =
MX

i=0

Di(t)Pi , (10)

where every generalized permutation operator is further expressed as a product of a (time dependent)
diagonal (in the computational basis) operator Di and a bona-fide permutation operator Pi. Specifically, the
action of Di and Pi on a computational basis states is given by Di|zi = di(z)|zi, where di(z) is in general a
complex number, and Pi|zi = |z0i for some |z0i 2 B depending on i and z. The i = 0 permutation operator
will be reserved to the identity operator, that is, P0 = 1. Armed with these notations, the action of a
generalized permutation operator ⇧i on a basis state |zi is given by DiPi|zi = di(z0)|z0i, where z

0 depends
on both the state z and the operator index i. We note that any Hamiltonian can be readily cast in the above
form [11]. This representation, in terms of generalized permutation operators, was recently introduced in
the context of quantum Monte Carlo simulations [9–11].

At this point, we write each diagonal operator, Di(t), in Eq. (10) as an exponential sum in t, that is,

Di(t) =
KiX

k=1

e
i⇤(k)

i t
D

(k)
i

, (11)

where both ⇤(k)
i

and D
(k)
i

are (generally complex-valued) diagonal matrices and Ki denotes the number of
terms in the decomposition of Di. (For more details as to how to carry out this decomposition e�ciently,
see Refs. [17–19].) Thus, V (t) can be written as

V (t) =
MX

i=1

KX

k=1

e
i⇤(k)

i t
D

(k)
i

Pi (12)

(for simplicity, hereafter we fix Ki = K 8i, though this assumption can be easily removed).

ψ(t) = U(t) ψ(0)

• Schrodinger equation:             
dt

H(t) ψn(t) = En(t) ψn(t)• Instantaneous eigenstate:       
ψ(t = 0) = ψ0• Initial condition:                          
ψ(t) ≈ e iθ(t) ψ0• If evolution is slow enough,     



Limitation of Quantum Annealing
• Performance of quantum annealing are governed by the size 

of the gap. 

• If the energy gap b/w the ground state and 1st excited state 
is small, T must be very large  computationally difficult.  

• Performance is poor, when eigenvalues are degenerate. 
→

  

Limitation of quantum annealing:
quantum-phase transitions

https://arxiv.org/pdf/1903.06559.pdf

Adiabatic condition for a quantum Annealer:

Instantaneous ‘gap’

→ Performance of quantum annealing are governed by the size of the gap’

H(0) = H0 H(t = T ) = Hp

Δt ≫ max
0≤≤1

⟨1(s) | dH(s)
ds

|0(s)⟩

Δ(s)2

T = Δs , 0 ≤ s ≤ 1

H(t) = (1 −
t
T ) H0 +

t
T

Hp

• Performance of quantum annealing are governed by the size 
of the gap. 

• If the energy gap b/w the ground state and 1st excited state 
→is small, T must be very large  computationally difficult.  

• Performance is poor, when eigenvalues are degenerate. 



Why should we care about QAOA?
• Solve optimization problems 

– Solves quadratic unconstrained problems with binary variables  
• Near-term algorithm 

– Algorithm runs on small quantum computers 
– Low depth, robust to errors 
– Requires relatively few physical qubits to get to interesting practical 

problem sizes 
• Adaptable algorithm  

– In principle, we can easily model the objective function that we are 
trying to solve 

• Expected to be faster than classical  
– Classical approaches move through the search space one solution 

at a time 
– In quantum, we can create a superposition of states and operate in 

all states in parallel.

• Solve optimization problems 
– Solves quadratic unconstrained problems with binary variables  

• Near-term algorithm 
– Algorithm runs on small quantum computers 
– Low depth, robust to errors 
– Requires relatively few physical qubits to get to interesting practical 

problem sizes 
• Adaptable algorithm  

– In principle, we can easily model the objective function that we are 
trying to solve 

• Expected to be faster than classical  
– Classical approaches move through the search space one solution 

at a time 
– In quantum, we can create a superposition of states and operate in 

all states in parallel.



• The cost function to be maximized: 

• Introducing                  , the cost function can be rewritten 

C(x) = ∑
(i, j)∈E

(xi + xj − 2xixj) where xi ∈ {0,1}

C(s) =
1
2 ∑

(i, j)∈E
(1 − sisj) ⟶ C(s) =

1
2 ∑

(i, j)∈E
(1 − σz

i σz
j )

xi =
si + 1

2

xi + xj − 2xixj = 1, if xi and xj belong in different sets .

xi + xj − 2xixj = 0, if xi and xj belong in the same set .

(i, j) : the edge index
i : vertex index

σz = (1 0
0 −1) σz

i : Pauli′ s Z matrix actingon the ith vertex
σz

j : Pauli′ s Z matrix actingon the jth vertex
σz |0⟩ = + 1 |0⟩
σz |1⟩ = − 1 |1⟩

|0⟩ = (1
0) |1⟩ = (0

1)

QUBO example: Max-cut Problem

si ∈ Z2 = {−1,1}

Matrices = linear operators = observables

Eigenvalues = what are actually measured in experiments

• The cost function to be maximized: 

• Introducing                  , the cost function can be rewritten 
2



Quantum Approximate Optimization 
Algorithm (QAOA)

HP = C(s) = HC =
1
2 ∑

(i, j)∈E
(1 − σz

i σz
j ) : Problem Hamiltonian (i, j) : the edge index

i : vertex index

Farhi et al 2014

Quantum Approximation Optimization Algorithm (QAOA)

According to the adiabatic theorem, if a Hamiltonian is slowly varying and starts in an eigenstate
of the initial Hamiltonian, then it will end in the corresponding eigenstate of the final Hamiltonian.
If our Hamiltonian is

H(t) =

✓
1� t

T

◆
HM +

t

T
HP

and starts in an eigenstate of H(0) = HM (which we call the mixer Hamiltonian), then at t = T

it will be in the corresponding eigenstate of H(T ) = HP (called the problem Hamiltonian) granted
T is large. So, if we know the ground state eigenvalue of HM , then we can find the ground state
eigenvalue of HP with this Hamiltonian H.

If our initial state is | 0i, then it evolves as

| i = exp


�i

Z
t

0
H(t0) dt0

�
| 0i

Discretizing the integral:

= exp

2

4�i

pX

j=1

H(j�t)�t

3

5 | 0i

We can’t exactly split up this exponential into a product of p exponents. But we can approximate
it by ignoring second-order and higher terms in p�t.

⇡
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exp


�i�t
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T

◆
HM +

j�t

T
HP

��
| 0i

Once again, if �t is small and T is large, then
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
�i�t

✓
1� j�t

T

◆
HM

�
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
�i�t

j�t

T
HP

�
| 0i

Reparameterize:

=
pY

j=1

exp


� i�jHM

�

| {z }
U(HM ,�j)

exp


� i�jHP

�

| {z }
U(HP ,�j)

| 0i

So we can approximate the evolution of a state under this Hamiltonian as a product of 2p param-
eterized unitaries where it is more accurate for larger p. So if we start in the lowest (or highest)
state of HM , we will end up in the lowest (or highest) state of HP .

The eigenvalues of the Pauli matrix �x are ±1 with eigenvectors |±i = (|0i± |1i) /
p
2. So if

our initial state is |+i then we will begin in the highest energy state for �x. Then for n qubits, our
known Hamiltonian can be

HM =
nX

i=1

�
z

i .

1

HM = B = HB = ∑
j

σX
j : Mixer Hamiltonian

Undirected Graph: G = (V, E) 
V: set of nodes 
E: set of edges 

Full Hamiltonian: 
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and starts in an eigenstate of H(0) = HM (which we call the mixer Hamiltonian), then at t = T

it will be in the corresponding eigenstate of H(T ) = HP (called the problem Hamiltonian) granted
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of the initial Hamiltonian, then it will end in the corresponding eigenstate of the final Hamiltonian.
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and starts in an eigenstate of H(0) = HM (which we call the mixer Hamiltonian), then at t = T

it will be in the corresponding eigenstate of H(T ) = HP (called the problem Hamiltonian) granted
T is large. So, if we know the ground state eigenvalue of HM , then we can find the ground state
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If our initial state is | 0i, then it evolves as
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Discretizing the integral:
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it by ignoring second-order and higher terms in p�t.
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So we can approximate the evolution of a state under this Hamiltonian as a product of 2p param-
eterized unitaries where it is more accurate for larger p. So if we start in the lowest (or highest)
state of HM , we will end up in the lowest (or highest) state of HP .

The eigenvalues of the Pauli matrix �x are ±1 with eigenvectors |±i = (|0i± |1i) /
p
2. So if

our initial state is |+i then we will begin in the highest energy state for �x. Then for n qubits, our
known Hamiltonian can be

HM =
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Works in the adiabatic limit or p → ∞

(Initial Hamiltonian)

And this state is simple to prepare: it is just |+i = H |0i. Thus we have everything we need to
evolve the state:

|�,�i =
pY

j=1

U(HM ,�j)U(HP , �j) |+i⌦n

where |�,�i ⌘ | i. This prepared state will be an approximation of the highest energy state of
HP . Thus if we can write a cost function as a Hamiltonian, then we can classically optimize the 2p
parameters (�,�) such that

Fp(�,�) = h�,�|HP |�,�i

is maximized.

Max Cut

In the max cut problem, we have a graph G = (V,E) with vertices V = {Vi} and edges E = {Ejk}.
We want to cut the graph wherein we split the graph into two subgraphs such that these two
subgraphs share a maximal number of edges. So our cost function will be

C =
1

2

X

j,k2E
1� (�1)j(�1)k| {z }

Cjk

.

where vertices of one subgraph have a value of 1 and vertices of the other have a value of 0. Thus
if vertices j and k are not of the same subgraph, then j + k = 1 and so Cjk = 1 otherwse Cjk = 0.
So this cost function returns the number of cuts. Thus we want to maximize C. So to write this as
a Hamiltonian, note that the eigenvalues of the Pauli matrix �z are ±1 with eigenvectors |0i and
|1i. Thus, for a single edge,

1

2

�
1� �

z

j�
z

k

�
|jki = Cjk |jki

and, more generally,

1

2

X

j,k2E

�
1� �

z

j�
z

k

�
| i = C | i .

and thus we have our problem Hamiltonian and therefore our unitary:

U(HP , �i) = exp

2

4�i�i

X

j,k2E
�
z

j�
z

k

3

5

where the first term (the 1) is the identity and so will not a↵ect the expectation value and the
�1/2 is absorbed into the constant �i.

So how is this realized as a circuit? For the mixer Hamiltonian,

U(HM ,�j) = exp

"
�i�j

nX

i=1

�
z

i

#

=
nY

i=1

e
�i�j�

z
i

2

Quantum Approximation Optimization Algorithm (QAOA)
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and starts in an eigenstate of H(0) = HM (which we call the mixer Hamiltonian), then at t = T

it will be in the corresponding eigenstate of H(T ) = HP (called the problem Hamiltonian) granted
T is large. So, if we know the ground state eigenvalue of HM , then we can find the ground state
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The eigenvalues of the Pauli matrix �x are ±1 with eigenvectors |±i = (|0i± |1i) /
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Quantum Approximate Optimization 
Algorithm (QAOA)

C(s) =
1
2 ∑

(i, j)∈E
(1 − σz

i σz
j ) , B = ∑

j

σX
j

(i, j) : the edge index
i : vertex index

σ z = (1 0
0 −1)

σ z
i : Pauli′ s Z matrix actingon the ith vertex

σ z
j : Pauli′ s Z matrix actingon the jth vertex

σ z |0⟩ = + 1 |0⟩ σ z |1⟩ = − 1 |1⟩ |0⟩ = (1
0) |1⟩ = (0

1)
U(C, γ) = e−i γ C = ∏

(i, j)∈E

e−i γ Cij , U(B, β) = e−i β B =
n

∏
j=1

e−i β Bj

|ψ ( ⃗γ , ⃗β)⟩ = [
p

∏
i=1

U(B , βi)U(C , γi)]H⊗n |0⟩

Farhi et al 2014

e−iβσ X
j = cos β − iσX

j sin β

= U(B, βp) U(C, γp) ⋯ U(B, β1) U(C, γ1)
1

2
n

2n−1

∑
i=1

| i⟩

⃗γ = (γ1, γ2, ⋯, γp), and ⃗β = (β1, β2, ⋯, βp)2p angles (parameters):

Goal is to find minimum/maximum over angles: Mp = max
⃗γ , ⃗β

⟨ψ ( ⃗γ , ⃗β) | C | ψ ( ⃗γ , ⃗β)⟩



Quantum Approximate Optimization Algorithm (QAOA)
Farhi et al 2014

H |ψ⟩ = i
∂
∂t

|ψ⟩ |ψ⟩ = e−iHt |ψ0⟩

C(s) =
1
2 ∑

(i, j)∈E
(1 − σz

i σz
j ) , B = ∑

j

σX
j

Problem Hamiltonian Initial HamiltonianH = C(s) + B

U(C, γ) = e−i γ C = ∏
(i, j)∈E

e−i γ Cij , U(B, β) = e−i β B =
n

∏
j=1

e−i β Bj

|ψ ( ⃗γ , ⃗β)⟩ = [
p

∏
i=1

U(B , βi)U(C , γi)]H⊗n |0⟩

minimum/maximum over angles: Mp = max
⃗γ , ⃗β

⟨ψ( ⃗γ , ⃗β) | C | ψ( ⃗γ , ⃗β)⟩

For a large p

(i, j) : the edge index
i : vertex index

σ z = (1 0
0 −1) σz

i : Pauli′ s Z matrix actingon the ith vertex
σz

j : Pauli′ s Z matrix actingon the jth vertex

σ z |0⟩ = + 1 |0⟩ σ z |1⟩ = − 1 |1⟩ |0⟩ = (1
0) |1⟩ = (0

1)
H |x⟩ =

1

2
( |0⟩ + (−1)x |1⟩)



Quantum Approximate Optimization Algorithm (QAOA)
• How do  and  operate on ?U(C, γ) U(B, β) |ψ⟩

U(C, γ) H⊗n |0 ⋯ 0⟩ = e−iγC H⊗n |0 ⋯ 0⟩ = exp[ − iγ
1
2 ∑

(i, j)∈E
(1 − σZ

i σZ
j )]H⊗n |0 ⋯ 0⟩

= ∏
(i, j)∈E

exp[ − iγ
1
2 (1 − σZ

i σZ
j )]H⊗n |0 ⋯ 0⟩

exp[ − iγ
1
2 (1 − σZ

i σZ
j )]H⊗n |0 ⋯ 0⟩ = exp( − i

γ
2 )exp( + i

γ
2

σZ
i σZ

j )H⊗n |0 ⋯ 0⟩

exp( + i
γ
2

σZ
i σZ

j ) |⋯0⋯0⋯⟩ = exp( + i
γ
2

1 ⋅ 1) |⋯0⋯0⋯⟩

exp( + i
γ
2

σZ
i σZ

j ) |⋯0⋯1⋯⟩ = exp( − i
γ
2

1 ⋅ 1) |⋯0⋯1⋯⟩

exp( + i
γ
2

σZ
i σZ

j ) |⋯1⋯0⋯⟩ = exp( − i
γ
2

1 ⋅ 1) |⋯1⋯0⋯⟩

exp( + i
γ
2

σZ
i σZ

j ) |⋯1⋯1⋯⟩ = exp( + i
γ
2

1 ⋅ 1) |⋯1⋯1⋯⟩

Four different 
possibilities: 

i j

• How do  and  operate on ?



Quantum Approximate Optimization Algorithm (QAOA)

• If bits  and  are the same, i j exp[ − iγ
1
2 (1 − σZ

i σZ
j )] | ⋯ ⟩ = + 1 | ⋯ ⟩

exp[ − iγ
1
2 (1 − σZ

i σZ
j )] | ⋯ ⟩ = e−iγ | ⋯ ⟩• If bits  and  are different, i j

• If bits  and  are different, rotate the output state around  axis by an angle .i j z γ

σZ |a⟩ = (−1)a |a⟩ RZ(θ) = exp( − i
θ
2

σZ) = (e−iθ/2 0
0 e+iθ/2)

In circuit: CNOT |x y⟩ | = |x x ⊕ y⟩

I ⊗ Rz(2γ) |x x ⊕ y⟩ = exp( − iγ(−1)x⊕y) |x x ⊕ y⟩

because the �
z

i
’s commute since they act on di↵erent qubits. Note that Pauli matrices are just the

generators of rotations. So this unitary is just an Rz(2�j) rotation on every qubit:

=
nY

i=1

R
i

z(2�j)

And for the problem Hamiltonian,

U(HP , �i) = exp

2

4�i�i

X

j,k2E
�
z

j�
z

k

3

5

=
Y

j,k2E
e
�i�i�

z
j �

z
k

This is the Rzz(2�i) gate. For the qubits |ji |ki, this is realized by the following setup:

|ji • •

|ki Rz(2�i)

9=
; exp


� i(�1)j+k

�i

�
|jki

After the first CNOT gate, we have the state |ji |j � ki. The Rz gate applies the rotation to the
second qubit, but the second CNOT gate returns our state to |ji |ki but with the rotation. Thus,
the gate setup is

=
Y

j,k2E
CNOTj,kR

k

z (2�i)CNOTj,k

So with our choice of graph and of p, we can build a quantum circuit for the max cut problem.
After choosing initial values for (�,�) and building |�,�i, we take measurements and choose our
favorite optimizer to maximize the expectation value of HP , i.e. if xi 2 {0, 1}⌦n, then

hHM i = 1

stot

2n�1X

i=0

siC(xi)

where si are the total number of times bit string xi was measured and stot is the total number of
measurements. In other words, it’s just a weight average.

3

|x⟩

|y⟩For U(B, β) = e−i β B =
n

∏
j=1

e−i β σ X
j =

n

∏
j=1

Rj
x(2β)

• Rotation of all n-qubits about x-axis with angle 2β

• If bits  and  are the same, 

exp[ − iγ 1
2 (1 − σZ

j )] | ⋯⟩= e−iγ | ⋯⟩i j i σZ• If bits  and  are different, 

• If bits  and  are different, rotate the output state around  axis by an angle .
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FIG. 5. Quantum circuit schematic of the operations in the original QAOA. The state is initialized by apply-
ing Hadamard gates on each qubit, represented as H¢n. This results in the equal superposition state of all
possible solutions. QAOA consists of alternating time evolution under the two Hamiltonians HC and HM for p
rounds, where the duration in round j is specified by the parameters “j and —j , respectively. In the original
QAOA, the mixing Hamiltonian HM is chosen as to be HM =

qn

j=1
Xj , After all p rounds, the state becomes

|�,�Í = e≠i—pHM e≠i“pHC . . . e≠i—2HM e≠i“2HC e≠i—1HM e≠i“1HC |sÍ .

address the issues with the standard QAOA ansatz. However, identifying such an alternative is a highly
non-trivial problem given the vast space of possible ansatzes. Farhi et al. [47] allowed the mixer to rotate
each qubit by a di�erent angle about the x-axis and modified the cost Hamiltonian based on hardware
connectivity. This modification was made primarily out of hardware capability concerns with the hope that
superior-than-classical performance can be experimentally verified.

LH-QAOA. In Ref. [48] Hadfield et al. considered alternative mixers including entangling ones on two
qubits. The selection of mixers is based on the criteria of preserving the relevant subspace for the given
combinatorial problem, for which they entitled it Local Hamiltonian-QAOA (LH-QAOA). Here we depict
the quantum circuit schematic of LH-QAOA in Fig. 6.
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FIG. 6. Quantum circuit schematic of the operations in LH-QAOA. The overall process of LH-QAOA is similar to
that of the original QAOA in Fig. 5, where the di�erence is that the mixer of LH-QAOA contains entangling an mixer
Hamiltonian on two qubits. These are represented by the HM,i blocks with various colors in the figure. Note that in
order to avoid an excessive amount of hyper-parameters, Hadfield et al. [48] choose the —j for each HM,i to be the
same in every layer.

QDD. In Refs. [25, 49] Verdon et al. adjusted the mixers for continuous optimization problem in which
the parameters to be optimized are continuous variables. In the original QAOA ansatz, the mixer is chosen
to be single-qubit X rotations applied on all qubits. These constitute an uncoupled sum of generators of
shifts in the computational basis. Similarly, the appropriate mixers in the continuous case should shift the
value for each digitized continuous variables stored in independent registers. They entitled it Quantum
Dynamical Descent (QDD). Here we depict the quantum circuit schematic of QDD in Fig. 7.

ADAPT-QAOA. LH-QAOA and QDD showcase the potential of problem-tailored mixers, but do not
provide a general strategy for choosing mixers for di�erent optimization problems. In Ref. [27] Zhu et al.
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p

∏
i=1
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It is hoped that quantum computers will o↵er advantages over classical computers for combina-
torial optimization. Here, we introduce a feedback-based strategy for quantum optimization, where
the results of qubit measurements are used to constructively assign values to quantum circuit pa-
rameters. We show that this procedure results in an estimate of the combinatorial optimization
problem solution that improves monotonically with the depth of the quantum circuit. Importantly,
the measurement-based feedback enables approximate solutions to the combinatorial optimization
problem without the need for any classical optimization e↵ort, as would be required for the quantum
approximate optimization algorithm (QAOA). We experimentally demonstrate this feedback-based
protocol on a superconducting quantum processor for the graph-partitioning problem MaxCut, and
present a series of numerical analyses that further investigate the protocol’s performance.

Introduction.— Combinatorial optimization has
broad and high-value applications in many sectors of
industry and science, including for optimization of logis-
tics and supply chain, and drug discovery [1]. Solving
general combinatorial optimization problems is NP hard
and most practical strategies involve developing good
quality approximate solutions. Recently, there has been
much interest in approximate solution of combinatorial
optimziation problems through mapping to quantum
systems, whereby the problem is encoded into an Ising
Hamiltonian Hp [2], such that the solution of problem
is encoded in the ground state of Hp. Then methods
such as quantum annealing [3], or within the quantum
circuit model, the quantum approximate optimization
algorithm (QAOA) [4], are used to approximately
prepare the ground state of Hp. Although there is no
rigorous proof of an advantage to using such quantum
techniques over classical approximation algorithms, it is
widely believed that at some scale of problem such an
advantage should exist.

We introduce a new approach to solving combinatorial
optimization problems using quantum computers that
operates through the use of parameterized quantum cir-
cuits and feedback, that is conditioned on qubit measure-
ments at every quantum circuit layer, in order to deter-
mine the circuit parameter values at subsequent layers.
This Feedback-based ALgorithm for Quantum Optimiza-
tioN (FALQON) makes a direct connection to quantum
Lyapunov control (QLC), a control strategy that uses
feedback to identify the controls to drive the dynamics
of a quantum system in a desired manner [5–13]. Our
approach works within the framework of circuit-model
quantum computing, but avoids a critical challenge fac-
ing the scaling of QAOA, which is the di�culty of opti-
mizing a large number of variational parameters. In fact,

it was recently shown that under certain assumptions,
this classical optimization problem is itself NP-hard for
QAOA [14]. Our feedback-based approach circumvents
the need for optimization of variational parameters by
using information from iterative measurements.
In the following, we show that FALQON produces

a monotonically improving estimate of the combinato-
rial optimization problem solution, with respect to the
depth of the circuit. We then consider the application
of FALQON towards solving the MaxCut problem, and
present the results of an experimental demonstration on
quantum hardware. This is followed by a series of numer-
ical analyses that explore the performance of FALQON
for MaxCut on 3-regular graphs. Finally, we examine the
required number of repeated circuit evaluations and com-
pare this to the requirements of QAOA in this context.
We conclude with a discussion of the tradeo↵s between
FALQON and QAOA, outline the additional content in
our companion paper [15], and look to the future.
Feedback-based algorithm for quantum optimization.—

We begin by considering a quantum system whose dy-
namics are governed by i

d
dt | (t)i = (Hp+Hd�(t))| (t)i ,

where | (t)i is the system state vector, we have set ~ = 1,
and Hp and Hd denote the (unitless) “drift” and “con-
trol” Hamiltonians, where the latter couples a scalar,
time-dependent control function �(t) to the system. We
seek to minimize hHpi = h (t)|Hp| (t)i [16], and accom-
plish this by designing �(t) such that

d

dt
h (t)|Hp| (t)i(t)  0, 8t � 0 . (1)

Evaluating the left-hand-side of Eq. (1), we see
that d

dt h (t)|Hp| (t)i = A(t)�(t), where A(t) ⌘

h (t)|i[Hd, Hp]| (t)i. There is significant flexibility in
choosing �(t) in order to satisfy Eq. (1), i.e., we may take
�(t) = �w f(t, A(t)), for w > 0, where f(t, A(t)) is any
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Hp : drift Hamiltonian

Hd : control Hamiltonian

• Goal is to minimize:
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It is hoped that quantum computers will o↵er advantages over classical computers for combina-
torial optimization. Here, we introduce a feedback-based strategy for quantum optimization, where
the results of qubit measurements are used to constructively assign values to quantum circuit pa-
rameters. We show that this procedure results in an estimate of the combinatorial optimization
problem solution that improves monotonically with the depth of the quantum circuit. Importantly,
the measurement-based feedback enables approximate solutions to the combinatorial optimization
problem without the need for any classical optimization e↵ort, as would be required for the quantum
approximate optimization algorithm (QAOA). We experimentally demonstrate this feedback-based
protocol on a superconducting quantum processor for the graph-partitioning problem MaxCut, and
present a series of numerical analyses that further investigate the protocol’s performance.

Introduction.— Combinatorial optimization has
broad and high-value applications in many sectors of
industry and science, including for optimization of logis-
tics and supply chain, and drug discovery [1]. Solving
general combinatorial optimization problems is NP hard
and most practical strategies involve developing good
quality approximate solutions. Recently, there has been
much interest in approximate solution of combinatorial
optimziation problems through mapping to quantum
systems, whereby the problem is encoded into an Ising
Hamiltonian Hp [2], such that the solution of problem
is encoded in the ground state of Hp. Then methods
such as quantum annealing [3], or within the quantum
circuit model, the quantum approximate optimization
algorithm (QAOA) [4], are used to approximately
prepare the ground state of Hp. Although there is no
rigorous proof of an advantage to using such quantum
techniques over classical approximation algorithms, it is
widely believed that at some scale of problem such an
advantage should exist.

We introduce a new approach to solving combinatorial
optimization problems using quantum computers that
operates through the use of parameterized quantum cir-
cuits and feedback, that is conditioned on qubit measure-
ments at every quantum circuit layer, in order to deter-
mine the circuit parameter values at subsequent layers.
This Feedback-based ALgorithm for Quantum Optimiza-
tioN (FALQON) makes a direct connection to quantum
Lyapunov control (QLC), a control strategy that uses
feedback to identify the controls to drive the dynamics
of a quantum system in a desired manner [5–13]. Our
approach works within the framework of circuit-model
quantum computing, but avoids a critical challenge fac-
ing the scaling of QAOA, which is the di�culty of opti-
mizing a large number of variational parameters. In fact,

it was recently shown that under certain assumptions,
this classical optimization problem is itself NP-hard for
QAOA [14]. Our feedback-based approach circumvents
the need for optimization of variational parameters by
using information from iterative measurements.

In the following, we show that FALQON produces
a monotonically improving estimate of the combinato-
rial optimization problem solution, with respect to the
depth of the circuit. We then consider the application
of FALQON towards solving the MaxCut problem, and
present the results of an experimental demonstration on
quantum hardware. This is followed by a series of numer-
ical analyses that explore the performance of FALQON
for MaxCut on 3-regular graphs. Finally, we examine the
required number of repeated circuit evaluations and com-
pare this to the requirements of QAOA in this context.
We conclude with a discussion of the tradeo↵s between
FALQON and QAOA, outline the additional content in
our companion paper [15], and look to the future.
Feedback-based algorithm for quantum optimization.—

We begin by considering a quantum system whose dy-
namics are governed by i

d
dt | (t)i = (Hp+Hd�(t))| (t)i ,

where | (t)i is the system state vector, we have set ~ = 1,
and Hp and Hd denote the (unitless) “drift” and “con-
trol” Hamiltonians, where the latter couples a scalar,
time-dependent control function �(t) to the system. We
seek to minimize hHpi = h (t)|Hp| (t)i [16], and accom-
plish this by designing �(t) such that

d

dt
h (t)|Hp| (t)i(t)  0, 8t � 0 . (1)

Evaluating the left-hand-side of Eq. (1), we see
that d

dt h (t)|Hp| (t)i = A(t)�(t), where A(t) ⌘

h (t)|i[Hd, Hp]| (t)i. There is significant flexibility in
choosing �(t) in order to satisfy Eq. (1), i.e., we may take
�(t) = �w f(t, A(t)), for w > 0, where f(t, A(t)) is any
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β(t) : time − dependent control function

• One can minimize  by designing  such that ⟨Hp⟩ β(t)
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It is hoped that quantum computers will o↵er advantages over classical computers for combina-
torial optimization. Here, we introduce a feedback-based strategy for quantum optimization, where
the results of qubit measurements are used to constructively assign values to quantum circuit pa-
rameters. We show that this procedure results in an estimate of the combinatorial optimization
problem solution that improves monotonically with the depth of the quantum circuit. Importantly,
the measurement-based feedback enables approximate solutions to the combinatorial optimization
problem without the need for any classical optimization e↵ort, as would be required for the quantum
approximate optimization algorithm (QAOA). We experimentally demonstrate this feedback-based
protocol on a superconducting quantum processor for the graph-partitioning problem MaxCut, and
present a series of numerical analyses that further investigate the protocol’s performance.

Introduction.— Combinatorial optimization has
broad and high-value applications in many sectors of
industry and science, including for optimization of logis-
tics and supply chain, and drug discovery [1]. Solving
general combinatorial optimization problems is NP hard
and most practical strategies involve developing good
quality approximate solutions. Recently, there has been
much interest in approximate solution of combinatorial
optimziation problems through mapping to quantum
systems, whereby the problem is encoded into an Ising
Hamiltonian Hp [2], such that the solution of problem
is encoded in the ground state of Hp. Then methods
such as quantum annealing [3], or within the quantum
circuit model, the quantum approximate optimization
algorithm (QAOA) [4], are used to approximately
prepare the ground state of Hp. Although there is no
rigorous proof of an advantage to using such quantum
techniques over classical approximation algorithms, it is
widely believed that at some scale of problem such an
advantage should exist.

We introduce a new approach to solving combinatorial
optimization problems using quantum computers that
operates through the use of parameterized quantum cir-
cuits and feedback, that is conditioned on qubit measure-
ments at every quantum circuit layer, in order to deter-
mine the circuit parameter values at subsequent layers.
This Feedback-based ALgorithm for Quantum Optimiza-
tioN (FALQON) makes a direct connection to quantum
Lyapunov control (QLC), a control strategy that uses
feedback to identify the controls to drive the dynamics
of a quantum system in a desired manner [5–13]. Our
approach works within the framework of circuit-model
quantum computing, but avoids a critical challenge fac-
ing the scaling of QAOA, which is the di�culty of opti-
mizing a large number of variational parameters. In fact,

it was recently shown that under certain assumptions,
this classical optimization problem is itself NP-hard for
QAOA [14]. Our feedback-based approach circumvents
the need for optimization of variational parameters by
using information from iterative measurements.

In the following, we show that FALQON produces
a monotonically improving estimate of the combinato-
rial optimization problem solution, with respect to the
depth of the circuit. We then consider the application
of FALQON towards solving the MaxCut problem, and
present the results of an experimental demonstration on
quantum hardware. This is followed by a series of numer-
ical analyses that explore the performance of FALQON
for MaxCut on 3-regular graphs. Finally, we examine the
required number of repeated circuit evaluations and com-
pare this to the requirements of QAOA in this context.
We conclude with a discussion of the tradeo↵s between
FALQON and QAOA, outline the additional content in
our companion paper [15], and look to the future.

Feedback-based algorithm for quantum optimization.—
We begin by considering a quantum system whose dy-
namics are governed by i

d
dt | (t)i = (Hp+Hd�(t))| (t)i ,

where | (t)i is the system state vector, we have set ~ = 1,
and Hp and Hd denote the (unitless) “drift” and “con-
trol” Hamiltonians, where the latter couples a scalar,
time-dependent control function �(t) to the system. We
seek to minimize hHpi = h (t)|Hp| (t)i [16], and accom-
plish this by designing �(t) such that

d

dt
h (t)|Hp| (t)i(t)  0, 8t � 0 . (1)

Evaluating the left-hand-side of Eq. (1), we see
that d

dt h (t)|Hp| (t)i = A(t)�(t), where A(t) ⌘

h (t)|i[Hd, Hp]| (t)i. There is significant flexibility in
choosing �(t) in order to satisfy Eq. (1), i.e., we may take
�(t) = �w f(t, A(t)), for w > 0, where f(t, A(t)) is any
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d
dt

⟨ψ(t) |Hp |ψ(t)⟩ = i⟨ψ(t) | (Hp + Hdβ(t))Hp |ψ(t)⟩ − i⟨ψ(t) |Hp(Hp + Hdβ(t)) |ψ(t)⟩

= ⟨ψ(t) | i [Hd, Hp] |ψ(t)⟩ β(t) ≡ A(t) β(t)

(Problem H)

• 2103.08619, https://pennylane.ai/qml/demos/tutorial_falqon.html 
• Consider a quantum system whose dynamics is governed by

• Goal is to minimize: hHpi = h (t)|Hp| (t)i
Hp : drift Hamiltonian β(t) : time −dependent control function(Problem H)

Hd : control Hamiltonian

h

• One can minimize  by designing  such that 
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d
dt

⟨ψ(t) |Hp |ψ(t)⟩ = ⟨ψ(t) | i [Hd, Hp] |ψ(t)⟩ β(t) ≡ A(t) β(t)

• We can choose any .  

• Consider   for , where  is any 
continuous function with   and  for all . 

• Take  and  such that  for simplicity. 

• Consider alternating (rather than concurrent) applications of  and , 
leading to a time evolution:

β(t)
β(t) = − w f(t, A(t)) w > 0 f(t, A(t))

f(t,0) = 0 A(t)f(t, A(t)) > 0 A(t) ≠ 0
w = 1 f(t, A(t)) = A(t) β(t) = − A(t)

Hp Hd

U = Ud (βℓ) Up ⋯ Ud (β1) Up

Up = e−iHpΔt

Ud (βk) = e−iβkHdΔt

βk = β(kτ − Δt)k = 1, 2, ⋯, ℓ
τ = 2Δt

• For small , this unitary evolution yields Trotterized approximation to 
the continuous time evolution of the system.

Δt

= β((k − 1)Δt)

• We can choose any 
• Consider   for , where  is any 

f(t,0) = 0 A(t)f(t, A(t)) > 0 A(t) ≠0continuous function with   and  for all 

• Take  and  such that  for simplicity. 

• Consider alternating (rather than concurrent) applications of  and , 
leading to a time evolution:

• For small , this unitary evolution yields Trotterized approximation to 
the continuous time evolution of the system.

.  

. 
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• During the time evolution when  is applied, , but eigenstate of 

 accumulates phase changes. (  is time-independent.) 

• For the time evolution when  is applied, we recover  

• Set , where  

• In this setting, it is always possible to choose  small enough such that 

. If  is chosen to be too large, the inequality will be 

violated.   
• FALQON is a constructive, optimization free procedure for assigning values 

to each  according to a feedback law. 
• By design, the quality of the solution to the combinatorial optimization 

problem improves monotonically with respect to depth of the circuit, .

Hp
d
dt

⟨Hp⟩ = 0

Hp Hp

Hd
d
dt

⟨Hp⟩ = A(t)β(t)

βk+1 = − Ak Ak = ⟨ψk | i [Hd, Hp] |ψk⟩

Δt
d
dt

⟨ψ(t) |Hp |ψ(t)⟩ ≤ 0 Δt

βk

k

• During the time evolution when  is applied, , but eigenstate of 

Hp Hp accumulates phase changes. (  is time-independent.) 
d

Hd dt ⟨Hp⟩= A(t)β(t)• For the time evolution when  is applied, we recover  

βk+1 = − Ak Ak = ⟨ψk | i [Hd, Hp] | ψk⟩• Set , where  

Δt• In this setting, it is always possible to choose  small enough such that 
d Δt
dt ⟨ψ(t) | Hp | ψ(t)⟩≤0. If  is chosen to be too large, the inequality will be 

violated.   
• FALQON is a constructive, optimization free procedure for assigning values 

βkto each  according to a feedback law. 
• By design, the quality of the solution to the combinatorial optimization 

kproblem improves monotonically with respect to depth of the circuit, .



FALQON vs QAOA
• Circuits used in QAOA has the same alternative structure as those in 

FALQON with additional parameters  that enter into  such 
that . 

• Solution to the original combinatorial optimization is found by minimizing 
 over  parameters, using classical optimization. 

( ) 

• FALQON minimizes  over a sequence of quantum circuit layers, guided 
by qubit measurement-based feed back without classical optimization.

⃗γ = (γ1, ⋯, γℓ) Up
UQAOA = Ud(βℓ)Up(γℓ)⋯Ud(β1)Up(γ1)

⟨ψ( ⃗γ, ⃗β) |Hp |ψ( ⃗γ, ⃗β)⟩ 2ℓ
|ψ( ⃗γ, ⃗β)⟩ = UQAOA |ψ0⟩

⟨Hp⟩

• MaxCut:   and  

•
   where  are Pauli’s matrices.

Hp = − ∑
(i, j)∈E

1
2 (1 − ZiZj) Hd =

n

∑
j=1

Xj

i [Hd, Hp] = ∑
(i, j)∈E

YiZj + ZiYj Xj, Yj and Zj

FALQON for MaxCut problem

• Circuits used in QAOA has the same alternative structure as those in 
⃗γ = (γ1, ⋯, γℓ) UpFALQON with additional parameters  that enter into  such 

UQAOA = Ud(βℓ)Up(γℓ)⋯Ud(β1)Up(γ1)that . 
• Solution to the original combinatorial optimization is found by minimizing 
⟨ψ( ⃗γ, ⃗β) | Hp | ψ( ⃗γ, ⃗β)⟩ 2ℓ over  parameters, using classical optimization. 

| ψ( ⃗γ, ⃗β)⟩= UQAOA | ψ0⟩( ) 

• FALQON minimizes  over a sequence of quantum circuit layers, guided 
by qubit measurement-based feed back without classical optimization.



FALQON for MaxCut problem

3

natorial optimization problem: MaxCut, which aims to
identify a graph partition that maximizes the number of
edges in a graph that are cut. For an unweighted graph G,
with n nodes and edge set E , the MaxCut problem Hamil-
tonian is defined on n qubits as Hp = �

P
i,j2E

1
2

�
1 �

ZiZj

�
, while Hd has the standard form Hd =

Pn
j=1 Xj ,

such that i[Hd, Hp] =
P

i,j2E YiZj + ZiYj , where Xj ,
Yj , and Zj denote the Pauli operators acting on qubit
j. As such, evaluating the feedback law �k+1 = �Ak =
�h k|i[Hd, Hp]| ki in this setting involves measurements
of maximally n(n� 1) two-qubit Pauli strings.

As a proof-of-principle, in Fig. 2 we present the re-
sults of an experimental demonstration of FALQON on
a superconducting quantum processor for a simple in-
stance of the MaxCut problem. In particular, we con-
sidered an instance of MaxCut on an unweighted graph
composed of n = 3 nodes connected by two edges, such
that Hp = �

1
2 (2 � Z1Z2 � Z2Z3) and i[Hd, Hp] =

Y1Z2 + Z2Y1 + Y2Z3 + Z3Y2. The experiment was per-
formed on the publicly accessible ibmq manila processor
and utilized three qubits with nearest-neighbor connec-
tivity matching that of the graph under consideration.
In this setting, ` = 10 steps of FALQON were performed
according to the procedure outlined in Fig. 1, selecting
�t = 0.2. At each step, one circuit was implemented
in order to estimate hHpik natively in the computational
basis. Two additional circuits were implemented in order
to estimate the terms in Ak. For each circuit, the qubits
were initialized in the ground state of Hd, and m = 1024
shots were taken.

As shown in Fig. 2(a), FALQON was successful in
achieving a monotonic decrease of hHpi in this experi-
ment up to layer five (orange point markers). FALQON
also achieves a monotonic increase in the success prob-
ability of measuring the two degenerate ground states,
denoted by �, as shown in Fig. 2(b). The error bars
in Fig. 2(a) and (b) present the standard error of the
mean, which estimates how much the reported hHpik and
�k may deviate from their true values due to finite sam-
pling. Finally, the associated values of �, determined
according to the feedback law �k+1 = �Ak, are plotted
in Fig. 2(b).

Past layer 5, it is evident that FALQON is no longer
able to decrement hHpi using this hardware platform, de-
spite exhibiting a continued monotonic decrease in associ-
ated noise-free numerical simulations (blue point mark-
ers). This reveals the limitations that hardware noise
presents for this problem instance. Looking ahead, we
are optimistic that continuous improvements to quan-
tum hardware will pave the way towards applications
of FALQON to increasingly complex combinatorial op-
timization problems.

In the interim, we explore how FALQON performs on
larger instances of MaxCut through a series of noise-
free numerical illustrations. These illustrations con-
sider unweighted, connected 3-regular graphs with n 2

Figure 2. Results from experimental implementation of ` = 10
layers of FALQON on a superconducting quantum processor.
For this demonstration, FALQON is applied to an n = 3 qubit
instance of MaxCut on an unweighted graph. Panel (a) shows
that FALQON is successful in achieving a monotonic decrease
of hHpi over layers k = 1, · · · , 5 in this experiment (orange
point markers), noting that the global minimum value for this
problem instance is hHpimin = �2 (dashed black line). In ad-
dition, in panel (b) a monotonic increase of the probability,
�, of measuring the two degenerate ground states is also ob-
served up to layer k = 5 (orange point markers). The error
bars in (a) and (b) indicate the standard error. The values
of � are plotted in (c). In (a)-(c), the blue point markers
correspond to ideal results computed numerically.

{8, 10, · · · , 20} vertices. For n 2 {8, 10} we consider all
nonisomorphic graphs; for n 2 {12, 14, · · · , 20} we con-
sider 50 randomly-generated, nonisomorphic graphs. In
our simulations, the qubits are initialized in the ground
state of Hd, and the performance of FALQON is quan-
tified using the mean and standard deviations (over the
problem instances) of two figures of merit: the approxi-
mation ratio, rA = hHpi/hHpimin and the success prob-
ability of measuring the (potentially degenerate) ground
state(s) {|q0,ii}, � =

P
i |h |q0,ii|

2. We relate the perfor-
mance to two reference values: rA = 0.932, correspond-
ing to the highest approximation ratio that can currently
be guaranteed using a classical approximation algorithm
(i.e., the algorithm of Goemans andWilliamson [19]), and
� = 0.25, which implies that on average, four repetitions
will be needed in order to obtain a sample correspond-
ing to the ground state. Our only free parameter is the
time step �t, which is tuned to be as large as possible,
a value we call the critical �t and denote by �tc, as
long as the condition in Eq. (1) is met for all problem
instances considered. Our results are collected in Fig. 3.
In Fig. 3(b), the mean values of �1,�2, · · · are plotted
as a function of layer for di↵erent values of n, according
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Figure 3. (a) Pictorial representation of MaxCut on a 3-regular graph with 8 vertices. (b) Mean � values are plotted as a
function of layer for di↵erent n values, with shading showing the standard deviations. (c) The performance of FALQON, as
quantified by the approximation ratio (dashed curves) and the success probability of measuring the degenerate ground state
(solid curves) is shown for di↵erent values of n. (d) The mean number of layers needed to achieve the reference values of
rA = 0.932 (dashed curve) and � = 0.25 (solid curve) is shown; error bars report the associated standard deviation. (e) The
critical �t values for di↵erent problem sizes are plotted.

to the legend in Fig. 3(c), with the shading representing
the standard deviation. We find that with increasing n,
the shape of the resultant � curves follows a clear trend,
and the standard deviation decreases. In Fig. 3(c), the
associated rA and � results are shown (dashed and solid
curves, respectively), and the associated reference values
are plotted in black. For the cases considered here, we
find that FALQON consistently leads to monotonic con-
vergence towards very high rA and � values as a function
of layer. To determine how the requisite circuit depths
scale with the problem size, in Fig. 3(d) we plot the av-
erage number of layers required to achieve the reference
values of rA and � as a function of n. Finally, in Fig. 3(e)
we plot �tc for each value of n under consideration. The
scaling of the required number of layers and �tc seems
nearly linear, even up to n = 20, indicating a favorable
runtime scaling of the FALQON algorithm, at least for
this class of MaxCut problems. We remark that in ad-
dition to the analyses presented here, we also tested the
performance of FALQON on weighted 3-regular graphs,
and identified instances where the rA and � convergence
is enhanced by introducing one of three possible heuristic
modifications to the FALQON algorithm. Details can be
found in Appendix A.

In our companion paper [15], we present a sampling
complexity comparison between FALQON and QAOA in
the context of MaxCut, as quantified by the total number
of samples (i.e., circuit repetitions) that are required, de-
noted Ns. When a gradient algorithm is used for QAOA,
N

QAOA
s = O(mq(`)`), where m denotes the number of

samples needed to estimate the expectation value of a
two-qubit Pauli string Pj , and for simplicity, m is as-

sumed to be independent of Pj and q denotes the num-
ber of classical optimization iterations. For gradient-free
methods, NQAOA

s = O(mq(`)). Meanwhile, in FALQON
we find N

FALQON
s = O(md`), where d denotes the de-

gree of the graph. This suggests that FALQON has
a more favorable sampling complexity than QAOA for
cases where the number of QAOA optimization iterations
q(`) exceeds d` in general, or d when a gradient algorithm
is utilized. Further details can be found in [15].

Discussion and outlook.– We have introduced
FALQON as a constructive, feedback-based algorithm
for solving combinatorial optimization problems using
quantum computers. Importantly, FALQON performs
optimization without the need for an expensive classical
optimization loop. We have demonstrated its perfor-
mance on current quantum hardware and provided
numerical analyses of its performance towards finding
the maximum cut of regular graphs. By studying the
performance with respect to layer and the problem
size n, our numerical analyses show that FALQON
converges to very high approximation ratios and success
probabilities with a favorable scaling of resources with
respect to n, suggesting that FALQON may be a useful
heuristic algorithm for this class of problems.

Our findings also suggest that FALQON can require
relatively deep circuits in order to achieve this conver-
gence, relative to the shallow circuits typically considered
in QAOA. In our companion article [15], we provide an in-
depth analysis of the tradeo↵s in the performance and re-
source requirements of FALQON and QAOA, and discuss
the resource regimes where each of these methods can be
expected to o↵er advantages. In short, we expect QAOA
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Figure 3. (a) Pictorial representation of MaxCut on a 3-regular graph with 8 vertices. (b) Mean � values are plotted as a
function of layer for di↵erent n values, with shading showing the standard deviations. (c) The performance of FALQON, as
quantified by the approximation ratio (dashed curves) and the success probability of measuring the degenerate ground state
(solid curves) is shown for di↵erent values of n. (d) The mean number of layers needed to achieve the reference values of
rA = 0.932 (dashed curve) and � = 0.25 (solid curve) is shown; error bars report the associated standard deviation. (e) The
critical �t values for di↵erent problem sizes are plotted.

to the legend in Fig. 3(c), with the shading representing
the standard deviation. We find that with increasing n,
the shape of the resultant � curves follows a clear trend,
and the standard deviation decreases. In Fig. 3(c), the
associated rA and � results are shown (dashed and solid
curves, respectively), and the associated reference values
are plotted in black. For the cases considered here, we
find that FALQON consistently leads to monotonic con-
vergence towards very high rA and � values as a function
of layer. To determine how the requisite circuit depths
scale with the problem size, in Fig. 3(d) we plot the av-
erage number of layers required to achieve the reference
values of rA and � as a function of n. Finally, in Fig. 3(e)
we plot �tc for each value of n under consideration. The
scaling of the required number of layers and �tc seems
nearly linear, even up to n = 20, indicating a favorable
runtime scaling of the FALQON algorithm, at least for
this class of MaxCut problems. We remark that in ad-
dition to the analyses presented here, we also tested the
performance of FALQON on weighted 3-regular graphs,
and identified instances where the rA and � convergence
is enhanced by introducing one of three possible heuristic
modifications to the FALQON algorithm. Details can be
found in Appendix A.

In our companion paper [15], we present a sampling
complexity comparison between FALQON and QAOA in
the context of MaxCut, as quantified by the total number
of samples (i.e., circuit repetitions) that are required, de-
noted Ns. When a gradient algorithm is used for QAOA,
N

QAOA
s = O(mq(`)`), where m denotes the number of

samples needed to estimate the expectation value of a
two-qubit Pauli string Pj , and for simplicity, m is as-

sumed to be independent of Pj and q denotes the num-
ber of classical optimization iterations. For gradient-free
methods, NQAOA

s = O(mq(`)). Meanwhile, in FALQON
we find N

FALQON
s = O(md`), where d denotes the de-

gree of the graph. This suggests that FALQON has
a more favorable sampling complexity than QAOA for
cases where the number of QAOA optimization iterations
q(`) exceeds d` in general, or d when a gradient algorithm
is utilized. Further details can be found in [15].

Discussion and outlook.– We have introduced
FALQON as a constructive, feedback-based algorithm
for solving combinatorial optimization problems using
quantum computers. Importantly, FALQON performs
optimization without the need for an expensive classical
optimization loop. We have demonstrated its perfor-
mance on current quantum hardware and provided
numerical analyses of its performance towards finding
the maximum cut of regular graphs. By studying the
performance with respect to layer and the problem
size n, our numerical analyses show that FALQON
converges to very high approximation ratios and success
probabilities with a favorable scaling of resources with
respect to n, suggesting that FALQON may be a useful
heuristic algorithm for this class of problems.

Our findings also suggest that FALQON can require
relatively deep circuits in order to achieve this conver-
gence, relative to the shallow circuits typically considered
in QAOA. In our companion article [15], we provide an in-
depth analysis of the tradeo↵s in the performance and re-
source requirements of FALQON and QAOA, and discuss
the resource regimes where each of these methods can be
expected to o↵er advantages. In short, we expect QAOA
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Figure 3. (a) Pictorial representation of MaxCut on a 3-regular graph with 8 vertices. (b) Mean � values are plotted as a
function of layer for di↵erent n values, with shading showing the standard deviations. (c) The performance of FALQON, as
quantified by the approximation ratio (dashed curves) and the success probability of measuring the degenerate ground state
(solid curves) is shown for di↵erent values of n. (d) The mean number of layers needed to achieve the reference values of
rA = 0.932 (dashed curve) and � = 0.25 (solid curve) is shown; error bars report the associated standard deviation. (e) The
critical �t values for di↵erent problem sizes are plotted.

to the legend in Fig. 3(c), with the shading representing
the standard deviation. We find that with increasing n,
the shape of the resultant � curves follows a clear trend,
and the standard deviation decreases. In Fig. 3(c), the
associated rA and � results are shown (dashed and solid
curves, respectively), and the associated reference values
are plotted in black. For the cases considered here, we
find that FALQON consistently leads to monotonic con-
vergence towards very high rA and � values as a function
of layer. To determine how the requisite circuit depths
scale with the problem size, in Fig. 3(d) we plot the av-
erage number of layers required to achieve the reference
values of rA and � as a function of n. Finally, in Fig. 3(e)
we plot �tc for each value of n under consideration. The
scaling of the required number of layers and �tc seems
nearly linear, even up to n = 20, indicating a favorable
runtime scaling of the FALQON algorithm, at least for
this class of MaxCut problems. We remark that in ad-
dition to the analyses presented here, we also tested the
performance of FALQON on weighted 3-regular graphs,
and identified instances where the rA and � convergence
is enhanced by introducing one of three possible heuristic
modifications to the FALQON algorithm. Details can be
found in Appendix A.

In our companion paper [15], we present a sampling
complexity comparison between FALQON and QAOA in
the context of MaxCut, as quantified by the total number
of samples (i.e., circuit repetitions) that are required, de-
noted Ns. When a gradient algorithm is used for QAOA,
N

QAOA
s = O(mq(`)`), where m denotes the number of

samples needed to estimate the expectation value of a
two-qubit Pauli string Pj , and for simplicity, m is as-

sumed to be independent of Pj and q denotes the num-
ber of classical optimization iterations. For gradient-free
methods, NQAOA

s = O(mq(`)). Meanwhile, in FALQON
we find N

FALQON
s = O(md`), where d denotes the de-

gree of the graph. This suggests that FALQON has
a more favorable sampling complexity than QAOA for
cases where the number of QAOA optimization iterations
q(`) exceeds d` in general, or d when a gradient algorithm
is utilized. Further details can be found in [15].

Discussion and outlook.– We have introduced
FALQON as a constructive, feedback-based algorithm
for solving combinatorial optimization problems using
quantum computers. Importantly, FALQON performs
optimization without the need for an expensive classical
optimization loop. We have demonstrated its perfor-
mance on current quantum hardware and provided
numerical analyses of its performance towards finding
the maximum cut of regular graphs. By studying the
performance with respect to layer and the problem
size n, our numerical analyses show that FALQON
converges to very high approximation ratios and success
probabilities with a favorable scaling of resources with
respect to n, suggesting that FALQON may be a useful
heuristic algorithm for this class of problems.

Our findings also suggest that FALQON can require
relatively deep circuits in order to achieve this conver-
gence, relative to the shallow circuits typically considered
in QAOA. In our companion article [15], we provide an in-
depth analysis of the tradeo↵s in the performance and re-
source requirements of FALQON and QAOA, and discuss
the resource regimes where each of these methods can be
expected to o↵er advantages. In short, we expect QAOA
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Figure 3. (a) Pictorial representation of MaxCut on a 3-regular graph with 8 vertices. (b) Mean � values are plotted as a
function of layer for di↵erent n values, with shading showing the standard deviations. (c) The performance of FALQON, as
quantified by the approximation ratio (dashed curves) and the success probability of measuring the degenerate ground state
(solid curves) is shown for di↵erent values of n. (d) The mean number of layers needed to achieve the reference values of
rA = 0.932 (dashed curve) and � = 0.25 (solid curve) is shown; error bars report the associated standard deviation. (e) The
critical �t values for di↵erent problem sizes are plotted.

to the legend in Fig. 3(c), with the shading representing
the standard deviation. We find that with increasing n,
the shape of the resultant � curves follows a clear trend,
and the standard deviation decreases. In Fig. 3(c), the
associated rA and � results are shown (dashed and solid
curves, respectively), and the associated reference values
are plotted in black. For the cases considered here, we
find that FALQON consistently leads to monotonic con-
vergence towards very high rA and � values as a function
of layer. To determine how the requisite circuit depths
scale with the problem size, in Fig. 3(d) we plot the av-
erage number of layers required to achieve the reference
values of rA and � as a function of n. Finally, in Fig. 3(e)
we plot �tc for each value of n under consideration. The
scaling of the required number of layers and �tc seems
nearly linear, even up to n = 20, indicating a favorable
runtime scaling of the FALQON algorithm, at least for
this class of MaxCut problems. We remark that in ad-
dition to the analyses presented here, we also tested the
performance of FALQON on weighted 3-regular graphs,
and identified instances where the rA and � convergence
is enhanced by introducing one of three possible heuristic
modifications to the FALQON algorithm. Details can be
found in Appendix A.

In our companion paper [15], we present a sampling
complexity comparison between FALQON and QAOA in
the context of MaxCut, as quantified by the total number
of samples (i.e., circuit repetitions) that are required, de-
noted Ns. When a gradient algorithm is used for QAOA,
N

QAOA
s = O(mq(`)`), where m denotes the number of

samples needed to estimate the expectation value of a
two-qubit Pauli string Pj , and for simplicity, m is as-

sumed to be independent of Pj and q denotes the num-
ber of classical optimization iterations. For gradient-free
methods, NQAOA

s = O(mq(`)). Meanwhile, in FALQON
we find N

FALQON
s = O(md`), where d denotes the de-

gree of the graph. This suggests that FALQON has
a more favorable sampling complexity than QAOA for
cases where the number of QAOA optimization iterations
q(`) exceeds d` in general, or d when a gradient algorithm
is utilized. Further details can be found in [15].

Discussion and outlook.– We have introduced
FALQON as a constructive, feedback-based algorithm
for solving combinatorial optimization problems using
quantum computers. Importantly, FALQON performs
optimization without the need for an expensive classical
optimization loop. We have demonstrated its perfor-
mance on current quantum hardware and provided
numerical analyses of its performance towards finding
the maximum cut of regular graphs. By studying the
performance with respect to layer and the problem
size n, our numerical analyses show that FALQON
converges to very high approximation ratios and success
probabilities with a favorable scaling of resources with
respect to n, suggesting that FALQON may be a useful
heuristic algorithm for this class of problems.

Our findings also suggest that FALQON can require
relatively deep circuits in order to achieve this conver-
gence, relative to the shallow circuits typically considered
in QAOA. In our companion article [15], we provide an in-
depth analysis of the tradeo↵s in the performance and re-
source requirements of FALQON and QAOA, and discuss
the resource regimes where each of these methods can be
expected to o↵er advantages. In short, we expect QAOA
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Figure 3. (a) Pictorial representation of MaxCut on a 3-regular graph with 8 vertices. (b) Mean � values are plotted as a
function of layer for di↵erent n values, with shading showing the standard deviations. (c) The performance of FALQON, as
quantified by the approximation ratio (dashed curves) and the success probability of measuring the degenerate ground state
(solid curves) is shown for di↵erent values of n. (d) The mean number of layers needed to achieve the reference values of
rA = 0.932 (dashed curve) and � = 0.25 (solid curve) is shown; error bars report the associated standard deviation. (e) The
critical �t values for di↵erent problem sizes are plotted.

to the legend in Fig. 3(c), with the shading representing
the standard deviation. We find that with increasing n,
the shape of the resultant � curves follows a clear trend,
and the standard deviation decreases. In Fig. 3(c), the
associated rA and � results are shown (dashed and solid
curves, respectively), and the associated reference values
are plotted in black. For the cases considered here, we
find that FALQON consistently leads to monotonic con-
vergence towards very high rA and � values as a function
of layer. To determine how the requisite circuit depths
scale with the problem size, in Fig. 3(d) we plot the av-
erage number of layers required to achieve the reference
values of rA and � as a function of n. Finally, in Fig. 3(e)
we plot �tc for each value of n under consideration. The
scaling of the required number of layers and �tc seems
nearly linear, even up to n = 20, indicating a favorable
runtime scaling of the FALQON algorithm, at least for
this class of MaxCut problems. We remark that in ad-
dition to the analyses presented here, we also tested the
performance of FALQON on weighted 3-regular graphs,
and identified instances where the rA and � convergence
is enhanced by introducing one of three possible heuristic
modifications to the FALQON algorithm. Details can be
found in Appendix A.

In our companion paper [15], we present a sampling
complexity comparison between FALQON and QAOA in
the context of MaxCut, as quantified by the total number
of samples (i.e., circuit repetitions) that are required, de-
noted Ns. When a gradient algorithm is used for QAOA,
N

QAOA
s = O(mq(`)`), where m denotes the number of

samples needed to estimate the expectation value of a
two-qubit Pauli string Pj , and for simplicity, m is as-

sumed to be independent of Pj and q denotes the num-
ber of classical optimization iterations. For gradient-free
methods, NQAOA

s = O(mq(`)). Meanwhile, in FALQON
we find N

FALQON
s = O(md`), where d denotes the de-

gree of the graph. This suggests that FALQON has
a more favorable sampling complexity than QAOA for
cases where the number of QAOA optimization iterations
q(`) exceeds d` in general, or d when a gradient algorithm
is utilized. Further details can be found in [15].

Discussion and outlook.– We have introduced
FALQON as a constructive, feedback-based algorithm
for solving combinatorial optimization problems using
quantum computers. Importantly, FALQON performs
optimization without the need for an expensive classical
optimization loop. We have demonstrated its perfor-
mance on current quantum hardware and provided
numerical analyses of its performance towards finding
the maximum cut of regular graphs. By studying the
performance with respect to layer and the problem
size n, our numerical analyses show that FALQON
converges to very high approximation ratios and success
probabilities with a favorable scaling of resources with
respect to n, suggesting that FALQON may be a useful
heuristic algorithm for this class of problems.

Our findings also suggest that FALQON can require
relatively deep circuits in order to achieve this conver-
gence, relative to the shallow circuits typically considered
in QAOA. In our companion article [15], we provide an in-
depth analysis of the tradeo↵s in the performance and re-
source requirements of FALQON and QAOA, and discuss
the resource regimes where each of these methods can be
expected to o↵er advantages. In short, we expect QAOA
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natorial optimization problem: MaxCut, which aims to
identify a graph partition that maximizes the number of
edges in a graph that are cut. For an unweighted graph G,
with n nodes and edge set E , the MaxCut problem Hamil-
tonian is defined on n qubits as Hp = �

P
i,j2E

1
2

�
1 �

ZiZj

�
, while Hd has the standard form Hd =

Pn
j=1 Xj ,

such that i[Hd, Hp] =
P

i,j2E YiZj + ZiYj , where Xj ,
Yj , and Zj denote the Pauli operators acting on qubit
j. As such, evaluating the feedback law �k+1 = �Ak =
�h k|i[Hd, Hp]| ki in this setting involves measurements
of maximally n(n� 1) two-qubit Pauli strings.

As a proof-of-principle, in Fig. 2 we present the re-
sults of an experimental demonstration of FALQON on
a superconducting quantum processor for a simple in-
stance of the MaxCut problem. In particular, we con-
sidered an instance of MaxCut on an unweighted graph
composed of n = 3 nodes connected by two edges, such
that Hp = �

1
2 (2 � Z1Z2 � Z2Z3) and i[Hd, Hp] =

Y1Z2 + Z2Y1 + Y2Z3 + Z3Y2. The experiment was per-
formed on the publicly accessible ibmq manila processor
and utilized three qubits with nearest-neighbor connec-
tivity matching that of the graph under consideration.
In this setting, ` = 10 steps of FALQON were performed
according to the procedure outlined in Fig. 1, selecting
�t = 0.2. At each step, one circuit was implemented
in order to estimate hHpik natively in the computational
basis. Two additional circuits were implemented in order
to estimate the terms in Ak. For each circuit, the qubits
were initialized in the ground state of Hd, and m = 1024
shots were taken.

As shown in Fig. 2(a), FALQON was successful in
achieving a monotonic decrease of hHpi in this experi-
ment up to layer five (orange point markers). FALQON
also achieves a monotonic increase in the success prob-
ability of measuring the two degenerate ground states,
denoted by �, as shown in Fig. 2(b). The error bars
in Fig. 2(a) and (b) present the standard error of the
mean, which estimates how much the reported hHpik and
�k may deviate from their true values due to finite sam-
pling. Finally, the associated values of �, determined
according to the feedback law �k+1 = �Ak, are plotted
in Fig. 2(b).

Past layer 5, it is evident that FALQON is no longer
able to decrement hHpi using this hardware platform, de-
spite exhibiting a continued monotonic decrease in associ-
ated noise-free numerical simulations (blue point mark-
ers). This reveals the limitations that hardware noise
presents for this problem instance. Looking ahead, we
are optimistic that continuous improvements to quan-
tum hardware will pave the way towards applications
of FALQON to increasingly complex combinatorial op-
timization problems.

In the interim, we explore how FALQON performs on
larger instances of MaxCut through a series of noise-
free numerical illustrations. These illustrations con-
sider unweighted, connected 3-regular graphs with n 2

Figure 2. Results from experimental implementation of ` = 10
layers of FALQON on a superconducting quantum processor.
For this demonstration, FALQON is applied to an n = 3 qubit
instance of MaxCut on an unweighted graph. Panel (a) shows
that FALQON is successful in achieving a monotonic decrease
of hHpi over layers k = 1, · · · , 5 in this experiment (orange
point markers), noting that the global minimum value for this
problem instance is hHpimin = �2 (dashed black line). In ad-
dition, in panel (b) a monotonic increase of the probability,
�, of measuring the two degenerate ground states is also ob-
served up to layer k = 5 (orange point markers). The error
bars in (a) and (b) indicate the standard error. The values
of � are plotted in (c). In (a)-(c), the blue point markers
correspond to ideal results computed numerically.

{8, 10, · · · , 20} vertices. For n 2 {8, 10} we consider all
nonisomorphic graphs; for n 2 {12, 14, · · · , 20} we con-
sider 50 randomly-generated, nonisomorphic graphs. In
our simulations, the qubits are initialized in the ground
state of Hd, and the performance of FALQON is quan-
tified using the mean and standard deviations (over the
problem instances) of two figures of merit: the approxi-
mation ratio, rA = hHpi/hHpimin and the success prob-
ability of measuring the (potentially degenerate) ground
state(s) {|q0,ii}, � =

P
i |h |q0,ii|

2. We relate the perfor-
mance to two reference values: rA = 0.932, correspond-
ing to the highest approximation ratio that can currently
be guaranteed using a classical approximation algorithm
(i.e., the algorithm of Goemans andWilliamson [19]), and
� = 0.25, which implies that on average, four repetitions
will be needed in order to obtain a sample correspond-
ing to the ground state. Our only free parameter is the
time step �t, which is tuned to be as large as possible,
a value we call the critical �t and denote by �tc, as
long as the condition in Eq. (1) is met for all problem
instances considered. Our results are collected in Fig. 3.
In Fig. 3(b), the mean values of �1,�2, · · · are plotted
as a function of layer for di↵erent values of n, according

= approximation ratio 

The only free parameter is time step , 
which is tuned to be as large as possible.

Δt

(d) (e)

(

(a)
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FIG. 9. Comparison of original QAOA and ADAPT-QAOA. In the left and right panels of this figure, we depict
the state change in the Hilbert space of the parameters to be optimized, for the original QAOA and ADAPT-
QAOA respectively. The starting state

q
◊

|◊Í (omitting the normalization factor), represented by the rounded dot
at the bottom of each space, is the even superposition state of all possible solutions. The arrows represent the
state evolution generated by the cost Hamiltonian and mixer Hamiltonian, and the color and direction of the arrows
indicate the nature of the evolution. Blue arrows represent the evolution by the cost Hamiltonian. Arrows of other
colors represent the evolution by di�erent mixer Hamiltonians. In the original QAOA, there is only one mixer (shown
in pink) available. Whereas, in ADAPT-QAOA there are more alternative mixers to chose from the mixers pool.
The two algorithm try to reach the target state |◊úÍ (represented by the blue star) by stacking these arrows, which
represent the alternating operations of two QAOAs. For reference we sketched the relevant paths — adiabatic path
for the original QAOA and counter-diabatic path for ADAPT-QAOA — along the state evolution of the two QAOAs.
As can be seen, the ADAPT-QAOA takes much fewer iterations to reach a closer point to the target state. This
illustrates that compared to the original QAOA, allowing alternative mixers enables ADAPT-QAOA to dramatically
improve algorithmic performance while achieving rapid convergence.

The advantage of this adaptive ansatz may come from the counter-diabatic (CD) driving mechanism.
Numerical evidence shows that the adaptive mixer sequence chosen by the algorithm coincides with that
of “shortcut to adiabaticity” by CD driving [27]. Inspired by the CD driving procedure, another variant of
QAOA, CD-QAOA [29], also uses an adaptive ansatz to achieve similar advantages. CD-QAOA is designed
for preparing the ground state of quantum-chaotic many-body spin chains. By using terms occurring in the
adiabatic gauge potential as additional control unitaries, CD-QAOA can achieve fast high-fidelity many-body
control.

Inspired by above variants of QAOA, we design a new variant of QAOA tailored for our QNN training
problem. In our case, for QNN training, the parameters we are optimizing (the angles of rotation gates) are
continuous (real) values. Therefore, the choice of mixer Hamiltonian has to be adapted (as in QDD). We
also want take advantage of including alternative mixers and allowing adaptive mixers for di�erent layers (as
in ADAPT-QAOA). Thus, the proper QAOA ansatz for our QNN training problem should be an adaptive
continuous version of QAOA, which we call we call AC-QAOA. Here we depict the the quantum circuit
schematic of AC-QAOA in Fig. 10.

3. Grover Adaptive Search

Grover’s algorithm is generally used as a search method to find a set of desired solutions from a set of
possible solutions. Dürr and Høyer presented an algorithm based on Grover’s method that finds an element

Adaptive Derivative Assembled Problem 
Tailored QAOA (ADAPT-QAOA)
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FIG. 7. Quantum circuit schematic of QDD. QDD solves optimization problems of continuous variable. In this figure,
◊i are the continuous variables to be optimized in the training, where each ◊i is digitized into binary form and stored
in an independent register. The overall process of QDD is similar to that of the original QAOA, where the di�erence
is that the mixer of QDD with Hamiltonian S is acting on the registers of ◊i (rather than single qubits as in the
original QAOA). The e�ect of the mixer in QDD is to shift the value for each ◊i.

replaced the fixed mixer HM by a set of di�erent mixers Ak that change from layer to layer. They entitled
this variation of QAOA as ADAPT-QAOA. This adaptive approach would dramatically shorten the depth of
QAOA layers while significantly improving the quality of the solution. Here we depict the quantum circuit
schematic of ADAPT-QAOA in Fig. 8.

ADAPT-QAOA  
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FIG. 8. Quantum circuit schematic of ADAPT-QAOA. The overall process of LH-QAOA is similar to that of
the original QAOA in Fig. 5, where the di�erence is that the mixer of LH-QAOA contains variable mixers taken
from a mixers pool. Define Q to be the set of qubits. The mixer pool of ADAPT-QAOA is PADAPT-QAOA =
fiiœQ

Ó
Xi, Yi,

q
iœQ

Xi,
q

iœQ
Yi

Ô
fii,jœQ◊Q {BiCj |Bi, Cj œ {X, Y, Z}}.

Compared to the original QAOA, allowing Y mixers and entangling mixers enables ADAPT-QAOA to
dramatically improve algorithmic performance while achieving rapid convergence for problems with complex
structures. This e�ect of the adaptive mechanism can be illustrated in Fig. 9.
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that act across di�erent parameters). This potentially leads to a dramatic shortening of the depth of
QAOA layers while significantly improving the quality of the solution (the optimal QNN parameters
found by the QAOA routine).

�

ei�1HC

�1

Phase Oracle

ei�2HC

�2

ei�1A1

�1

Mixer

ei�2A2

�2 �pei�pHC

�p

ei�pAk

�

Phase Oracle Mixers 

ei�iA1 ei�i A2 e i�i Akei�iA3 �

Parameter Register

QNN Register 
&  

Other Registers 

Mixers Pool

FIG. 3. Schematic of our framework for quantum training of QNN. Our quantum training for QNN taking advantage
of the well-established parts in Refs. [25] and [26], while eliminating their shortcomings. We replace the phase
encoding operations in QAOA-like protocol of Ref. [25](as depicted in Fig 2) by the phase oracle in Ref. [26]. For
the mixers in the QAOA-like routine, we allow di�erent mixers for each layer, similar to Ref. [27]. In this figure, the
color of each block represents the nature of the corresponding Hamiltonian: di�erent color corresponds to di�erent
Hamiltonian (One can see that the Cost Hamiltonian is the same throughout the training whereas the mixer varies
from layer to layer). The mixers pool contains the proper mixers tailored to our QNN training problem. These rules
also apply to the other circuit schematic in this paper.

By making the mixers flexible and adaptive to specific optimisation problems, it is demanding to find an
e�cient way of determining the best sequence of mixers and the optimized hyperparameters. To address
these we adopt machine learning approaches (in particular, Recurrent Neural Networks and Reinforcement
Learning) as proposed in Refs. [17, 28–30]. The quantum mechanism of this framework is the best candidate
to exploit hidden structure in the QNN optimisation problem, which would provide beyond-Grover speed up
and mitigate the barren plateau issues for training QNNs.

C. Paper Outline

The remainder of this paper is organized as follows: in Section II we review some essential preliminaries
— particularly on the details of QAOA and its variants, from which we designed a new variant of QAOA
tailored for our QNN training problem. Section II C introduces a way of quantising parameters of a QNN —
that is, we show how to create superposition of a QNN with multiple parameter configurations. In Section
III we present quantum training by Grover adaptive search as a baseline prior to our quantum training
framework using QAOA. In Section IV we present the details of our framework including how to implement
the phase oracle, that can achieve coherent phase encoding of the cost function of a QNN, and which mixers
to use for the QAOA routine, as well as the strategy to determine the mixers sequence and the optimize
their hyper-parameters. Section V presents the deployment potential of our quantum training to a variety
of application including training VQE, learning a pure state, and training a quantum classifier. The final
section summarise our work and provides outlook for future work.

Quantum Neural Networks



Adaptive Derivative Assembled 
Problem Tailored - Quantum 
Approximate Optimization 
Algorithm (ADAPT-QAOA)

• https://arxiv.org/pdf/2005.10258.pdf• https://arxiv.org/pdf/2005.10258.pdf



ADAPT-QAOA

2

II. ADAPT-QAOA

A. Framework

In QAOA [4, 5], the variational ansatz consists of p
layers, each containing the cost Hamiltonian HC and a
mixer, HM :

��� p(~�, ~�)
E
=

 
pY

k=1

⇥
e�iHM�ke�iHC�k

⇤
!
| refi , (1)

where | refi = |+i⌦n, n is the number of qubits, and

~� and ~� are sets of variational parameters. If these pa-

rameters are chosen such that
D
 p(~�, ~�)

���HC

��� p(~�, ~�)
E

is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:

��� p(~�, ~�)
E
=

 
pY

k=1

⇥
e�iAk�ke�iHC�k

⇤
!
| refi . (2)

We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†

j
)

and select a suitable reference state to be the initial
state:

�� (0)
↵
= | refi. Here, we choose | refi = |+i⌦n

as in the standard QAOA. We will return shortly to
the question of how to choose the pool. Second, pre-
pare the current ansatz

�� (k�1)
↵
on the quantum pro-

cessor and measure the energy gradient with respect
to the pool, the jth component of which is given by
�i
⌦
 (k�1)

�� eiHC�k [HC , Aj ]e�iHC�k
�� (k�1)

↵
, where the

new variational parameter �k is set to a predefined value
�0. For the measurement, we can decompose the commu-
tator into linear combinations of Pauli strings and mea-
sure the expectation values of the strings using general
variational quantum algorithm methods [30]. If the norm
of the gradient is below a predefined threshold, then the
algorithm stops, and the current state and energy esti-
mate approximate the desired solution. If the gradient
threshold is not met, modify the ansatz by adding the

operator, A(k)

max, associated with the largest component

of the gradient:
�� (k)

↵
= e�iA

(k)
max�ke�iHC�k

�� (k�1)
↵
,

where �k is a new variational parameter. Third, op-
timize all parameters currently in the ansatz, �m, �m,
m = 1, ..., k, such that

⌦
 (k)

��HC

�� (k)
↵
is minimized,

and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
nP

i2Q
Xi

o
.

Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:

Psingle = [i2Q {Xi, Yi} [
nP

i2Q
Yi

o
[ PQAOA, Pmulti =

[i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [ Psingle. Because
PQAOA ⇢ Psingle ⇢ Pmulti, we expect that Pmulti will pro-
vide the best performance. The QAOA, single-qubit, and
multi-qubit pools have O(1), O(n), and O(n2) elements,
respectively.

Max-Cut is a classic (NP-hard) quadratic uncon-
strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP

i✏S,j✏S̄,i,j✏E
wi,j is maximized. This problem can be

encoded in the Ising Hamiltonian

HC = �1

2

X

i,j

wi,j(I � ZiZj), (3)

where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
pool.

C. Performance and Resource Comparison

We use the Max-Cut problem on regular graphs with
n=6 vertices and degrees D=3 and D=5 to bench-
mark the performance of ADAPT-QAOA. For each type
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the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
nP

i2Q
Xi

o
.

Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:

Psingle = [i2Q {Xi, Yi} [
nP

i2Q
Yi

o
[ PQAOA, Pmulti =

[i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [ Psingle. Because
PQAOA ⇢ Psingle ⇢ Pmulti, we expect that Pmulti will pro-
vide the best performance. The QAOA, single-qubit, and
multi-qubit pools have O(1), O(n), and O(n2) elements,
respectively.

Max-Cut is a classic (NP-hard) quadratic uncon-
strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP

i✏S,j✏S̄,i,j✏E
wi,j is maximized. This problem can be

encoded in the Ising Hamiltonian

HC = �1

2

X

i,j

wi,j(I � ZiZj), (3)

where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
pool.

C. Performance and Resource Comparison

We use the Max-Cut problem on regular graphs with
n=6 vertices and degrees D=3 and D=5 to bench-
mark the performance of ADAPT-QAOA. For each type
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is minimized, then the resulting energy and state provide
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coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM
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as such in prior works [5, 7, 11]. It is defined as fol-
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resents a possible cut. HC counts the sum of the weights
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and a mixer, HM :
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⇤
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where | refi = |+i⌦n, n is the number of qubits, and

~� and ~� are sets of variational parameters. If these pa-

rameters are chosen such that
D
 p(~�, ~�)

���HC

��� p(~�, ~�)
E

is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the original QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the original
QAOA ansatz [21–23]. Farhi et al. [21] allowed the mixer
to rotate each qubit by a di↵erent angle about the x axis
and modified the cost Hamiltonian layer so that it is more
compatible with the hardware architecture they consid-
ered. Hadfield et al. [22] considered more general mixers
defined such that they preserve the relevant subspace for
the given combinatorial problem. Ref. [23] focused on
graph coloring optimization problems using more than
one qubit per node and demonstrated that intra-node en-
tangling mixers that preserve symmetries outperform the
standard X mixer. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:

��� p(~�, ~�)
E
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pY

k=1

⇥
e�iAk�ke�iHC�k

⇤
!
| refi . (2)

We build up this ansatz iteratively, one layer at a time, in
a way that is determined by HC . This iterative process
is inspired by the variational quantum eigensolver algo-
rithm, ADAPT-VQE, which was developed for molecular
Hamiltonians [24, 25]. It can be summarized by three ba-
sic steps: First, define the operator set {Aj} (called the

“pool”, and where Aj = A†
j
) and select a suitable refer-

ence state to be the initial state:
�� (0)

↵
= | refi. Here,

we choose | refi = |+i⌦n as in the original QAOA. We
will return shortly to the question of how to choose the
pool. Second, prepare the current ansatz

�� (k�1)
↵
on

the quantum processor and measure the energy gradient
with respect to the pool, the jth component of which
is given by �i

⌦
 (k�1)

�� eiHC�k [HC , Aj ]e�iHC�k
�� (k�1)

↵
,

where the new variational parameter �k is set to a pre-
defined value �0. If the norm of the gradient is be-
low a predefined threshold, then the algorithm stops,
and the current state and energy estimate approximate
the desired solution. If the gradient threshold is not

met, modify the ansatz by adding the operator, A(k)

max,
associated with the largest component of the gradient:

�� (k)
↵
= e�iA

(k)
max�ke�iHC�k

�� (k�1)
↵
, where �k is a new

variational parameter. Third, optimize all parameters
currently in the ansatz, �m, �m, m = 1, ..., k, such that⌦
 (k)

��HC

�� (k)
↵
is minimized, and return to the second

step. This algorithm, which we call ADAPT-QAOA, lies
somewhere between standard QAOA and ADAPT-VQE
in the sense that it possesses the alternating-operator
structure of QAOA but enjoys additional flexibility by
allowing the mixers to vary over the course of an itera-
tive construction. Given that a similar iterative approach
was shown to provide accurate ground state energies and
fast convergence for various molecules [24, 25], it is natu-
ral to consider its suitability for determining the mixers
in QAOA. The recipe for ADAPT-QAOA is summarized
below in pseudo-code format.

Algorithm 1 ADAPT-QAOA

Initial state: | (0)i = | refi = |+i⌦n

Predefined: Number of layers p; Cost Hamiltonian HC ;
Initial parameter for optimization: �0; Operator pool with
m operators Aj , j 2 [1,m]
for k = 1...p do

//From operator pool select operator
for j = 1...m do

//Get max measured gradient operator A(k)
max:

Set �k = �0

Define | (k)it = e
�iHC�k | (k�1)i

A
(k)
max = argmax

⇣
�i th (k)|[HC , Aj ]| (k)it

⌘

end for

//Add A
(k)
max to current ansatz:

| (k)i = e
�iA

(k)
max�ke

�iHC�k | (k�1)i
// Optimization

minh (k)|HC | (k)i ! ~�,~�

output.add(~�,~�, A(k)
max,minh (k)|HC | (k)i)

end for

return output

The first step in running this algorithm is to define
the operator pool from which we select the mixers. De-
fine Q to be the set of qubits. The pool correspond-
ing to the original QAOA contains only one operator,

PQAOA =
nP

i2Q
Xi

o
. There is a lot of flexibility in

choosing an operator pool. Here, for our numerical sim-
ulations of ADAPT-QAOA, we select two qualitatively
di↵erent pools to compare to each other and to the origi-
nal QAOA: one consisting entirely of single-qubit mixers,
and one with both single-qubit and multi-qubit entan-
gling gates. The single-qubit pool is defined as Psingle =

[i2Q {Xi, Yi}[
nP

i2Q
Yi

o
[PQAOA, and the multi-qubit

pool as Pmulti = [i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [
Psingle. Because PQAOA ⇢ Psingle ⇢ Pmulti, we ex-
pect that Pmulti will provide the best performance. The
QAOA, single-qubit, and multi-qubit pools have O(1),
O(n), and O(n2) elements, respectively. More general
pools can have combinatorially many elements [22].

If HC has symmetries, then additional constraints
should be imposed on the pool. In this work, we focus
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A. Framework

In QAOA [4, 5], the variational ansatz consists of p
layers, each containing the cost Hamiltonian HC and a
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~� and ~� are sets of variational parameters. If these pa-
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is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:
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We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†

j
)

and select a suitable reference state to be the initial
state:

�� (0)
↵
= | refi. Here, we choose | refi = |+i⌦n

as in the standard QAOA. We will return shortly to
the question of how to choose the pool. Second, pre-
pare the current ansatz

�� (k�1)
↵
on the quantum pro-

cessor and measure the energy gradient with respect
to the pool, the jth component of which is given by
�i
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�� eiHC�k [HC , Aj ]e�iHC�k
�� (k�1)

↵
, where the

new variational parameter �k is set to a predefined value
�0. For the measurement, we can decompose the commu-
tator into linear combinations of Pauli strings and mea-
sure the expectation values of the strings using general
variational quantum algorithm methods [30]. If the norm
of the gradient is below a predefined threshold, then the
algorithm stops, and the current state and energy esti-
mate approximate the desired solution. If the gradient
threshold is not met, modify the ansatz by adding the

operator, A(k)

max, associated with the largest component

of the gradient:
�� (k)
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where �k is a new variational parameter. Third, op-
timize all parameters currently in the ansatz, �m, �m,
m = 1, ..., k, such that
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is minimized,

and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
nP

i2Q
Xi

o
.

Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:

Psingle = [i2Q {Xi, Yi} [
nP

i2Q
Yi

o
[ PQAOA, Pmulti =

[i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [ Psingle. Because
PQAOA ⇢ Psingle ⇢ Pmulti, we expect that Pmulti will pro-
vide the best performance. The QAOA, single-qubit, and
multi-qubit pools have O(1), O(n), and O(n2) elements,
respectively.

Max-Cut is a classic (NP-hard) quadratic uncon-
strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP

i✏S,j✏S̄,i,j✏E
wi,j is maximized. This problem can be

encoded in the Ising Hamiltonian

HC = �1

2

X

i,j

wi,j(I � ZiZj), (3)

where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
pool.

C. Performance and Resource Comparison

We use the Max-Cut problem on regular graphs with
n=6 vertices and degrees D=3 and D=5 to bench-
mark the performance of ADAPT-QAOA. For each type
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~� and ~� are sets of variational parameters. If these pa-

rameters are chosen such that
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is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.
In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:
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We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†

j
)

and select a suitable reference state to be the initial
state:
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= | refi. Here, we choose | refi = |+i⌦n

as in the standard QAOA. We will return shortly to
the question of how to choose the pool. Second, pre-
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new variational parameter �k is set to a predefined value
�0. For the measurement, we can decompose the commu-
tator into linear combinations of Pauli strings and mea-
sure the expectation values of the strings using general
variational quantum algorithm methods [30]. If the norm
of the gradient is below a predefined threshold, then the
algorithm stops, and the current state and energy esti-
mate approximate the desired solution. If the gradient
threshold is not met, modify the ansatz by adding the
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where �k is a new variational parameter. Third, op-
timize all parameters currently in the ansatz, �m, �m,
m = 1, ..., k, such that
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and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
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Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:
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PQAOA ⇢ Psingle ⇢ Pmulti, we expect that Pmulti will pro-
vide the best performance. The QAOA, single-qubit, and
multi-qubit pools have O(1), O(n), and O(n2) elements,
respectively.
Max-Cut is a classic (NP-hard) quadratic uncon-

strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP
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wi,j is maximized. This problem can be
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where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
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coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
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We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†

j
)

and select a suitable reference state to be the initial
state:

�� (0)
↵
= | refi. Here, we choose | refi = |+i⌦n

as in the standard QAOA. We will return shortly to
the question of how to choose the pool. Second, pre-
pare the current ansatz

�� (k�1)
↵
on the quantum pro-

cessor and measure the energy gradient with respect
to the pool, the jth component of which is given by
�i
⌦
 (k�1)

�� eiHC�k [HC , Aj ]e�iHC�k
�� (k�1)

↵
, where the

new variational parameter �k is set to a predefined value
�0. For the measurement, we can decompose the commu-
tator into linear combinations of Pauli strings and mea-
sure the expectation values of the strings using general
variational quantum algorithm methods [30]. If the norm
of the gradient is below a predefined threshold, then the
algorithm stops, and the current state and energy esti-
mate approximate the desired solution. If the gradient
threshold is not met, modify the ansatz by adding the

operator, A(k)

max, associated with the largest component

of the gradient:
�� (k)

↵
= e�iA

(k)
max�ke�iHC�k

�� (k�1)
↵
,

where �k is a new variational parameter. Third, op-
timize all parameters currently in the ansatz, �m, �m,
m = 1, ..., k, such that

⌦
 (k)

��HC

�� (k)
↵
is minimized,

and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
nP

i2Q
Xi

o
.

Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:

Psingle = [i2Q {Xi, Yi} [
nP

i2Q
Yi

o
[ PQAOA, Pmulti =

[i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [ Psingle. Because
PQAOA ⇢ Psingle ⇢ Pmulti, we expect that Pmulti will pro-
vide the best performance. The QAOA, single-qubit, and
multi-qubit pools have O(1), O(n), and O(n2) elements,
respectively.

Max-Cut is a classic (NP-hard) quadratic uncon-
strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP

i✏S,j✏S̄,i,j✏E
wi,j is maximized. This problem can be

encoded in the Ising Hamiltonian

HC = �1

2

X

i,j

wi,j(I � ZiZj), (3)

where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
pool.

C. Performance and Resource Comparison

We use the Max-Cut problem on regular graphs with
n=6 vertices and degrees D=3 and D=5 to bench-
mark the performance of ADAPT-QAOA. For each type

n=number of qubits

mixer pool = set of Aj : {Aj}
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II. ADAPT-QAOA

A. Framework

In QAOA [4, 5], the variational ansatz consists of p
layers, each containing the cost Hamiltonian HC and a
mixer, HM :
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where | refi = |+i⌦n, n is the number of qubits, and

~� and ~� are sets of variational parameters. If these pa-

rameters are chosen such that
D
 p(~�, ~�)

���HC

��� p(~�, ~�)
E

is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:
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We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†

j
)

and select a suitable reference state to be the initial
state:

�� (0)
↵
= | refi. Here, we choose | refi = |+i⌦n

as in the standard QAOA. We will return shortly to
the question of how to choose the pool. Second, pre-
pare the current ansatz

�� (k�1)
↵
on the quantum pro-

cessor and measure the energy gradient with respect
to the pool, the jth component of which is given by
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⌦
 (k�1)

�� eiHC�k [HC , Aj ]e�iHC�k
�� (k�1)

↵
, where the

new variational parameter �k is set to a predefined value
�0. For the measurement, we can decompose the commu-
tator into linear combinations of Pauli strings and mea-
sure the expectation values of the strings using general
variational quantum algorithm methods [30]. If the norm
of the gradient is below a predefined threshold, then the
algorithm stops, and the current state and energy esti-
mate approximate the desired solution. If the gradient
threshold is not met, modify the ansatz by adding the

operator, A(k)

max, associated with the largest component

of the gradient:
�� (k)

↵
= e�iA

(k)
max�ke�iHC�k

�� (k�1)
↵
,

where �k is a new variational parameter. Third, op-
timize all parameters currently in the ansatz, �m, �m,
m = 1, ..., k, such that

⌦
 (k)

��HC

�� (k)
↵
is minimized,

and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
nP

i2Q
Xi

o
.

Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:

Psingle = [i2Q {Xi, Yi} [
nP

i2Q
Yi

o
[ PQAOA, Pmulti =

[i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [ Psingle. Because
PQAOA ⇢ Psingle ⇢ Pmulti, we expect that Pmulti will pro-
vide the best performance. The QAOA, single-qubit, and
multi-qubit pools have O(1), O(n), and O(n2) elements,
respectively.

Max-Cut is a classic (NP-hard) quadratic uncon-
strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP

i✏S,j✏S̄,i,j✏E
wi,j is maximized. This problem can be

encoded in the Ising Hamiltonian

HC = �1

2

X

i,j

wi,j(I � ZiZj), (3)

where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
pool.

C. Performance and Resource Comparison

We use the Max-Cut problem on regular graphs with
n=6 vertices and degrees D=3 and D=5 to bench-
mark the performance of ADAPT-QAOA. For each type
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and a mixer, HM :

��� p(~�, ~�)
E
=

 
pY

k=1

⇥
e�iHM�ke�iHC�k

⇤
!
| refi , (1)

where | refi = |+i⌦n, n is the number of qubits, and

~� and ~� are sets of variational parameters. If these pa-

rameters are chosen such that
D
 p(~�, ~�)

���HC

��� p(~�, ~�)
E

is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the original QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the original
QAOA ansatz [21–23]. Farhi et al. [21] allowed the mixer
to rotate each qubit by a di↵erent angle about the x axis
and modified the cost Hamiltonian layer so that it is more
compatible with the hardware architecture they consid-
ered. Hadfield et al. [22] considered more general mixers
defined such that they preserve the relevant subspace for
the given combinatorial problem. Ref. [23] focused on
graph coloring optimization problems using more than
one qubit per node and demonstrated that intra-node en-
tangling mixers that preserve symmetries outperform the
standard X mixer. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:

��� p(~�, ~�)
E
=

 
pY

k=1

⇥
e�iAk�ke�iHC�k

⇤
!
| refi . (2)

We build up this ansatz iteratively, one layer at a time, in
a way that is determined by HC . This iterative process
is inspired by the variational quantum eigensolver algo-
rithm, ADAPT-VQE, which was developed for molecular
Hamiltonians [24, 25]. It can be summarized by three ba-
sic steps: First, define the operator set {Aj} (called the

“pool”, and where Aj = A†
j
) and select a suitable refer-

ence state to be the initial state:
�� (0)

↵
= | refi. Here,

we choose | refi = |+i⌦n as in the original QAOA. We
will return shortly to the question of how to choose the
pool. Second, prepare the current ansatz

�� (k�1)
↵
on

the quantum processor and measure the energy gradient
with respect to the pool, the jth component of which
is given by �i

⌦
 (k�1)

�� eiHC�k [HC , Aj ]e�iHC�k
�� (k�1)

↵
,

where the new variational parameter �k is set to a pre-
defined value �0. If the norm of the gradient is be-
low a predefined threshold, then the algorithm stops,
and the current state and energy estimate approximate
the desired solution. If the gradient threshold is not

met, modify the ansatz by adding the operator, A(k)

max,
associated with the largest component of the gradient:

�� (k)
↵
= e�iA

(k)
max�ke�iHC�k

�� (k�1)
↵
, where �k is a new

variational parameter. Third, optimize all parameters
currently in the ansatz, �m, �m, m = 1, ..., k, such that⌦
 (k)

��HC

�� (k)
↵
is minimized, and return to the second

step. This algorithm, which we call ADAPT-QAOA, lies
somewhere between standard QAOA and ADAPT-VQE
in the sense that it possesses the alternating-operator
structure of QAOA but enjoys additional flexibility by
allowing the mixers to vary over the course of an itera-
tive construction. Given that a similar iterative approach
was shown to provide accurate ground state energies and
fast convergence for various molecules [24, 25], it is natu-
ral to consider its suitability for determining the mixers
in QAOA. The recipe for ADAPT-QAOA is summarized
below in pseudo-code format.

Algorithm 1 ADAPT-QAOA

Initial state: | (0)i = | refi = |+i⌦n

Predefined: Number of layers p; Cost Hamiltonian HC ;
Initial parameter for optimization: �0; Operator pool with
m operators Aj , j 2 [1,m]
for k = 1...p do

//From operator pool select operator
for j = 1...m do

//Get max measured gradient operator A(k)
max:

Set �k = �0

Define | (k)it = e
�iHC�k | (k�1)i

A
(k)
max = argmax

⇣
�i th (k)|[HC , Aj ]| (k)it

⌘

end for

//Add A
(k)
max to current ansatz:

| (k)i = e
�iA

(k)
max�ke

�iHC�k | (k�1)i
// Optimization

minh (k)|HC | (k)i ! ~�,~�

output.add(~�,~�, A(k)
max,minh (k)|HC | (k)i)

end for

return output

The first step in running this algorithm is to define
the operator pool from which we select the mixers. De-
fine Q to be the set of qubits. The pool correspond-
ing to the original QAOA contains only one operator,

PQAOA =
nP

i2Q
Xi

o
. There is a lot of flexibility in

choosing an operator pool. Here, for our numerical sim-
ulations of ADAPT-QAOA, we select two qualitatively
di↵erent pools to compare to each other and to the origi-
nal QAOA: one consisting entirely of single-qubit mixers,
and one with both single-qubit and multi-qubit entan-
gling gates. The single-qubit pool is defined as Psingle =

[i2Q {Xi, Yi}[
nP

i2Q
Yi

o
[PQAOA, and the multi-qubit

pool as Pmulti = [i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [
Psingle. Because PQAOA ⇢ Psingle ⇢ Pmulti, we ex-
pect that Pmulti will provide the best performance. The
QAOA, single-qubit, and multi-qubit pools have O(1),
O(n), and O(n2) elements, respectively. More general
pools can have combinatorially many elements [22].

If HC has symmetries, then additional constraints
should be imposed on the pool. In this work, we focus
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Appendix E: ADAPT-QAOA

In Adaptive Derivative Assembled Problem Tailored
QAOA[49] (ADAPT-QAOA), the choice of the mixer
Hamitlonian is not fixed but instead is drawn from a
pool of potential Hamiltonians layer by layer. The kth
layer will have HM = Ak where Ak one of

Single-qubit mixers

Y
___]

___[

Xi – An X gate on the ith qubit
Yi – A Y gate on the ith qubitq

n

i=1
Xi – An X gate on every qubit, i.e. QAOAq

n

i=1
Yi – A Y gate on every qubit

(E1)

Multi-qubit mixers

Y
_______]

_______[

XiXj – X gates on the ith and jth qubits, respectively
XiYj – X and Y gates on the ith and jth qubits, respectively
XiZj – X and Z gates on the ith and jth qubits, respectively
YiZj – Y and Z gates on the ith and jth qubits, respectively
YiYj – Y gates on the ith and jth qubits, respectively
ZiZj – Z gates on the ith and jth qubits, respectively

(E2)

Namely, the two QAOA-like mixers (the third and
fourth above) and all length one and two Pauli
strings. As such, ADAPT-QAOA shares similarities with
FALQON as the circuit is iteratively built. For layer k,

we aim to find the mixer that maximizes the energy gra-
dient. That is, if A is the mixer pool, then ’Aj œ A, we
calculate

�E
j

k
©

ˆ

ˆ—k

ÈÂk|HP |ÂkÍ

----
—k=0

= ˆ

ˆ—k

ÈÂk≠1|e
i“kHP e

i—kAj HP e
≠i—kAj e

≠i“kHP |Âk≠1Í

----
—k=0

(E3)

= ÈÂk≠1|e
i“kHP e

i—kAj (iAjHP ≠ iHP Aj) e
≠i—kAj e

≠i“kHP |Âk≠1Í

----
—k=0

(E4)

= ≠i ÈÂk≠1|e
i“kHP [HP , Aj ]e≠i“kHP |Âk≠1Í (E5)

and choose Ak = argmax
AjœA

�E
j

k
. Since we don’t know “k

a priori, we set it to some predefined value “0. Once the
mixer for the kth layer, Ak, has been chosen, the circuit
is optimized as with normal QAOA. With optimized pa-

rameters, another layer can be added following the above
procedure. The algorithm can be stopped when a spe-
cific circuit depth has been reached or �E

j

k
is below some

threshold.P
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II. ADAPT-QAOA

A. Framework

In QAOA [4, 5], the variational ansatz consists of p
layers, each containing the cost Hamiltonian HC and a
mixer, HM :

��� p(~�, ~�)
E
=

 
pY

k=1

⇥
e�iHM�ke�iHC�k

⇤
!
| refi , (1)

where | refi = |+i⌦n, n is the number of qubits, and

~� and ~� are sets of variational parameters. If these pa-

rameters are chosen such that
D
 p(~�, ~�)

���HC

��� p(~�, ~�)
E

is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:

��� p(~�, ~�)
E
=

 
pY

k=1

⇥
e�iAk�ke�iHC�k

⇤
!
| refi . (2)

We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†

j
)

and select a suitable reference state to be the initial
state:

�� (0)
↵
= | refi. Here, we choose | refi = |+i⌦n

as in the standard QAOA. We will return shortly to
the question of how to choose the pool. Second, pre-
pare the current ansatz

�� (k�1)
↵
on the quantum pro-

cessor and measure the energy gradient with respect
to the pool, the jth component of which is given by
�i
⌦
 (k�1)

�� eiHC�k [HC , Aj ]e�iHC�k
�� (k�1)

↵
, where the

new variational parameter �k is set to a predefined value
�0. For the measurement, we can decompose the commu-
tator into linear combinations of Pauli strings and mea-
sure the expectation values of the strings using general
variational quantum algorithm methods [30]. If the norm
of the gradient is below a predefined threshold, then the
algorithm stops, and the current state and energy esti-
mate approximate the desired solution. If the gradient
threshold is not met, modify the ansatz by adding the

operator, A(k)

max, associated with the largest component

of the gradient:
�� (k)

↵
= e�iA

(k)
max�ke�iHC�k

�� (k�1)
↵
,

where �k is a new variational parameter. Third, op-
timize all parameters currently in the ansatz, �m, �m,
m = 1, ..., k, such that

⌦
 (k)

��HC

�� (k)
↵
is minimized,

and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
nP

i2Q
Xi

o
.

Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:

Psingle = [i2Q {Xi, Yi} [
nP

i2Q
Yi

o
[ PQAOA, Pmulti =

[i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [ Psingle. Because
PQAOA ⇢ Psingle ⇢ Pmulti, we expect that Pmulti will pro-
vide the best performance. The QAOA, single-qubit, and
multi-qubit pools have O(1), O(n), and O(n2) elements,
respectively.

Max-Cut is a classic (NP-hard) quadratic uncon-
strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP

i✏S,j✏S̄,i,j✏E
wi,j is maximized. This problem can be

encoded in the Ising Hamiltonian

HC = �1

2

X

i,j

wi,j(I � ZiZj), (3)

where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
pool.

C. Performance and Resource Comparison

We use the Max-Cut problem on regular graphs with
n=6 vertices and degrees D=3 and D=5 to bench-
mark the performance of ADAPT-QAOA. For each type
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II. ADAPT-QAOA

A. Framework

In QAOA [4, 5], the variational ansatz consists of p
layers, each containing the cost Hamiltonian HC and a
mixer, HM :

��� p(~�, ~�)
E
=

 
pY

k=1

⇥
e�iHM�ke�iHC�k

⇤
!
| refi , (1)

where | refi = |+i⌦n, n is the number of qubits, and

~� and ~� are sets of variational parameters. If these pa-

rameters are chosen such that
D
 p(~�, ~�)

���HC

��� p(~�, ~�)
E

is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.
In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:
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We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†
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as in the standard QAOA. We will return shortly to
the question of how to choose the pool. Second, pre-
pare the current ansatz
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, where the

new variational parameter �k is set to a predefined value
�0. For the measurement, we can decompose the commu-
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variational quantum algorithm methods [30]. If the norm
of the gradient is below a predefined threshold, then the
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where �k is a new variational parameter. Third, op-
timize all parameters currently in the ansatz, �m, �m,
m = 1, ..., k, such that
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is minimized,

and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
nP

i2Q
Xi
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.

Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:

Psingle = [i2Q {Xi, Yi} [
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i2Q
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[ PQAOA, Pmulti =
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PQAOA ⇢ Psingle ⇢ Pmulti, we expect that Pmulti will pro-
vide the best performance. The QAOA, single-qubit, and
multi-qubit pools have O(1), O(n), and O(n2) elements,
respectively.
Max-Cut is a classic (NP-hard) quadratic uncon-

strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP

i✏S,j✏S̄,i,j✏E
wi,j is maximized. This problem can be

encoded in the Ising Hamiltonian

HC = �1

2

X

i,j

wi,j(I � ZiZj), (3)

where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
pool.

C. Performance and Resource Comparison

We use the Max-Cut problem on regular graphs with
n=6 vertices and degrees D=3 and D=5 to bench-
mark the performance of ADAPT-QAOA. For each type
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A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.
In this work, we replace the single, fixed mixer HM
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Max-Cut is a classic (NP-hard) quadratic uncon-

strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
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where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC
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that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
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on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
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dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
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We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†
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and select a suitable reference state to be the initial
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threshold is not met, modify the ansatz by adding the

operator, A(k)

max, associated with the largest component

of the gradient:
�� (k)

↵
= e�iA

(k)
max�ke�iHC�k

�� (k�1)
↵
,

where �k is a new variational parameter. Third, op-
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and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA
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Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:

Psingle = [i2Q {Xi, Yi} [
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respectively.
Max-Cut is a classic (NP-hard) quadratic uncon-
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ful benchmarking problem for QAOA and has been used
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where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
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where | refi = |+i⌦n, n is the number of qubits, and

~� and ~� are sets of variational parameters. If these pa-

rameters are chosen such that
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 p(~�, ~�)

���HC

��� p(~�, ~�)
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is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:
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We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†

j
)

and select a suitable reference state to be the initial
state:

�� (0)
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= | refi. Here, we choose | refi = |+i⌦n

as in the standard QAOA. We will return shortly to
the question of how to choose the pool. Second, pre-
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, where the
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and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
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Here, we introduce two qualitatively di↵erent pools:
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lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP
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where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
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respectively.

Max-Cut is a classic (NP-hard) quadratic uncon-
strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
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where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
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would be of both fundamental and practical interest.
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Appendix A: Ising symmetry and mixer pool
operators

In this work, we focus on Ising Hamiltonians of the
form

HC = �1

2

X

i,j

wi,j(I � ZiZj), (A.1)

which have a Z2 symmetry associated with the operator
F = ⌦iXi. Since [F,HC ] = 0 and F | refi = | refi, we
can rewrite the gradient in the first iteration as

h ref |eiHC�1 [HC , Aj ]e
�iHC�1 | refi

= h ref |eiHC�1F [HC , Aj ]Fe�iHC�1 | refi, (A.2)

where Aj is an operator from the mixer pool. However,
we also know that FAj = ±AjF because F and Aj are
Pauli strings (except when Aj is the standard QAOA
mixer

P
i2Q

Xi or
P

i2Q
Yi, but the former commutes

and the latter anticommutes with F ), so F [HC , Aj ]F =
±[HC , Aj ]. Comparing this to Eq. (A.2), we see that to
have a non-zero gradient, we need [F,Aj ] = 0. This holds
for all steps of the algorithm, because only operators that
commute with F appear in the ansätze, so a formula like
Eq. (A.2) holds at every iteration. The Aj that commute
with F are Pauli strings that have an even number of Y
or Z operators, so we retain only these Pauli strings in
our mixer pool.

Appendix B: First Layer of ADAPT-QAOA ansatz

Here we analyze the ADAPT-QAOA cost function in
the first layer, and the results show that the minimum
of the energy in the first layer of ADAPT-QAOA never
occurs at � = 0 for any operator included in the pool.
We also show that � = 0 is a critical point of the cost
function.
At level p of ADAPT-QAOA, the cost function is

Ep(�, �) = h (p�1)|e�i�He�i�MHei�Mei�H | (p�1)i.
(B.1)

Where H is a linear combination of Pauli strings that
are tensor products of the identity and Z. All the terms

in H commute with each other. M is the mixer. If the
mixers M are single-Pauli strings, we have

e�i�MHei�M = Hc+cos(2�)Ha� i sin(2�)MHa, (B.2)

where Hc is the part of H that commutes with M , and
Ha is the part of H that anticommutes with M . We then
have

e�i�He�i�MHei�Mei�H

= Hc + cos(2�)Ha � i sin(2�)e�i�HMei�HHa

= Hc + cos(2�)Ha � i sin(2�)MHae
2i�Ha . (B.3)

We know that Ep(�, �) is periodic in � with period ⇡.
Therefore, we can restrict � to the range � 2 [�⇡/2,⇡/2]
without loss of generality. Let’s define

G(�) ⌘ �iMHae
2i�Ha . (B.4)

The cost function is then

Ep(�, �) = hHci+ cos(2�)hHai+ sin(2�)hG(�)i, (B.5)

where the expectation values are taken with respect to
| (p�1)i. Therefore,

@Ep

@�
= �2 sin(2�)hHai+ 2 cos(2�)hG(�)i = 0

) tan(2�) =
hG(�)i
hHai

, (B.6)

and

@Ep

@�
= sin(2�)hG0(�)i = 0

) � = 0,±⇡/2 or hG0(�)i = 0. (B.7)

For the first layer, p = 1, the state is | (0)i = |+i⌦n,
and so hHai = 0. From Eq. (B.6), we see that � =
±⇡/4 assuming h0|G(�)|0i 6= 0. Eq. (B.7) then requires
hG0(�)i = 0. Using Eq. (B.4), for p = 1 this is:

h0|G0(�)|0i= 2 h0|MH2

a
e2i�Ha |0i

= 2 h0|H2

a
e2i�Ha |0i = 0. (B.8)

Notice that � = 0 is not a solution of this equation
because h0|H2

a
|0i > 0, which follows from the fact that

this is the norm of a nonzero state, Ha|+i⌦n. Numerics
are needed to determine if there is a nonzero value of �
that satisfies h0|G0(�)|0i = 0.

On the other hand, if h0|G(�)|0i = 0, then there is

no constraint on � from @Ep

@�
= 0. Notice that this hap-

pens when � = 0 since h0|G(0)|0i = �i h0|MHa|0i = 0,
which is true for regular graphs where Ha is a sum of
terms like ZjZk, and M is a Pauli string that commutes
with F = ⌦`X`. In this case, we must have � = 0
or ±⇡/2. There could be other values of � that sat-
isfy h0|G(�)|0i = 0, but it seems unlikely that both this

•  has a  symmetry associated with the operator . Since 
, one can show that the gradient is only nonzero for . The 

 that commutes with  are Pauli strings that have an even number of  or  
operators.

HC = HP Z2 F = ⊗i Xi
[F , HC] = 0 [F , Aj] = 0
Aj F Y Z

•  has a  symmetry associated with the operator . Since 
[F , HC] = 0 [F , Aj] = 0, one can show that the gradient is only nonzero for . The 
Aj F Y Z that commutes with  are Pauli strings that have an even number of  or  
operators.
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FIG. 7. Quantum circuit schematic of QDD. QDD solves optimization problems of continuous variable. In this figure,
◊i are the continuous variables to be optimized in the training, where each ◊i is digitized into binary form and stored
in an independent register. The overall process of QDD is similar to that of the original QAOA, where the di�erence
is that the mixer of QDD with Hamiltonian S is acting on the registers of ◊i (rather than single qubits as in the
original QAOA). The e�ect of the mixer in QDD is to shift the value for each ◊i.

replaced the fixed mixer HM by a set of di�erent mixers Ak that change from layer to layer. They entitled
this variation of QAOA as ADAPT-QAOA. This adaptive approach would dramatically shorten the depth of
QAOA layers while significantly improving the quality of the solution. Here we depict the quantum circuit
schematic of ADAPT-QAOA in Fig. 8.
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FIG. 8. Quantum circuit schematic of ADAPT-QAOA. The overall process of LH-QAOA is similar to that of
the original QAOA in Fig. 5, where the di�erence is that the mixer of LH-QAOA contains variable mixers taken
from a mixers pool. Define Q to be the set of qubits. The mixer pool of ADAPT-QAOA is PADAPT-QAOA =
fiiœQ

Ó
Xi, Yi,

q
iœQ

Xi,
q

iœQ
Yi

Ô
fii,jœQ◊Q {BiCj |Bi, Cj œ {X, Y, Z}}.

Compared to the original QAOA, allowing Y mixers and entangling mixers enables ADAPT-QAOA to
dramatically improve algorithmic performance while achieving rapid convergence for problems with complex
structures. This e�ect of the adaptive mechanism can be illustrated in Fig. 9.
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Figure taken from 2103.17047
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FIG. 1. Comparison of the performance of standard QAOA (blue) with ADAPT-QAOA for the single-qubit (orange) and
multi-qubit (green) pools. The algorithms are run on the Max-Cut problem for the regular graphs shown in the figure, which
have n=6 vertices and are of degree D=3 (a) and D=5 (b). The energy error (the di↵erence between the energy estimate
obtained by the algorithm and the exact ground state energy of HC) is shown as a function of the number of layers in the
ansatz. Results are shown for 20 di↵erent instances of edge weights, which are randomly sampled from the uniform distribution
U(0, 1). The shaded regions indicate 95% confidence intervals.

of graph, we analyze 20 instances of random edge
weights, which are drawn from the uniform distribution
U(0, 1) [31]. We use Nelder-Mead for the optimization of

the variational parameters ~� and ~�. The gradients used
to select new operators are sensitive to the initial val-
ues for ~�. It is natural to initialize these parameters at
�0 = 0 to avoid biasing the optimization. However, as we
show in Appendix B, �0 = 0 is a critical point of the cost
function [32]. Moreover, the minimum of the energy in
the first layer of ADAPT-QAOA never occurs at �0 = 0.
Therefore, we shift the initial value �0 slightly away from
zero (�0 = 0.01) to avoid these issues.

In Fig. 1 we show the error as a function of the number
of ansatz layers for the standard QAOA and for ADAPT-
QAOA using single-qubit and multi-qubit mixer pools.
For both 3- and 5-regular graphs, we find that using the
single-qubit mixer pool provides a modest improvement
over standard QAOA. On the other hand, the multi-qubit
pool performs dramatically better, leading to a rapid con-
vergence to the exact solution after only ⇠3 layers. We
also find that for the degree-5 graphs, standard QAOA
and ADAPT-QAOA with single-qubit mixers converge
slower than the degree-3 case, whereas the performance
of ADAPT-QAOA with the multi-qubit operator pool re-
mains approximately the same. Note that the particular
form of the two-qubit operators in the pool was chosen
for its simplicity. In general, one can choose a hardware-
tailored operator pool, in the spirit of Ref. [33]. In Ap-
pendix C, we show similar results for n = 8 and n = 10
graphs of degree D = 2, where ADAPT-QAOA with the
multi-qubit pool substantially outperforms the standard
QAOA again. Going to larger values of D or n is made
challenging by a sharp increase in the number of layers

needed to reach convergence, as reported for standard
QAOA in Ref. [34].
It is interesting to ask how much the ADAPT-QAOA

ansätze di↵er from the standard QAOA ansatz. We find
that when the single-qubit mixer pool is used, the single-
qubit operators Xi are chosen instead of the standard
mixer approximately 36.6% of the time for n=6, D=3
graphs and 25% of the time for n=6, D=5 graphs. For
the multi-qubit mixer pool, the algorithm chooses oper-
ators other than the standard mixer approximately 75%
of the time for n=6, D=3 graphs and 80% of the time for
n=6, D=5 graphs (see Appendix D). This trend supports
the intuitive idea that a more connected graph requires
more entanglement for a rapid convergence to the solu-
tion.
A crucial question, especially for near-term platforms,

is how the di↵erent mixer pools compare with respect to
resource overhead. Fig. 2 shows the number of CNOTs
and number of parameters for the three algorithms. The
CNOT counts are determined by decomposing each two-
qubit operator into two CNOT gates and one or two
single-qubit gates. Surprisingly, we find that both the
standard QAOA and the single-qubit mixer ansätze in
fact have more CNOTs compared to that constructed
from the entangling multi-qubit mixer pool. Moreover,
on average, the standard QAOA algorithm uses more
parameters and CNOTs to reach the same convergence
threshold than either version of ADAPT-QAOA. About
half as many CNOTs are required for the ADAPT-QAOA
multi-qubit pool case, despite the fact that the mixers
in the multi-qubit pool themselves introduce additional
CNOT gates on top of those coming from HC . Ref. [25]
proposed using a restricted form of entangling gates in

γ0 = 0.01

Nelder-Mead for optimization 
= downhill simplex method 
= amoeba method 
= polytope method

2005.10258

n=6, D=3 n=6, D=5

(a) (b)10 0 10 0
QAOA
ADAPT-Single

Energy error (arb. units)

Energy error (arb. units)

10 -2 10-2ADAPT-Multi

10 -4 10 -4

10 -6 10-6

10 -8 10-8

10-10 10-10

0 2 4 6 8 10 12 14 0 2 4 6 8 10 12 14
Layer (p) Layer (p)



8

FIG. 6. Probability of operators picked by the original QAOA, ADAPT-QAOA with the single-qubit mixer and ADAPT-QAOA
with multi-qubit pool for the Max-Cut problem on regular graphs with n=6 vertices with degree D=3 (a)(b) and D=5 (c)(d)
with random edge weights sampled from a uniform distribution U(0, 1). The blue bars show the probability of each particular
operator used for ansatz, and green bars show the probability of the original mixer, sum over all single-qubit gates and sum
over all entangling gates used in ansatz. The results from 20 instances of random edge weights.

Appendix D: Role of entangling mixers versus
entangling gates

In Fig. 2, we compared the resources used by three
di↵erent algorithms for the Max-Cut problem on regular
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FIG. 2. Resource comparison of the standard QAOA,
ADAPT-QAOA with the single-qubit mixer pool, and
ADAPT-QAOA with the multi-qubit mixer pool for the Max-
Cut problem on regular graphs with n=6 vertices and random
edge weights. Panels (a) and (b) show the comparison for
graphs of degree D=3 and D=5, respectively. For all cases
except the standard QAOA applied to D = 5 graphs, we
count the number of parameters and CNOTs needed to reach
an energy error of �E = 10�3. As standard QAOA for D = 5
graphs never reaches this error threshold, we instead count the
CNOT gates and parameters at the end of the simulation (15
layers). The dark (light) red bars show variational parameter
(CNOT gate) counts. The error bars show variances obtained
by sampling over 20 di↵erent instances of edge weights.

the ansatz to obtain better performance in combinato-
rial problems at the cost of introducing more variational
parameters. In contrast, ADAPT-QAOA provides a sys-
tematic way to both improve performance and reduce the
number of parameters and CNOTs.

III. SHORTCUTS TO ADIABATICITY

One may wonder whether there is a physically intuitive
way to understand the strikingly better performance of
ADAPT-QAOA. Considering that the standard QAOA
ansatz has a structure dictated by the adiabatic theo-
rem, a possible explanation is that the ADAPT algo-

rithm is related to shortcuts to adiabaticity (STA). STA,
also known as counterdiabatic or transitionless driving,
was introduced for quantum systems by Demirplak and
Rice [21] and later, independently, by Berry [22, 23]. STA
has also been explored in the classical context [35, 36],
including a recent application in biology [37]. The idea
is that if we want to drive a system such that it re-
mains in the instantaneous ground state at all times,
then by adding a certain term HCD to the Hamilto-
nian, we can achieve this without paying the price of a
slow evolution. Although the instantaneous eigenstates
of the original Hamiltonian only solve the time-dependent
Schrödinger equation in the adiabatic limit, they become
exact solutions when the Hamiltonian is updated to in-
clude HCD. The advantage of STA is that the evolution
can be achieved nonadiabatically. Below, we provide ev-
idence that ADAPT-QAOA is indeed related to STA, a
likely explanation for why it converges to the solution
much faster than its adiabatic counterpart, the standard
QAOA. Before we present this evidence, we must first
explain how HCD can be constructed using the concept
of adiabatic gauge potentials.

A. Approximate adiabatic gauge potentials

Here we briefly review the mathematical machinery
of STA and adiabatic gauge potentials [38–40]. Let | i
be a state evolving under H(✓(t)), i@t | i = H(✓(t)) | i,
where ✓ is a continuous variable that parameterizes the
Hamiltonian. A unitary transformation U(✓(t)) can be
applied to move the Hamiltonian H(✓(t)) from the ini-
tial basis to its instantaneous eigenbasis, where H̃(✓) =
U†(✓)H(✓)U(✓) is diagonal at all times. The Schrödinger
equation in the instantaneous eigenbasis is i@t | ̃i =
[H̃ � ✓̇Ã✓] | ̃i, where | ̃i = U† | i, ✓̇ = d✓/dt, and
Ã✓ = iU†@✓U is the adiabatic gauge potential in the ro-
tated frame. It is evident that the term�✓̇Ã✓ drives tran-
sitions between the energy levels of the original Hamilto-
nian H. Therefore, one can add the counterdiabatic term
HCD = ✓̇A✓ to H(✓), with A✓ = UÃ✓U†, to eliminate
such transitions in the rotated frame. This is the core of
transitionless driving protocols.

Now, the matrix elements of the adiabatic gauge po-
tential in the instantaneous eigenbasis are

hm(✓)| A✓ |n(✓)i = hm(✓)|UÃ✓U
† |n(✓)i

= i hm(✓)| @✓UU† |n(✓)i
= i hm(✓)|@✓n(✓)i ,

(4)

where we used Ã✓ = iU†@✓U and |n(✓)i = U(✓) |n0i with
|n0i being independent of ✓. Moreover, the adiabatic
gauge potential A✓ satisfies [22, 38]

hm| A✓ |ni = i hm|@✓ni = i
hm| @✓H |ni
En � Em

, (5)

which is obtained by di↵erentiating the eigenfunction
H(✓) |n(✓)i = En(✓) |n(✓)i with respect to ✓. Note that
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FIG. 2. Resource comparison of the standard QAOA,
ADAPT-QAOA with the single-qubit mixer pool, and
ADAPT-QAOA with the multi-qubit mixer pool for the Max-
Cut problem on regular graphs with n=6 vertices and random
edge weights. Panels (a) and (b) show the comparison for
graphs of degree D=3 and D=5, respectively. For all cases
except the standard QAOA applied to D = 5 graphs, we
count the number of parameters and CNOTs needed to reach
an energy error of �E = 10�3. As standard QAOA for D = 5
graphs never reaches this error threshold, we instead count the
CNOT gates and parameters at the end of the simulation (15
layers). The dark (light) red bars show variational parameter
(CNOT gate) counts. The error bars show variances obtained
by sampling over 20 di↵erent instances of edge weights.

the ansatz to obtain better performance in combinato-
rial problems at the cost of introducing more variational
parameters. In contrast, ADAPT-QAOA provides a sys-
tematic way to both improve performance and reduce the
number of parameters and CNOTs.

III. SHORTCUTS TO ADIABATICITY

One may wonder whether there is a physically intuitive
way to understand the strikingly better performance of
ADAPT-QAOA. Considering that the standard QAOA
ansatz has a structure dictated by the adiabatic theo-
rem, a possible explanation is that the ADAPT algo-

rithm is related to shortcuts to adiabaticity (STA). STA,
also known as counterdiabatic or transitionless driving,
was introduced for quantum systems by Demirplak and
Rice [21] and later, independently, by Berry [22, 23]. STA
has also been explored in the classical context [35, 36],
including a recent application in biology [37]. The idea
is that if we want to drive a system such that it re-
mains in the instantaneous ground state at all times,
then by adding a certain term HCD to the Hamilto-
nian, we can achieve this without paying the price of a
slow evolution. Although the instantaneous eigenstates
of the original Hamiltonian only solve the time-dependent
Schrödinger equation in the adiabatic limit, they become
exact solutions when the Hamiltonian is updated to in-
clude HCD. The advantage of STA is that the evolution
can be achieved nonadiabatically. Below, we provide ev-
idence that ADAPT-QAOA is indeed related to STA, a
likely explanation for why it converges to the solution
much faster than its adiabatic counterpart, the standard
QAOA. Before we present this evidence, we must first
explain how HCD can be constructed using the concept
of adiabatic gauge potentials.

A. Approximate adiabatic gauge potentials

Here we briefly review the mathematical machinery
of STA and adiabatic gauge potentials [38–40]. Let | i
be a state evolving under H(✓(t)), i@t | i = H(✓(t)) | i,
where ✓ is a continuous variable that parameterizes the
Hamiltonian. A unitary transformation U(✓(t)) can be
applied to move the Hamiltonian H(✓(t)) from the ini-
tial basis to its instantaneous eigenbasis, where H̃(✓) =
U†(✓)H(✓)U(✓) is diagonal at all times. The Schrödinger
equation in the instantaneous eigenbasis is i@t | ̃i =
[H̃ � ✓̇Ã✓] | ̃i, where | ̃i = U† | i, ✓̇ = d✓/dt, and
Ã✓ = iU†@✓U is the adiabatic gauge potential in the ro-
tated frame. It is evident that the term�✓̇Ã✓ drives tran-
sitions between the energy levels of the original Hamilto-
nian H. Therefore, one can add the counterdiabatic term
HCD = ✓̇A✓ to H(✓), with A✓ = UÃ✓U†, to eliminate
such transitions in the rotated frame. This is the core of
transitionless driving protocols.
Now, the matrix elements of the adiabatic gauge po-

tential in the instantaneous eigenbasis are

hm(✓)| A✓ |n(✓)i = hm(✓)|UÃ✓U
† |n(✓)i

= i hm(✓)| @✓UU† |n(✓)i
= i hm(✓)|@✓n(✓)i ,

(4)

where we used Ã✓ = iU†@✓U and |n(✓)i = U(✓) |n0i with
|n0i being independent of ✓. Moreover, the adiabatic
gauge potential A✓ satisfies [22, 38]

hm| A✓ |ni = i hm|@✓ni = i
hm| @✓H |ni
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, (5)

which is obtained by di↵erentiating the eigenfunction
H(✓) |n(✓)i = En(✓) |n(✓)i with respect to ✓. Note that
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FIG. 2. Resource comparison of the standard QAOA,
ADAPT-QAOA with the single-qubit mixer pool, and
ADAPT-QAOA with the multi-qubit mixer pool for the Max-
Cut problem on regular graphs with n=6 vertices and random
edge weights. Panels (a) and (b) show the comparison for
graphs of degree D=3 and D=5, respectively. For all cases
except the standard QAOA applied to D = 5 graphs, we
count the number of parameters and CNOTs needed to reach
an energy error of �E = 10�3. As standard QAOA for D = 5
graphs never reaches this error threshold, we instead count the
CNOT gates and parameters at the end of the simulation (15
layers). The dark (light) red bars show variational parameter
(CNOT gate) counts. The error bars show variances obtained
by sampling over 20 di↵erent instances of edge weights.

the ansatz to obtain better performance in combinato-
rial problems at the cost of introducing more variational
parameters. In contrast, ADAPT-QAOA provides a sys-
tematic way to both improve performance and reduce the
number of parameters and CNOTs.
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One may wonder whether there is a physically intuitive
way to understand the strikingly better performance of
ADAPT-QAOA. Considering that the standard QAOA
ansatz has a structure dictated by the adiabatic theo-
rem, a possible explanation is that the ADAPT algo-

rithm is related to shortcuts to adiabaticity (STA). STA,
also known as counterdiabatic or transitionless driving,
was introduced for quantum systems by Demirplak and
Rice [21] and later, independently, by Berry [22, 23]. STA
has also been explored in the classical context [35, 36],
including a recent application in biology [37]. The idea
is that if we want to drive a system such that it re-
mains in the instantaneous ground state at all times,
then by adding a certain term HCD to the Hamilto-
nian, we can achieve this without paying the price of a
slow evolution. Although the instantaneous eigenstates
of the original Hamiltonian only solve the time-dependent
Schrödinger equation in the adiabatic limit, they become
exact solutions when the Hamiltonian is updated to in-
clude HCD. The advantage of STA is that the evolution
can be achieved nonadiabatically. Below, we provide ev-
idence that ADAPT-QAOA is indeed related to STA, a
likely explanation for why it converges to the solution
much faster than its adiabatic counterpart, the standard
QAOA. Before we present this evidence, we must first
explain how HCD can be constructed using the concept
of adiabatic gauge potentials.

A. Approximate adiabatic gauge potentials

Here we briefly review the mathematical machinery
of STA and adiabatic gauge potentials [38–40]. Let | i
be a state evolving under H(✓(t)), i@t | i = H(✓(t)) | i,
where ✓ is a continuous variable that parameterizes the
Hamiltonian. A unitary transformation U(✓(t)) can be
applied to move the Hamiltonian H(✓(t)) from the ini-
tial basis to its instantaneous eigenbasis, where H̃(✓) =
U†(✓)H(✓)U(✓) is diagonal at all times. The Schrödinger
equation in the instantaneous eigenbasis is i@t | ̃i =
[H̃ � ✓̇Ã✓] | ̃i, where | ̃i = U† | i, ✓̇ = d✓/dt, and
Ã✓ = iU†@✓U is the adiabatic gauge potential in the ro-
tated frame. It is evident that the term�✓̇Ã✓ drives tran-
sitions between the energy levels of the original Hamilto-
nian H. Therefore, one can add the counterdiabatic term
HCD = ✓̇A✓ to H(✓), with A✓ = UÃ✓U†, to eliminate
such transitions in the rotated frame. This is the core of
transitionless driving protocols.
Now, the matrix elements of the adiabatic gauge po-

tential in the instantaneous eigenbasis are

hm(✓)| A✓ |n(✓)i = hm(✓)|UÃ✓U
† |n(✓)i

= i hm(✓)| @✓UU† |n(✓)i
= i hm(✓)|@✓n(✓)i ,

(4)

where we used Ã✓ = iU†@✓U and |n(✓)i = U(✓) |n0i with
|n0i being independent of ✓. Moreover, the adiabatic
gauge potential A✓ satisfies [22, 38]

hm| A✓ |ni = i hm|@✓ni = i
hm| @✓H |ni
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, (5)

which is obtained by di↵erentiating the eigenfunction
H(✓) |n(✓)i = En(✓) |n(✓)i with respect to ✓. Note that
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FIG. 2. Resource comparison of the standard QAOA,
ADAPT-QAOA with the single-qubit mixer pool, and
ADAPT-QAOA with the multi-qubit mixer pool for the Max-
Cut problem on regular graphs with n=6 vertices and random
edge weights. Panels (a) and (b) show the comparison for
graphs of degree D=3 and D=5, respectively. For all cases
except the standard QAOA applied to D = 5 graphs, we
count the number of parameters and CNOTs needed to reach
an energy error of �E = 10�3. As standard QAOA for D = 5
graphs never reaches this error threshold, we instead count the
CNOT gates and parameters at the end of the simulation (15
layers). The dark (light) red bars show variational parameter
(CNOT gate) counts. The error bars show variances obtained
by sampling over 20 di↵erent instances of edge weights.

the ansatz to obtain better performance in combinato-
rial problems at the cost of introducing more variational
parameters. In contrast, ADAPT-QAOA provides a sys-
tematic way to both improve performance and reduce the
number of parameters and CNOTs.
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One may wonder whether there is a physically intuitive
way to understand the strikingly better performance of
ADAPT-QAOA. Considering that the standard QAOA
ansatz has a structure dictated by the adiabatic theo-
rem, a possible explanation is that the ADAPT algo-

rithm is related to shortcuts to adiabaticity (STA). STA,
also known as counterdiabatic or transitionless driving,
was introduced for quantum systems by Demirplak and
Rice [21] and later, independently, by Berry [22, 23]. STA
has also been explored in the classical context [35, 36],
including a recent application in biology [37]. The idea
is that if we want to drive a system such that it re-
mains in the instantaneous ground state at all times,
then by adding a certain term HCD to the Hamilto-
nian, we can achieve this without paying the price of a
slow evolution. Although the instantaneous eigenstates
of the original Hamiltonian only solve the time-dependent
Schrödinger equation in the adiabatic limit, they become
exact solutions when the Hamiltonian is updated to in-
clude HCD. The advantage of STA is that the evolution
can be achieved nonadiabatically. Below, we provide ev-
idence that ADAPT-QAOA is indeed related to STA, a
likely explanation for why it converges to the solution
much faster than its adiabatic counterpart, the standard
QAOA. Before we present this evidence, we must first
explain how HCD can be constructed using the concept
of adiabatic gauge potentials.

A. Approximate adiabatic gauge potentials

Here we briefly review the mathematical machinery
of STA and adiabatic gauge potentials [38–40]. Let | i
be a state evolving under H(✓(t)), i@t | i = H(✓(t)) | i,
where ✓ is a continuous variable that parameterizes the
Hamiltonian. A unitary transformation U(✓(t)) can be
applied to move the Hamiltonian H(✓(t)) from the ini-
tial basis to its instantaneous eigenbasis, where H̃(✓) =
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equation in the instantaneous eigenbasis is i@t | ̃i =
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Ã✓ = iU†@✓U is the adiabatic gauge potential in the ro-
tated frame. It is evident that the term�✓̇Ã✓ drives tran-
sitions between the energy levels of the original Hamilto-
nian H. Therefore, one can add the counterdiabatic term
HCD = ✓̇A✓ to H(✓), with A✓ = UÃ✓U†, to eliminate
such transitions in the rotated frame. This is the core of
transitionless driving protocols.

Now, the matrix elements of the adiabatic gauge po-
tential in the instantaneous eigenbasis are

hm(✓)| A✓ |n(✓)i = hm(✓)|UÃ✓U
† |n(✓)i

= i hm(✓)| @✓UU† |n(✓)i
= i hm(✓)|@✓n(✓)i ,

(4)

where we used Ã✓ = iU†@✓U and |n(✓)i = U(✓) |n0i with
|n0i being independent of ✓. Moreover, the adiabatic
gauge potential A✓ satisfies [22, 38]

hm| A✓ |ni = i hm|@✓ni = i
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which is obtained by di↵erentiating the eigenfunction
H(✓) |n(✓)i = En(✓) |n(✓)i with respect to ✓. Note that
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FIG. 2. Resource comparison of the standard QAOA,
ADAPT-QAOA with the single-qubit mixer pool, and
ADAPT-QAOA with the multi-qubit mixer pool for the Max-
Cut problem on regular graphs with n=6 vertices and random
edge weights. Panels (a) and (b) show the comparison for
graphs of degree D=3 and D=5, respectively. For all cases
except the standard QAOA applied to D = 5 graphs, we
count the number of parameters and CNOTs needed to reach
an energy error of �E = 10�3. As standard QAOA for D = 5
graphs never reaches this error threshold, we instead count the
CNOT gates and parameters at the end of the simulation (15
layers). The dark (light) red bars show variational parameter
(CNOT gate) counts. The error bars show variances obtained
by sampling over 20 di↵erent instances of edge weights.
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idence that ADAPT-QAOA is indeed related to STA, a
likely explanation for why it converges to the solution
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explain how HCD can be constructed using the concept
of adiabatic gauge potentials.

A. Approximate adiabatic gauge potentials

Here we briefly review the mathematical machinery
of STA and adiabatic gauge potentials [38–40]. Let | i
be a state evolving under H(✓(t)), i@t | i = H(✓(t)) | i,
where ✓ is a continuous variable that parameterizes the
Hamiltonian. A unitary transformation U(✓(t)) can be
applied to move the Hamiltonian H(✓(t)) from the ini-
tial basis to its instantaneous eigenbasis, where H̃(✓) =
U†(✓)H(✓)U(✓) is diagonal at all times. The Schrödinger
equation in the instantaneous eigenbasis is i@t | ̃i =
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Ã✓ = iU†@✓U is the adiabatic gauge potential in the ro-
tated frame. It is evident that the term�✓̇Ã✓ drives tran-
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Cut problem on regular graphs with n=6 vertices and random
edge weights. Panels (a) and (b) show the comparison for
graphs of degree D=3 and D=5, respectively. For all cases
except the standard QAOA applied to D = 5 graphs, we
count the number of parameters and CNOTs needed to reach
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graphs never reaches this error threshold, we instead count the
CNOT gates and parameters at the end of the simulation (15
layers). The dark (light) red bars show variational parameter
(CNOT gate) counts. The error bars show variances obtained
by sampling over 20 di↵erent instances of edge weights.
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parameters. In contrast, ADAPT-QAOA provides a sys-
tematic way to both improve performance and reduce the
number of parameters and CNOTs.
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Why ADAPT-QAOA performs better?
• Considering that the standard QAOA ansatz has a structure 

dictated by the adiabatic theorem, a possible explanation is related 
to Shortcuts to adiabaticity (STA). 

• STA (counter-diabatic or transitionless driving) was introduced by 
Demirplak and Rice and later, independently, by Berry.  

• If we want to drive a system such that it remains in the 
instantaneous ground state at all times, then by adding a certain 
term  to the Hamiltonian, we can achieve this without paying the 
price of a slow evolution. 

• Although the instantaneous eigenstates of the original Hamiltonian 
only solve the time-dependent Schrodinger equation in the 
adiabatic limit, they become exact solutions when the Hamiltonian 
is updated to include .  

• The advantage of STA is that the evolution can be achieved non-
adiabatically. 
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Gauge transformation in electrodynamics
∇ ⋅ ⃗E = ρ
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ϕ ⟶ ϕ −
∂Λ( ⃗x, t)
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⃗A ⟶ ⃗A + ∇Λ( ⃗x, t)

⃗F Lorentz = q ( ⃗E + ⃗v × ⃗B )
⃗F = m ⃗a

• The electromagnetic fields   and   are invariant 

under the following Gauge transformation 

⃗E = − ∇ϕ +
∂ ⃗A
∂t

⃗B = ∇ × ⃗A

• Therefore the Lorentz force and the corresponding trajectory of an object under the 
electromagnetic remain the same. 

• The gauge symmetry implies the conservation of electric charge.  

• Perhaps  may be more fundamental physical quantities than the electromagnetic 
fields .      is called photon field. 
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• The gauge symmetry implies the conservation of electric charge.  
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(E , B ) Aμ = (ϕ, A )fields .      is called photon field. 



Gauge transformation in electrodynamics
• The electromagnetic field   and   are invariant (and 

therefore the classical trajectory of an object) under the following Gauge transformation 

⃗E = − ∇ϕ +
∂ ⃗A
∂t

⃗B = ∇ × ⃗A

ϕ ⟶ ϕ −
∂Λ( ⃗x, t)

∂t
⃗A ⟶ ⃗A + ∇Λ( ⃗x, t)

• In quantum mechanics, we need to modify Hamiltonian (for action of 
quantum state) to be invariant under the gauge transformation.

i
∂
∂t

ψ ( ⃗x, t) = H ψ ( ⃗x, t)

i
∂
∂t

ψ ( ⃗x, t) = (−
∇2

2m
+ V( ⃗x )) ψ ( ⃗x, t)

H ⟶ H − eϕ

⃗p ⟶ ⃗p − e ⃗A

i
∂
∂t

ψ ( ⃗x, t) = [−
1

2m (∇ − e ⃗A )2 + V( ⃗x ) + eϕ ] ψ ( ⃗x, t)

H = i
∂
∂t

⃗p = − i ∇
⏟Original Hamiltonian ⏟New Hamiltonian

• Quanta of electromagnetic fields are photons, Aμ = (ϕ, ⃗A )

• In quantum mechanics, we need to modify Hamiltonian (for action of 
quantum state) to be invariant under the gauge transformation.



Shortcuts to Adiabaticity  
(transitionless driving protocols)

i ∂t |ψ⟩ = H(θ(t)) |ψ⟩

• Suppose that we consider a unitary transformation  to move the 
Hamiltonian  from the initial basis to its instantaneous eigenbasis, where 

 is diagonal at all times. 
• The Schrodinger equation in the instantaneous eigenbasis is

, where  is the adiabatic gauge potential in the 
rotated frame. It is evident that the term  drives transitions between the 
energy levels of the original Hamiltonian . Therefore, one can add the 
counterdiabatic term  to , with , to eliminate such 
transitions in the rotated frame. This is the core of transitionless driving protocols. 

• Ref. [40] proposes an approximate gauge potential:

U(θ(t))
H(θ(t))

H̃(θ) = U†(θ) H(θ) U(θ)

i ∂t | ψ̃⟩ = (H̃ − ·θÃθ) | ψ̃⟩ Ãθ = iU† Aθ U
− ·θÃθ
H

HCD = ·θAθ H(θ) Aθ = U Ãθ U†

|ψ⟩ ⟶ | ψ̃⟩ = U† |ψ⟩

H ⟶ H̃ = U† H U

i∂t ⟶ i∂t − ·θÃθ

Ãθ = iU†∂θ U

i ∂t | ψ̃⟩ = (H̃ − ·θÃθ) | ψ̃⟩

HCD = ·θAθ

Aθ = U Ãθ U†
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increasing the size of the system can lead to divergent
matrix elements due to exponentially small denomina-
tors (En � Em). In this regard, Ref. [40] proposes an
approximate gauge potential

A(p)

✓
= i

pX

k=1

ak[H, @✓H]2k�1, (6)

where [X,Y ]k+1 = [X, [X,Y ]]k and {a1, a2, . . . , ap} is
a set of coe�cients with p being the order of the ex-
pansion. This set of coe�cients is found by minimizing

Tr
h
G2(A(p)

✓
)
i
, where G(A(p)

✓
) = @✓H � i[H,A(p)

✓
] [40].

In fact, Tr
⇥
G2(X )

⇤
is minimized when X is equal to the

exact adiabatic gauge potential A✓ [38, 39]. Using ma-
trix calculus identities and properties of the trace, it is
straightforward to show that

@ Tr
⇥
G2(X )

⇤

@X = 2[H, i@✓H� [X ,H]]. (7)

Only adiabatic gauge potentials satisfy [H, i@✓H �
[A✓,H]] = 0. This is easily proven by di↵erentiating
H̃(✓) = U †(✓)H(✓)U(✓) with respect to ✓,

@✓H̃ = @✓U
†UU†HU + U †@✓HU + U †HUU †@✓U, (8)

and noting that Ã✓ = �i@✓U†U = iU †@✓U and H =P
n
En(✓) |n(✓)i hn(✓)|, then

[A✓,H] = i(@✓H�
X

n

@✓En(✓) |n(✓)i hn(✓)|). (9)

Given that [H,
P

n
@✓En(✓) |n(✓)i hn(✓)|] = 0, adiabatic

gauge potentials clearly satisfy

[H, i@✓H� [A✓,H]] = 0. (10)

B. Connection between ADAPT-QAOA and STA

To investigate the connection between ADAPT-QAOA
and STA, we apply the above formalism using the Hamil-
tonian H = f(t)HC + [1 � f(t)]

P
n

i
Xi with f(t) = t/T

and, since there is no other continuous variable that pa-
rameterizes the Hamiltonian, we simply set ✓ = t in the
equations above. T is the duration of the evolution from
the initial state | ref i = |+i⌦n to the ground state of
the cost Hamiltonian HC , which is given by Eq. (3). The
counterdiabatic Hamiltonian HCD is approximated using
Eq. (6), where p is the order of the approximation.

As a concrete example, we study the Max-Cut problem
on 32 instances of regular graphs (n=6, D=3) with ran-
dom edge weights. Fig. 3 shows the probability that an
operator in the ADAPT-QAOA ansatz is also one of the
dominant operators in HCD. For each of the 32 cases, we

define a set O(i)

CD
(with i = 1, . . . , 32) comprised of the 5

operators with the largest coe�cient in the time-averaged
HCD [41]. The probability P in Fig. 3 is constructed by

FIG. 3. Probability P of the operator at layer p of the
ADAPT-QAOA ansatz to be among the Pauli strings with
the largest coe�cient in HCD averaged over 32 graphs with
n = 6, D = 3. The di↵erent curves correspond to di↵erent
orders of the approximation.

taking the total number of times the mixer operator at

layer p is also an element of the corresponding set O(i)

CD

and dividing it by the total number of cases. In all cases,
the mixer operator at the first layer is also an element

of the set O(i)

CD
. For higher layers, the probability of

the mixer operator to be in O(i)

CD
is inversely propor-

tional to the layer number. We attribute this to the fact
that HCD is computed for a specific mixer Hamiltonian
(
P

n

i
Xi), while information about this choice does not

enter into ADAPT-QAOA, which only relies on the ini-
tial state |+i⌦n [42]. Interestingly, from Fig. 3 we see
that going to higher order in the HCD approximation
increases the probability of finding the mixers in the set

O(i)

CD
. It therefore appears that ADAPT-QAOA finds the

appropriate rotation axes in Hilbert space for faster con-
vergence to the solution, and that these axes may in some
sense be universal across all possible choices of H(t) that
interpolate between the initial and target states. This
suggests that STA can be used as a tool to construct
operator pools for ADAPT-QAOA.

IV. CONCLUSION

In conclusion, we introduced ADAPT-QAOA, a new
optimization algorithm that grows the ansatz iteratively
in a way that is naturally tailored to a given problem.
We tested several instances of random diagonal Hamil-
tonians and found that ADAPT-QAOA always outper-
forms the standard QAOA. Given its flexibility with the
choice of mixer pool, the algorithm can be tailored to
the native gates, connectivities, and experimental con-
straints of hardware. It would also be fruitful to em-
ploy ADAPT-QAOA for optimization problems that use
higher-dimensional Hilbert spaces, such as graph coloring
[26, 27]. Finally, more work into the connection to STA
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(
P

n

i
Xi), while information about this choice does not

enter into ADAPT-QAOA, which only relies on the ini-
tial state |+i⌦n [42]. Interestingly, from Fig. 3 we see
that going to higher order in the HCD approximation
increases the probability of finding the mixers in the set

O(i)

CD
. It therefore appears that ADAPT-QAOA finds the

appropriate rotation axes in Hilbert space for faster con-
vergence to the solution, and that these axes may in some
sense be universal across all possible choices of H(t) that
interpolate between the initial and target states. This
suggests that STA can be used as a tool to construct
operator pools for ADAPT-QAOA.

IV. CONCLUSION

In conclusion, we introduced ADAPT-QAOA, a new
optimization algorithm that grows the ansatz iteratively
in a way that is naturally tailored to a given problem.
We tested several instances of random diagonal Hamil-
tonians and found that ADAPT-QAOA always outper-
forms the standard QAOA. Given its flexibility with the
choice of mixer pool, the algorithm can be tailored to
the native gates, connectivities, and experimental con-
straints of hardware. It would also be fruitful to em-
ploy ADAPT-QAOA for optimization problems that use
higher-dimensional Hilbert spaces, such as graph coloring
[26, 27]. Finally, more work into the connection to STA

• Apply the above formalism using the 
Hamiltonian 

n

H = t
T HC + (1 −

t

T )∑Xi, and set 
i=1

θ = t T.  is the duration of the evolution 
| ψref⟩= | + ⟩⊗ nfrom the initial state  

to the ground state of the cost 
HCHamiltonian . 

• In all cases, the mixer operator at the 
first layer is also an element of the set 
𝒪CD.  

HCD• Going to higher order in the  
approximation increases the probability 

𝒪CDof finding the mixers in the set . 
• ADAPT-QAOA finds the appropriate 

rotation axes in Hilbert space for faster 
convergence to the solution, and that 
these axes may in some sense be 
universal across all possible choices of 
H(t) that interpolate between the initial 
and target states. This suggests that 
STA can be used as a tool to construct 
operator pools for ADAPT-QAOA.
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FIG. 9. Comparison of original QAOA and ADAPT-QAOA. In the left and right panels of this figure, we depict
the state change in the Hilbert space of the parameters to be optimized, for the original QAOA and ADAPT-
QAOA respectively. The starting state

q
◊

|◊Í (omitting the normalization factor), represented by the rounded dot
at the bottom of each space, is the even superposition state of all possible solutions. The arrows represent the
state evolution generated by the cost Hamiltonian and mixer Hamiltonian, and the color and direction of the arrows
indicate the nature of the evolution. Blue arrows represent the evolution by the cost Hamiltonian. Arrows of other
colors represent the evolution by di�erent mixer Hamiltonians. In the original QAOA, there is only one mixer (shown
in pink) available. Whereas, in ADAPT-QAOA there are more alternative mixers to chose from the mixers pool.
The two algorithm try to reach the target state |◊úÍ (represented by the blue star) by stacking these arrows, which
represent the alternating operations of two QAOAs. For reference we sketched the relevant paths — adiabatic path
for the original QAOA and counter-diabatic path for ADAPT-QAOA — along the state evolution of the two QAOAs.
As can be seen, the ADAPT-QAOA takes much fewer iterations to reach a closer point to the target state. This
illustrates that compared to the original QAOA, allowing alternative mixers enables ADAPT-QAOA to dramatically
improve algorithmic performance while achieving rapid convergence.

The advantage of this adaptive ansatz may come from the counter-diabatic (CD) driving mechanism.
Numerical evidence shows that the adaptive mixer sequence chosen by the algorithm coincides with that
of “shortcut to adiabaticity” by CD driving [27]. Inspired by the CD driving procedure, another variant of
QAOA, CD-QAOA [29], also uses an adaptive ansatz to achieve similar advantages. CD-QAOA is designed
for preparing the ground state of quantum-chaotic many-body spin chains. By using terms occurring in the
adiabatic gauge potential as additional control unitaries, CD-QAOA can achieve fast high-fidelity many-body
control.

Inspired by above variants of QAOA, we design a new variant of QAOA tailored for our QNN training
problem. In our case, for QNN training, the parameters we are optimizing (the angles of rotation gates) are
continuous (real) values. Therefore, the choice of mixer Hamiltonian has to be adapted (as in QDD). We
also want take advantage of including alternative mixers and allowing adaptive mixers for di�erent layers (as
in ADAPT-QAOA). Thus, the proper QAOA ansatz for our QNN training problem should be an adaptive
continuous version of QAOA, which we call we call AC-QAOA. Here we depict the the quantum circuit
schematic of AC-QAOA in Fig. 10.

3. Grover Adaptive Search

Grover’s algorithm is generally used as a search method to find a set of desired solutions from a set of
possible solutions. Dürr and Høyer presented an algorithm based on Grover’s method that finds an element

Adaptive Derivative Assembled Problem 
Tailored QAOA (ADAPT-QAOA)

Figure taken from 2103.17047
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PP � {vi} PP � {vi} � {vj} PP � A � B

(a) (b) (c)

FIG. 1. (a) n-observed particles (b) Dividing n particles into
two groups for 2 ! 2 process (c) Identified event-topology
with A and B.

QUBO for Event-topology classification. Our only
assumption on abnormal events in collider data is that
observed particles are produced through 2 ! 2 process.
More specifically, two new particles A and B are pro-
duced and they decay into observed ones. Thus identi-
fying an event-topology becomes a binary classification,
whose computing complexity increases exponentially as
O(2n) with n observed particles. A schematic description
is presented in Fig. 1. As we have no further assump-
tions, we need to set a guiding rule to assign observed
particles into decay products of either A or B. Moti-
vated by general “energy minimum principle” in various
fields of physics, one attempts to minimize the total in-
variant mass (P1 + P2)2. But unlike the case of signals
with missing energy which have been studied extensively
in the literature, we will have a trivial partonic center of
energy

p
ŝ when all the final particles are visible without

missing energy-momenta.
The next trial we can take is to minimize a mass dif-

ference between A and B. With the four-momentum of
i-th particle as pi, momentums of A and B are;

P1 =
X

i

pi xi, P2 =
X

i

pi (1� xi), (1)

where pi is the constituent of A (P1) if xi = 1 or B (P2)
if xi = 0 [11]. Unlike a jet clustering algorithm, we don’t
require any structure or a seed in clustering particles. By
focusing on the kinematics, we minimize the following
function H, the mass di↵erence of A and B;

H =
�
P

2

1
� P

2

2

�2
(2)

for all possible combinations of {xi}. The dimension of
H, [H] = M

4 is chosen to address our problem as a
QUBO problem with an Ising model form;

HQUBO =
X

ij

Jijsisj +
X

i

hisi, (3)

where {si} is spin set with only ±1 values for spin "

and #, and Jij , hi are the coupling strength and biases,
respectively. We cast our minimization problem on H

into that on HQUBO through a change of variables xi =

(1 + si)/2 to express;

Jij =
X

k`

PikPj`, (4)

hi = 2
X

j

[
X

k`

(PikPj` � Pk`Pij)], (5)

with Pij = pi · pj . Our target function H in Eq. (2) is
optimized to the case of MA = MB , which is the case
of most conventional new physics searches at the LHC.
Thus this functionH can be a starting point, but we need
to generalize this function to handle situations including
(1) various new physics scenarios with asymmetric pro-
duction of MA 6= MB , and (2) o↵-shell e↵ect from the
decay width of unstable particles or smearing from a de-
tector responses. We add an additional constraint term
to deal with above issues;

HQUBO ! HQUBO + �(P 2

1
+ P

2

2
)

= HQUBO + �

X

ij

Pij [sisj + (1� si)(1� sj)]

=
X

ij

J
0
ijsisj +

X

i

h
0
i si, (6)

with J
0
ij = Jij + 2�Pij and h

0
i = hi � 2�

P
j Pij . Here

we remove constant terms. To maintain a hierarchy be-
tween the minimum for mass di↵erence and the minimum
in total mass sum during a minimization procedure, we
set � = min(Jij)/max(Pij). This choice is based on em-
pirical studies as in the case of choosing hyperparameters
in conventional ML algorithms. Finally, we swap A and
B if the number of particles assigned to A is less than
the number of particles clustered into B. We maintain
the ordering between numbers of constituent particles in
A and B over all events.
In order to demonstrate the performance of our QUBO

algorithm, we take three examples: (1) Top quark pair
production, (2) Higgs and Z boson production and (3)
four top-quark production via the pair of color octet õ

scalar where each scalar decays into a top-quark pair [19].
Here we take the mass of õ as 600GeV for a benchmark.
All these particles decay hadronically;

pp ! t, t̄ ! {j1, j2, j3, j4, j5, j6}, (7a)

pp ! H,Z ! {j1, j2, j3, j4, j5, j6}, (7b)

pp ! õ, õ
⇤
! t, t̄, t, t̄ ! {j1, j2, j3, · · · , j11, j12}. (7c)

Here ji is a reconstructed jet as we deal with fully
hadronic processes. To prepare data for above pro-
cesses at the LHC@13TeV, we use the standard chain of
Monte Carlo simulations, MadGraph5, Pythia8 and
Delphes3 with Fastjet [20–23]. As we focus on testing
the feasibility of our QUBO algorithm, we apply it to sig-
nal processes with MPI and ISR/FSR processes turned
o↵. Jets are reconstructed through anti-kT algorithm
with a jet radius R = 0.4. Basic cuts of pT > 25GeV
and rapidity |⌘| < 2.5 are applied to reconstructed jets.
HQUBO in Eq. (6) is calculated with Monte Carlo data
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Basic Group Theory
• Group:   a set  with an associative binary operation  satisfying  

• For any two elements  and ,   (closure) 

•  such that  for  (identity) 

•  such that  for  (inverse) 

•  (associativity) 

•  forms a group under addition modulo n. 

• Set of k-bit string,  forms a group under bitwise addition modulo 2. 

• For a prime ,  forms a group  under multiplication modulo . 

• : all unitary operators on an n-dimensional vector space . 

• Order = # of elements =  

• Finite group if . Otherwise  is an infinite group.  

• The order of an element  = the size of the subgroup of  that it generates.  

• The order of an element  must divide the order of the group.  

• A set of generators of a group  is a subset of  such that all elements of  can be written 
as a finite product of the generators and their inverse.

G ∙
g1 g2 ∈ G g1 ∙ g2 ∈ G

∃ e ∈ G e ∙ g = g ∙ e = g ∀g ∈ G
∃ g−1 ∈ G g−1 ∙ g = g ∙ g−1 = e ∀g ∈ G
g1 ∙ (g2 ∙ g3) = (g1 ∙ g2) ∙ g3

(ℤn, + (mod n)) = {0, 1, 2, ⋯, n − 1}
ℤk

2

p {1, 2, ⋯, p − 1} ℤ*p p

U(n) V
|G |

|G | < ∞ G
g G

g
G G G

•  forms a group under addition modulo n. 

ℤk• Set of k-bit string,  forms a group under bitwise addition modulo 2. 2

p {1, 2, ⋯, p −1} ℤ*p pFor a prime ,  forms a group  under multiplication modulo . •

U(n) V• : all unitary operators on an n-dimensional vector space . 
| G |• Order = # of elements =  

| G | < ∞ G• Finite group if . Otherwise  is an infinite group.  

g G• The order of an element  = the size of the subgroup of  that it generates.  

g• The order of an element  must divide the order of the group.  

G G G• A set of generators of a group  is a subset of  such that all elements of 
as a finite product of the generators and their inverse.

•



Basic Group Theory
• A set of generators of a group is independent, if no generator can be written as a product 

of the other generators.  
• A group is finitely generated if a finite group of generators exists. 
• If a group can be generated by a single element, it is cyclic. 

• The centralizer  of a subgroup  of  is the set of elements of  that commute with 
all elements of :  . 

• For ,   is a subgroup of .  

• If ,  is Abelian or commutative.  

• Every finite Abelian group is isomorphic to a product of one or more cyclic groups, . 

• If  and  and  are relatively prime,  (  is isomorphic to ). 

• Any Abelian group  has the unique decomposition (up to ordering of factors) into cyclic 
groups of prime power order:    

•  (prime factorization) where  and  are distinct primes 

• Product group  with operations  and  =  with 
.

Z(H ) H G G
H Z(H ) = {g ∈ G |gh = hg for all h ∈ H}

H < G Z(H ) G
g1 ∙ g2 = g2 ∙ g1 G

ℤn

n = pq p q ℤn ≅ ℤp × ℤq ℤn ℤp × ℤq

A
A ≅ ℤc1

× ℤc2
× ⋯ × ℤcK

|A | = ∏
i

ci ci = psi
i pi

G × H ∙ ∘ {(g, h) |g ∈ G, h ∈ H}
(g1, h1) ⋆ (g2, h2) = (g1 ∙ g2, h1 ∘ h2)

• A set of generators of a group is independent, if no generator can be written as a product 
of the other generators.  

• A group is finitely generated if a finite group of generators exists. 
• If a group can be generated by a single element, it is cyclic. 

Z(H ) H G G• The centralizer  of a subgroup  of  is the set of elements of  that commute with 
H Z(H ) = {g ∈ G | gh = hg for all h ∈ H}all elements of . 

H < G Z(H ) G• For  is a subgroup of .  
g1 ∙ g2 = g2 ∙ g1 G• If  is Abelian or commutative.  

• Every finite Abelian group is isomorphic to a product of one or more cyclic groups, 

n = pq p q ℤn ≅ℤp × ℤq ℤnIf  and  and  are relatively prime,  is isomorphic to •

A• Any Abelian group  has the unique decomposition (up to ordering of factors) into cyclic 
A ≅ℤc1 × ℤc2 × ⋯× ℤcK

groups of prime power order:    

| A | = ∏ci ci = psi pi (prime factorization) where  and  are distinct primes •
i
G × H ∙ ∘ {(g, h) | g ∈ G, h ∈ H}• Product group  with operations  and  =  with 

(g1, h1) ⋆(g2, h2) = (g1 ∙ g2, h1 ∘ h2).

. 
). 

ℤn



Discrete Logarithm Problem
• All standard public key encryption system and digital signature schemes are 

based on either factoring or discrete logarithm problem. 

• :  group of integers  under multiplication modulo . 

• :  generator of  (any  relatively prime to  will work) 

• The discrete logarithm of  with respect to base  is the element 
 such that . 

• Discrete logarithm problem:  Given a prime , a base  and an 
arbitrary element , find an  such that  

• Find the discrete logarithm of  with respect to base  such that 
 

• For a large , this problem is computationally difficult to solve. 
• It is a special case of Abelian hidden subgroup problem. 
• Can be generalized to arbitrary finite cyclic groups. 

ℤ*p {1, 2, ⋯, p − 1} p

b ℤ*p b p − 1
y ∈ ℤ*p b

x ∈ ℤ*p bx = y (mod p)
p b ∈ ℤ*p

y ∈ ℤ*p x ∈ ℤ*p bx = y (mod p)
y ∈ ℤ*p b

bx = y (mod p)
p

• All standard public key encryption system and digital signature schemes are 
based on either factoring or discrete logarithm problem. 

• For a large , this problem is computationally difficult to solve. 
• It is a special case of Abelian hidden subgroup problem. 
• Can be generalized to arbitrary finite cyclic groups. 



Hidden Subgroup Problem
• Hidden subgroup problem:  Let  be a group. Suppose a subgroup 

 is implicitly defined by a function  on  in that  is constant and 
distinct on every coset of .  Find a set of generators of . 

• Aim is to find an algorithm that computes a set of generators for  in 
 steps for some integer .  

• Finite Abelian hidden subgroup problem:  Let  be a finite Abelian group 
with cyclic decomposition . Suppose  contains a 
subgroup  that is implicitly defined by a function  on  that is 
constant and distinct on every coset of .  Find a set of generators.  

• Period finding as a hidden subgroup problem:  is a periodic function on 
 with period  that divides . The subgroup  generated by  

is the hidden subgroup.   Once a generator  for  has been found, the 
period  can be found by taking the greatest common divisor of  and .

G
H < G f G f

H H
H

𝒪((log |G | )k) k
G

G = ℤn0
× ⋯ × ℤnL

G
H < G f G

H
f

ℤN r N H < ℤN r
h H

r h N

• H is a subgroup of G. The left coset is defined as gH = {gh | h ∈ H, for all g ∈ G}

• Hidden subgroup problem:  Let  be a group. Suppose a subgroup 
H < G f G f is implicitly defined by a function  on  in that  is constant and 

H Hdistinct on every coset of .  Find a set of generators of . 
• Aim is to find an algorithm that computes a set of generators for  in 
𝒪((log | G | )k) k steps for some integer .  

• Finite Abelian hidden subgroup problem:  Let  be a finite Abelian group 
G = ℤn0 × ⋯× ℤnL

Gwith cyclic decomposition . Suppose  contains a 
H < G f Gsubgroup  that is implicitly defined by a function  on  that is 

Hconstant and distinct on every coset of .  Find a set of generators.  

• Period finding as a hidden subgroup problem:  is a periodic function on 
ℤN r N H < ℤN r with period  that divides . The subgroup  generated by  

h His the hidden subgroup.   Once a generator  for  has been found, the 
r h Nperiod  can be found by taking the greatest common divisor of  and .

• H is a subgroup of G. The left coset is defined as



Ansatz Main Idea Enhancement & Applications

ma-QAOA [77] Multi-angle ansatz with a unique parameter for
each element of cost and mixer Hamiltonians

Improves approximation ratio for MaxCut
while reducing circuit depth

QAOA+ [78] Augments traditional QAOA with an additional
multi-parameter problem-independent layer

Higher approximation ratios for MaxCut
on random regular graphs

DC-
QAOA [79, 80]

Adds a problem-dependent counterdiabatic driv-
ing term to the QAOA ansatz

Improves the convergence rate of the ap-
proximation ratio while reducing circuit
depth

ab-QAOA [81] Incorporates local fields into the operators to re-
duce computation time

Computation time reduction for combina-
torial optimization

ADAPT-
QAOA [82]

Iterative version of QAOA with systematic selec-
tion of mixers based on gradient criterion

Can be problem-specific and addresses
hardware constraints

Recursive
QAOA [83]

Non-local variant of QAOA that iteratively re-
duces problem size by eliminating qubits

Overcomes locality constraints and
achieves better performance

QAOAnsatz [84] Extends the original formulation with broader
families of operators and allows for encoding of
constraints

Adaptable to a wider range of optimization
problems with hard and soft constraints

GM-QAOA [85] Uses Grover-like selective phase shift mixing op-
erators

Solves k-Vertex Cover, Traveling Salesper-
son Problem, Discrete Portfolio Rebalanc-
ing

Th-QAOA [86] Replaces standard phase separator with a thresh-
old function

Solves MaxCut, Max k-Vertex Cover, Max
Bisection

Constraint
Preserving
Mixers [87]

Constructs mixers that enforce hard constraints Solves optimization problems with hard
constraints

WS-QAOA [88] Modifies the initial state and mixer Hamiltonian
based on the optimal solution to the relaxed
QUBO problem

Solutions guaranteed to retain the GW
bound for the MaxCut problem

FALQON [66] Uses qubit measurements for feedback-based
quantum optimization, avoiding classical opti-
mizers

Produces monotonically improving approx-
imate solutions as circuit depth grows while
bypassing classical optimization loops

FALQON+ [89] Combines FALQON’s initialization with QAOA
for better parameter initialization

Improves initialization of standard QAOA
for non-isomorphic graphs with 8 to 14 ver-
tices

FQAOA [90] Utilizes fermion particle number preservation to
intrinsically impose constraints in QAOA process

Improves performance in portfolio opti-
mization, applicable to Grover adaptive
search and quantum phase estimation

Quantum
Dropout [91]

Selectively drops out clauses defining the quan-
tum circuit while keeping the cost function intact

Improves QAOA performance on hard
cases of combinatorial optimization prob-
lems

ST-QAOA [92] Uses an approximate classical solution to con-
struct a problem instance-specific circuit

Achieves same performance guarantee as
the classical algorithm, outperforms QAOA
at low depths for MaxCut problem

Modified
QAOA [31]

Modifies cost Hamiltonian with conditional rota-
tions

Improves approximation ratio for MaxCut
at p = 1

Table 1: Summary of ansatz strategies for improving QAOA.
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A Review on Quantum Approximate Optimization Algorithm and its Variants

Can be problem-specific and addresses

Overcomes locality constraints and



Ansatz Main Idea Enhancement & Applications

ma-QAOA [77] Multi-angle ansatz with a unique parameter for
each element of cost and mixer Hamiltonians

Improves approximation ratio for MaxCut
while reducing circuit depth

QAOA+ [78] Augments traditional QAOA with an additional
multi-parameter problem-independent layer

Higher approximation ratios for MaxCut
on random regular graphs

DC-
QAOA [79, 80]

Adds a problem-dependent counterdiabatic driv-
ing term to the QAOA ansatz
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duce computation time
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Preserving
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quantum optimization, avoiding classical opti-
mizers
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imate solutions as circuit depth grows while
bypassing classical optimization loops

FALQON+ [89] Combines FALQON’s initialization with QAOA
for better parameter initialization

Improves initialization of standard QAOA
for non-isomorphic graphs with 8 to 14 ver-
tices

FQAOA [90] Utilizes fermion particle number preservation to
intrinsically impose constraints in QAOA process

Improves performance in portfolio opti-
mization, applicable to Grover adaptive
search and quantum phase estimation

Quantum
Dropout [91]

Selectively drops out clauses defining the quan-
tum circuit while keeping the cost function intact

Improves QAOA performance on hard
cases of combinatorial optimization prob-
lems

ST-QAOA [92] Uses an approximate classical solution to con-
struct a problem instance-specific circuit

Achieves same performance guarantee as
the classical algorithm, outperforms QAOA
at low depths for MaxCut problem
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tions
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Solves optimization problems with hard

Uses qubit measurements for feedback-based
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II. ADAPT-QAOA

A. Framework

In QAOA [4, 5], the variational ansatz consists of p
layers, each containing the cost Hamiltonian HC and a
mixer, HM :

��� p(~�, ~�)
E
=

 
pY

k=1

⇥
e�iHM�ke�iHC�k

⇤
!
| refi , (1)

where | refi = |+i⌦n, n is the number of qubits, and

~� and ~� are sets of variational parameters. If these pa-

rameters are chosen such that
D
 p(~�, ~�)

���HC

��� p(~�, ~�)
E

is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the standard QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the stan-
dard QAOA ansatz for specific problems and hardware
architectures [25–27]. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:

��� p(~�, ~�)
E
=

 
pY

k=1

⇥
e�iAk�ke�iHC�k

⇤
!
| refi . (2)

We build up this ansatz iteratively, one layer at a time,
in a way that is determined by HC . This iterative pro-
cess is inspired by the variational quantum eigensolver
algorithm, ADAPT-VQE [28, 29]. It can be summa-
rized by three basic steps: First, define the operator set
{Aj} (called the “mixer pool”, and where Aj = A†

j
)

and select a suitable reference state to be the initial
state:

�� (0)
↵
= | refi. Here, we choose | refi = |+i⌦n

as in the standard QAOA. We will return shortly to
the question of how to choose the pool. Second, pre-
pare the current ansatz

�� (k�1)
↵
on the quantum pro-

cessor and measure the energy gradient with respect
to the pool, the jth component of which is given by
�i
⌦
 (k�1)

�� eiHC�k [HC , Aj ]e�iHC�k
�� (k�1)

↵
, where the

new variational parameter �k is set to a predefined value
�0. For the measurement, we can decompose the commu-
tator into linear combinations of Pauli strings and mea-
sure the expectation values of the strings using general
variational quantum algorithm methods [30]. If the norm
of the gradient is below a predefined threshold, then the
algorithm stops, and the current state and energy esti-
mate approximate the desired solution. If the gradient
threshold is not met, modify the ansatz by adding the

operator, A(k)

max, associated with the largest component

of the gradient:
�� (k)

↵
= e�iA

(k)
max�ke�iHC�k

�� (k�1)
↵
,

where �k is a new variational parameter. Third, op-
timize all parameters currently in the ansatz, �m, �m,
m = 1, ..., k, such that

⌦
 (k)

��HC

�� (k)
↵
is minimized,

and return to the second step. This algorithm, which we
call ADAPT-QAOA, lies somewhere between standard
QAOA and ADAPT-VQE in the sense that it possesses
the alternating-operator structure of QAOA but enjoys
additional flexibility by allowing the mixers to vary over
the course of the iterative construction.

B. Operator Pool

The first step in running this algorithm is to de-
fine the mixer pool. Define Q to be the set of
qubits. The pool corresponding to the standard QAOA

contains only one operator, PQAOA =
nP

i2Q
Xi

o
.

Here, we introduce two qualitatively di↵erent pools:
one consisting entirely of single-qubit mixers, and one
with both single-qubit and multi-qubit entangling gates:

Psingle = [i2Q {Xi, Yi} [
nP

i2Q
Yi

o
[ PQAOA, Pmulti =

[i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [ Psingle. Because
PQAOA ⇢ Psingle ⇢ Pmulti, we expect that Pmulti will pro-
vide the best performance. The QAOA, single-qubit, and
multi-qubit pools have O(1), O(n), and O(n2) elements,
respectively.

Max-Cut is a classic (NP-hard) quadratic uncon-
strained binary optimization problem, and it can be used
to solve other optimization problems. Thus, it is a use-
ful benchmarking problem for QAOA and has been used
as such in prior works [5, 7, 11]. It is defined as fol-
lows: Given a graph G = (V,E), with weight wi,j for
edge (i, j), find a cut S ✓ V such that S [ S̄ = V , andP

i✏S,j✏S̄,i,j✏E
wi,j is maximized. This problem can be

encoded in the Ising Hamiltonian

HC = �1

2

X

i,j

wi,j(I � ZiZj), (3)

where the couplings are given by the edge weights. Each
classical state (i.e., tensor product of Z eigenstates) rep-
resents a possible cut. HC counts the sum of the weights
of the edges connecting one subgraph to the other, and
its ground state corresponds to the maximum cut. HC

has a Z2 symmetry generated by F = ⌦iXi. Only the Aj

that commute with F have a nonzero gradient (see Ap-
pendix A), so we retain only these Pauli strings (which
have an even number of Y or Z operators) in our mixer
pool.

C. Performance and Resource Comparison

We use the Max-Cut problem on regular graphs with
n=6 vertices and degrees D=3 and D=5 to bench-
mark the performance of ADAPT-QAOA. For each type
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rameters are chosen such that
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is minimized, then the resulting energy and state provide
an approximate solution to the optimization problem en-
coded in HC . The accuracy of the result and the e�-
ciency with which it can be obtained depend sensitively
on HM . In the original QAOA ansatz, the mixer is cho-
sen to be a single-qubit X rotation applied to all qubits.
A few papers have suggested modifications to the original
QAOA ansatz [21–23]. Farhi et al. [21] allowed the mixer
to rotate each qubit by a di↵erent angle about the x axis
and modified the cost Hamiltonian layer so that it is more
compatible with the hardware architecture they consid-
ered. Hadfield et al. [22] considered more general mixers
defined such that they preserve the relevant subspace for
the given combinatorial problem. Ref. [23] focused on
graph coloring optimization problems using more than
one qubit per node and demonstrated that intra-node en-
tangling mixers that preserve symmetries outperform the
standard X mixer. These interesting results reveal the
potential advantages of the QAOA ansatz but do not pro-
vide a universal strategy for choosing mixers that works
across a broad range of optimization problems.

In this work, we replace the single, fixed mixer HM

by a set of mixers Ak that change from one layer to the
next:
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We build up this ansatz iteratively, one layer at a time, in
a way that is determined by HC . This iterative process
is inspired by the variational quantum eigensolver algo-
rithm, ADAPT-VQE, which was developed for molecular
Hamiltonians [24, 25]. It can be summarized by three ba-
sic steps: First, define the operator set {Aj} (called the

“pool”, and where Aj = A†
j
) and select a suitable refer-

ence state to be the initial state:
�� (0)

↵
= | refi. Here,

we choose | refi = |+i⌦n as in the original QAOA. We
will return shortly to the question of how to choose the
pool. Second, prepare the current ansatz

�� (k�1)
↵
on

the quantum processor and measure the energy gradient
with respect to the pool, the jth component of which
is given by �i

⌦
 (k�1)

�� eiHC�k [HC , Aj ]e�iHC�k
�� (k�1)

↵
,

where the new variational parameter �k is set to a pre-
defined value �0. If the norm of the gradient is be-
low a predefined threshold, then the algorithm stops,
and the current state and energy estimate approximate
the desired solution. If the gradient threshold is not

met, modify the ansatz by adding the operator, A(k)

max,
associated with the largest component of the gradient:

�� (k)
↵
= e�iA

(k)
max�ke�iHC�k

�� (k�1)
↵
, where �k is a new

variational parameter. Third, optimize all parameters
currently in the ansatz, �m, �m, m = 1, ..., k, such that⌦
 (k)

��HC

�� (k)
↵
is minimized, and return to the second

step. This algorithm, which we call ADAPT-QAOA, lies
somewhere between standard QAOA and ADAPT-VQE
in the sense that it possesses the alternating-operator
structure of QAOA but enjoys additional flexibility by
allowing the mixers to vary over the course of an itera-
tive construction. Given that a similar iterative approach
was shown to provide accurate ground state energies and
fast convergence for various molecules [24, 25], it is natu-
ral to consider its suitability for determining the mixers
in QAOA. The recipe for ADAPT-QAOA is summarized
below in pseudo-code format.

Algorithm 1 ADAPT-QAOA

Initial state: | (0)i = | refi = |+i⌦n

Predefined: Number of layers p; Cost Hamiltonian HC ;
Initial parameter for optimization: �0; Operator pool with
m operators Aj , j 2 [1,m]
for k = 1...p do

//From operator pool select operator
for j = 1...m do

//Get max measured gradient operator A(k)
max:

Set �k = �0

Define | (k)it = e
�iHC�k | (k�1)i

A
(k)
max = argmax

⇣
�i th (k)|[HC , Aj ]| (k)it

⌘

end for

//Add A
(k)
max to current ansatz:

| (k)i = e
�iA

(k)
max�ke

�iHC�k | (k�1)i
// Optimization

minh (k)|HC | (k)i ! ~�,~�

output.add(~�,~�, A(k)
max,minh (k)|HC | (k)i)

end for

return output

The first step in running this algorithm is to define
the operator pool from which we select the mixers. De-
fine Q to be the set of qubits. The pool correspond-
ing to the original QAOA contains only one operator,

PQAOA =
nP

i2Q
Xi

o
. There is a lot of flexibility in

choosing an operator pool. Here, for our numerical sim-
ulations of ADAPT-QAOA, we select two qualitatively
di↵erent pools to compare to each other and to the origi-
nal QAOA: one consisting entirely of single-qubit mixers,
and one with both single-qubit and multi-qubit entan-
gling gates. The single-qubit pool is defined as Psingle =

[i2Q {Xi, Yi}[
nP

i2Q
Yi

o
[PQAOA, and the multi-qubit

pool as Pmulti = [i,j2Q⇥Q {BiCj |Bi, Cj 2 {X,Y, Z}} [
Psingle. Because PQAOA ⇢ Psingle ⇢ Pmulti, we ex-
pect that Pmulti will provide the best performance. The
QAOA, single-qubit, and multi-qubit pools have O(1),
O(n), and O(n2) elements, respectively. More general
pools can have combinatorially many elements [22].

If HC has symmetries, then additional constraints
should be imposed on the pool. In this work, we focus

2005.10258
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Appendix E: ADAPT-QAOA

In Adaptive Derivative Assembled Problem Tailored
QAOA[49] (ADAPT-QAOA), the choice of the mixer
Hamitlonian is not fixed but instead is drawn from a
pool of potential Hamiltonians layer by layer. The kth
layer will have HM = Ak where Ak one of

Single-qubit mixers

Y
___]

___[

Xi – An X gate on the ith qubit
Yi – A Y gate on the ith qubitq

n

i=1
Xi – An X gate on every qubit, i.e. QAOAq

n

i=1
Yi – A Y gate on every qubit

(E1)

Multi-qubit mixers

Y
_______]

_______[

XiXj – X gates on the ith and jth qubits, respectively
XiYj – X and Y gates on the ith and jth qubits, respectively
XiZj – X and Z gates on the ith and jth qubits, respectively
YiZj – Y and Z gates on the ith and jth qubits, respectively
YiYj – Y gates on the ith and jth qubits, respectively
ZiZj – Z gates on the ith and jth qubits, respectively

(E2)

Namely, the two QAOA-like mixers (the third and
fourth above) and all length one and two Pauli
strings. As such, ADAPT-QAOA shares similarities with
FALQON as the circuit is iteratively built. For layer k,

we aim to find the mixer that maximizes the energy gra-
dient. That is, if A is the mixer pool, then ’Aj œ A, we
calculate

�E
j

k
©

ˆ

ˆ—k

ÈÂk|HP |ÂkÍ

----
—k=0

= ˆ

ˆ—k

ÈÂk≠1|e
i“kHP e

i—kAj HP e
≠i—kAj e

≠i“kHP |Âk≠1Í

----
—k=0

(E3)

= ÈÂk≠1|e
i“kHP e

i—kAj (iAjHP ≠ iHP Aj) e
≠i—kAj e

≠i“kHP |Âk≠1Í

----
—k=0

(E4)

= ≠i ÈÂk≠1|e
i“kHP [HP , Aj ]e≠i“kHP |Âk≠1Í (E5)

and choose Ak = argmax
AjœA

�E
j

k
. Since we don’t know “k

a priori, we set it to some predefined value “0. Once the
mixer for the kth layer, Ak, has been chosen, the circuit
is optimized as with normal QAOA. With optimized pa-

rameters, another layer can be added following the above
procedure. The algorithm can be stopped when a spe-
cific circuit depth has been reached or �E

j

k
is below some

threshold.P
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FIG. 9. Comparison of original QAOA and ADAPT-QAOA. In the left and right panels of this figure, we depict
the state change in the Hilbert space of the parameters to be optimized, for the original QAOA and ADAPT-
QAOA respectively. The starting state

q
◊

|◊Í (omitting the normalization factor), represented by the rounded dot
at the bottom of each space, is the even superposition state of all possible solutions. The arrows represent the
state evolution generated by the cost Hamiltonian and mixer Hamiltonian, and the color and direction of the arrows
indicate the nature of the evolution. Blue arrows represent the evolution by the cost Hamiltonian. Arrows of other
colors represent the evolution by di�erent mixer Hamiltonians. In the original QAOA, there is only one mixer (shown
in pink) available. Whereas, in ADAPT-QAOA there are more alternative mixers to chose from the mixers pool.
The two algorithm try to reach the target state |◊úÍ (represented by the blue star) by stacking these arrows, which
represent the alternating operations of two QAOAs. For reference we sketched the relevant paths — adiabatic path
for the original QAOA and counter-diabatic path for ADAPT-QAOA — along the state evolution of the two QAOAs.
As can be seen, the ADAPT-QAOA takes much fewer iterations to reach a closer point to the target state. This
illustrates that compared to the original QAOA, allowing alternative mixers enables ADAPT-QAOA to dramatically
improve algorithmic performance while achieving rapid convergence.

The advantage of this adaptive ansatz may come from the counter-diabatic (CD) driving mechanism.
Numerical evidence shows that the adaptive mixer sequence chosen by the algorithm coincides with that
of “shortcut to adiabaticity” by CD driving [27]. Inspired by the CD driving procedure, another variant of
QAOA, CD-QAOA [29], also uses an adaptive ansatz to achieve similar advantages. CD-QAOA is designed
for preparing the ground state of quantum-chaotic many-body spin chains. By using terms occurring in the
adiabatic gauge potential as additional control unitaries, CD-QAOA can achieve fast high-fidelity many-body
control.

Inspired by above variants of QAOA, we design a new variant of QAOA tailored for our QNN training
problem. In our case, for QNN training, the parameters we are optimizing (the angles of rotation gates) are
continuous (real) values. Therefore, the choice of mixer Hamiltonian has to be adapted (as in QDD). We
also want take advantage of including alternative mixers and allowing adaptive mixers for di�erent layers (as
in ADAPT-QAOA). Thus, the proper QAOA ansatz for our QNN training problem should be an adaptive
continuous version of QAOA, which we call we call AC-QAOA. Here we depict the the quantum circuit
schematic of AC-QAOA in Fig. 10.

3. Grover Adaptive Search

Grover’s algorithm is generally used as a search method to find a set of desired solutions from a set of
possible solutions. Dürr and Høyer presented an algorithm based on Grover’s method that finds an element

Adaptive Derivative Assembled Problem 
Tailored QAOA (ADAPT-QAOA)
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FIG. 3. The reconstructed masses (left) and jet-assignment (right) for parton-level events using the true ground state of the H2.
The circles contain the specified percentage of events within their circumference. The circles contain the specified percentage
of events within their circumference (solid for 99%, dashed for 90% and dotted for 80%). The overall e!ciency of resolving the
combinatorial problem is about 79%.

FIG. 4. The same as Fig. 3 but for the hemisphere method. The overall e!ciency (matching accuracy) is about 50%.

their circumference (solid for 99%, dashed for 90% and
dotted for 80%). As expected, most events are populated
at the correct mass with very little spread due to the
o!shell e!ects of top quark and W boson (left-panel).
Our study shows that 99.2% of the time the ground state
is given by the symmetric configuration (3 for top and 3
for anti-top), while 0.8% of the time, 2 or 4 particles
make up top quark (4 or 2 for anti-top quark) due to the

finite width e!ects, as shown in the right panel of Fig.
3. The overall e"ciency of resolving the combinatorial
problem is about 79%. Explicitly, the Hamiltonian H2

has, as its ground state, the bitstring that resolves the
combinatorial problem 79% of the time.

We also show results in Fig. 4 for the standard hemi-
sphere method [17, 18], when applied to our event topol-
ogy. In the hemisphere method, one clusters the visi-
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FIG. 5. The reconstructed masses (left) and jet-assignment (right) for parton-level events using QAOA with depth p = 8. The
ground state is found for the full Hamiltonian. The overall e!ciency (matching accuracy) is 43%.

Defining the unitary operator U(ω,H) → exp [↑iωH], the
time-evolution operator can be written as

U(T, 0) =
p∏

j=1

U(εj , HM )U(ϑj , HP ) (13)

which is exact in the limit p ↓ ↔. Then the quantum
state initialized in the eigenstate of HM , |+↗

→n, evolves
into the following final state

|ω,ε↗ =
p∑

j=1

U(εj , HM )U(ϑj , HP ) |+↗
→n

, (14)

where ω = (ε1, · · · ,εp) and ε = (ϑ1, · · · , ϑp). Minimiz-
ing the expectation value of HP

↘HP ↗ = ↘ω,ε|HP |ω,ε↗ , (15)

is then the work of a classical optimizer. Having re-
turned updated values for ω and ε, the circuit is reran
and the process repeated. The schematic QAOA diagram
of depth p for n qubits is shown in Fig. 14 of Appendix
A, where U(ε,HM ) and U(ϑi, HP ) are shown in Fig. 15
and Fig. 16, respectively.

Fig. 5 shows results on the reconstructed masses (left)
and jet-assignment (right) for parton-level events using
QAOA with depth p = 8. The ground state is found for
the full Hamiltonian. Our model for the combinatorial
problem is somewhat dense, since all coe!cients are non-
zero, Jij ≃= 0, although this particular problem requires 6
qubits. In general, a large number of layers is needed for
dense models, while one can find fast and exact solution
for sparse models [70].

There are many studies which extend this framework
to allow alternation between more general families of op-
erators [9, 71, 72]. The essence of this extension, the
quantum alternating operator ansatz, is the considera-
tion of general parameterized families of unitary trans-
formations rather than only those corresponding to the
time evolution under a fixed local Hamiltonian for a time
specified by the parameter [73]. We will introduce a few
variations which are relevant for our study in next sub-
sections.

B. Multi-Angle QAOA

Multi-angle QAOA (ma-QAOA) [74] addresses an is-
sue with the large depth (high p) usually needed for
good results when using QAOA by increasing the number
of adjustable parameters e"ectively shifting the burden
from the quantum computer to the classical optimizer. In
QAOA, there are 2p parameters with one parameter per
each unitary operation per layer. Instead, in ma-QAOA,
we allow each qubit to have its own free parameter, in-
creasing the number from 2p to (n+m)p where n is the
number of qubits (the number of jets in this paper) and
m depends on the form of HP . The unitary for HM for
layer j then becomes

U(ωj , HM ) = exp
[

↑i

n∑

i=1

εjiϖ
X

i

]
. (16)

See Fig. 17 in Appendix A for the mixer layer of layer
i of ma-QAOA for n qubits. Similarly for U(εj , HP ) we
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FIG. 6. The same as Fig. 5 but for ma-QAOA with p = 8. The overall e!ciency (matching accuracy) is 79%.

use

U(ωj , HP ) = exp
[

→i

n∑

k<ω=1

ωjkωε
Z

k
ε
Z

ω

]
. (17)

Here, ϑji and ωjkω are the adjustable parameters. For
the Ising model Hamiltonian (QUBO type), we expect

m =
(
n

2

)
as every pair of qubits will have a 2-qubit

gate. The expressibility of each qubit is enahnced by ma-
QAOA, enabling greater flexibility to explore its Bloch
sphere, which in turn allows the circuit to cover a larger
portion of the Hilbert space. Fig. 6 shows results which
are greatly improved. The jet assignment changed from
80% (QAOA) to ↑99% (ma-QAOA), thus improving the
resolution of the reconstructed masses.

C. Expressive QAOA

Expressive QAOA (XQAOA) [75] builds upon ma-
QAOA by adding another mixer Hamiltonian of Y gates
such that

|ε,ϑ,ω↓ =
p∑

j=1

U(εj , HX)U(ϑj , HM )U(ωj , HP ) (18)

where

U(εj , HX) = exp
[

→i

n∑

i=1

ϖjiε
Y

i

]
. (19)

Here ε
Y

i
= Yi is the Pauli-Y gate operating on the ith

qubit. This increases the number of adjustable parame-
ters to (2n+m)p. The motivation for XQAOA is that it

o!ers a higher expressibility still than ma-QAOA due to
the addition of a Y gate rotation on top of the X gate
with ma-QAOA being recovered when ε = 0.

The original QAOA is equivariant under the parity,
P =

∑
n

i=1
Xi, making the model learn the data better

than non-equivariant models [56, 57, 76]. Inclusion of
Y gates breaks equivariance of the quantum circuit but
increases the expressivity [77]. As a result, a smaller
depth leads to a better optimization for p ↔ n. How-
ever, in our exercise, we have obtained results showing a
worse performance of XQAOA versus ma-QAOA. Quali-
tatively, although XQAOA often converges quickly to an
eigenstate, a behavior we see with ma-QAOA as well, this
eigenstate is not necessarily the minimum eigenstate of
the Hamiltonian.

D. Feedback-based ALgorithm for Quantum
OptimizatioN (FALQON)

Feedback-based ALgorithm for Quantum Optimiza-
tioN [78] (FALQON) di!ers from the algorithms above as
it eschews the use of the classical optimizer. The circuit
layers are built recursively wherein, with each layer being
parameterized by a single number, the layer’s parameter
is determined by the previous layers, inspired by quan-
tum Lyapunov control [79]. In this algorithm, we begin
with a Hamiltonian of the form H(t) = HP + ϑ(t)HM

where ϑ(t) is called the control function. As before, we
wish to find the minimum energy eigenstate of HP and

9

FIG. 7. The same as Fig. 5 but for XQAOA with p = 8. The overall e!ciency (matching accuracy) is 47%.

FIG. 8. The same as Fig. 5 but for FALQON with p = 250. The overall e!ciency (matching accuracy) is 78%.

thus, for a state |ω(t)→, we require that

d
dt ↑ω(t)|HP |ω(t)→ ↓ 0 or (20)

ε(t) ↑ω(t)|i[HM , HP ]|ω(t)→ ↓ 0. (21)

There is a freedom at choosing what ε(t) is but it can be
set as a feedback loop.

ε(t) = ↔A(t ↔ ϑ) , (22)
A(t) ↗ ↑ω(t)|i[HM , HP ]|ω(t)→ , (23)

where ϑ is a small time delay. Following a similar deriva-
tion as above and discretizing time into time steps !t,
we obtain the recursive relationship εk+1 = ↔Ak where
Ak = ↑ωk|i[HM , HP ]|ωk→ and |ωk→ is the quantum state
of the circuit after the kth layer:

|ωk→ = UM (εk)UP |ωk→1→ , (24)

where

UM (εk) = e
→iωk!tHM , and UP = e

→i!tHP . (25)

ma-QAOA and FALQON
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mt
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FIG. 11. The reconstructed masses of top and anti-top quarks
for the di!erent algorithms using the full Hamiltonian. The
dotted gray line denotes the top quark mass used for the event
generation.

rithms that we consider can not lead to results that are
better than the minimum of the shaded region. The
region around mtt̄/(2mt) → 1 represents the threshold
production, where the decay products of the top quarks
are approximately isotropically distributed. In this case,
the combinatorial problem is harder to resolve and the
matching accuracy is low for all methods. In particular,
the hemisphere method is significantly a!ected by the
boostness, while quantum algorithms using H0 are less
sensitive, as shown in the left panel.

However, when the two top quarks are very boosted
(mtt/2mt ↑ 2.5), the hemisphere method outperforms
all other methods although overall accuracy is still much
higher with quantum algorithms. We see that when us-
ing the full Hamiltonian, there are substantial enhance-
ments in the region with mtt̄/(2mt) ↑ 1.5. Although
the performance near the threshold is quite suppressed,
the total e"ciency of the full Hamiltonian is much bet-
ter than just H0. Additionally, near the threshold, ma-
QAOA, FALQON, and VarQITE outperform the hemi-
sphere method. We note that since the hemisphere
method is independent of the cost function or Hamil-
tonian, the two curves in the left and right are identical.

Figure 11 compares the precision of reconstructed top
and anti-top quark masses across di!erent algorithms. A
narrower distribution indicates a more e!ective method
for top mass reconstruction. The dotted gray line denotes
the top quark mass used for the event generation.

One important question is how to choose the depth
of quantum circuits. Fig. 12 shows the success rates of
QAOA (light blue), ma-QAOA (red) and XQAOA (pur-
ple) as a function of the number of iterations (depth) for
parton-level events using the full Hamiltonian. The solid
curves labeled as “Minimum” represent the success rate
of the algorithm in finding the ground state of the Hamil-
tonian, while the dotted curves labeled as “Correct” rep-
resent the matching accuracy (e"ciency) in resolving the
combinatorial problem. We see that ma-QAOA quickly

FIG. 12. The success rate of QAOA (light blue), ma-QAOA
(red), and XQAOA (purple) as a function of the number of
iterations (depth, p) for parton-level events using H2. Since
VarQITE (green) was not considered to have more than a
depth of 1, i.e. more than 1 copy of the ansatz, it is shown
as a horizontal line. The solid curves represent how well the
Hamiltonian finds the ground state correctly, while the dotted
curves represent how well the quantum algorithm resolves the
combinatorial problem.

reaches the maximum e"ciency at p = 2 and VarQITE
(represented by the green line) additionally sits at this
limit. The results of QAOA fluctuate significantly and
XQAOA shows the unique behavior of the “Correct” rate
being larger than the “Minimum” rate; as stated be-
fore, XQAOA often chooses an eigenstate that is not the
ground state with high probability. This could be a pos-
sible explanation for this lower chance of picking out the
ground state over the correct state as all algorithms are
designed to find an Hamiltonian’s ground state.

It is important to note that e"ciency is an “all-or-
nothing” metric. An algorithm that finds the correct
bitstring with 99.9% probability would have the same ef-
ficiency as a di!erent algorithm that finds the correct bit-
string with 20% probability and all others with < 20%.
Here we speak briefly on this “confidence” of the algo-
rithms, that is the mean probability for the correct bit-
string. We find that VarQITE and ma-QAOA have a
near 100% confidence in their results. The correct bit-
string is found with a near 100% or 0% probability, the
latter case due to the correct bitstring not correspond-
ing to the minimum energy. At p = 8, QAOA hovers at
about 10% indicating that the algorithm has a di"cult
time boosting any eigenstate. Likewise, FALQON, for
p = 250, stays constant at around 25% but we see sig-
nificant imporvement, up towards 75%, when we reach
O(103) layers.

Finally we compare quantum algorithms against ma-
chine learning (ML) methods. We chose to use SPANet
[4, 5], which is a symmetry-preserving attention network
reflecting the problem’s natural invariance to e"ciently
find assignments without evaluating all permutations.
Refs. [4, 5] showed that this general approach is ap-
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FIG. 9. The success rate of QAOA (blue), ma-QAOA (red),
and XQAOA (purple) as a function of the number of iterations
(depth, p) for parton-level events using the full Hamiltonian
is shown. The solid curves represent how well the Hamilto-
nian finds the ground state correctly, while the dotted curves
represent how well the quantum algorithm resolves the com-
binatorial problem.

FIG. 10. E!ciency plot for parton-level events using SPANet
[4, 5] for several di"erent number of training events and num-
ber of the network parameters. The corresponding overall
e!ciencies are 90.7% (blue, solid), 87.4% (red, dotted) and
80.7% (green, dashed), respectively.

e!ciency for parton-level events using SPANet for several
di"erent number of training events (ntrain) and number of
learnable parameters (nparams), blue for (ntrain, nparams)
= (1 mil, 518k), red for (ntrain, nparams) = (100k, 68.3k)
and green for (ntrain, nparams) = (20k, 19k). The cor-
responding overall e!ciencies are 90.7% (blue, solid),
87.4% (red, dotted) and 80.7% (green, dashed), respec-
tively. These results are obtained with the default set-
tings in SPANet with AdamW optimizer [79].

There are several notable di"erences between quan-

tum algorithms and ML methods. First, quantum algo-
rithms are independent of the particle masses, while the
top mass information is indirectly learned in ML meth-
ods. If the top mass changes, ML needs new training.
Second, quantum algorithms do not require the training
step at all and the Hamiltonian is computed on an event-
by-event basis, while ML methods learn properties of all
training samples. However, QAOA and its variants re-
quire an optimization process, while FALQON does not.
Third, SPANet is a supervised learning algorithm, which
assumes the event-topology (2-step 2-body in this study).
On the other hand, the quantum algorithms advertised
in this paper do not require any training nor event topol-
ogy. Finally, SPANet is the state of art ML method for
resolving the combinatorial problem in the multi-jet final
state [4, 5], and quantum algorithms that we have inves-
tigated already give comparable results. Considering the
current era is only the beginning of quantum algorithms,
we anticipate substantial improvement with new quan-
tum algorithms in near future.

We summarize some of the important parameters in
Table I for the various methods we investigated in resolv-
ing the combinatorial ambiguities in the fully hadronic
production of top pairs. The corresponding accuracies
or e!ciencies for both parton-level and smeared events
are also presented. (see Appendix C for description of
smeared events.) The QAOA, ma-QAOA and FALQON
all have the same number of gates. For q qubits, each
layer contains

(
q

2

)
RZZ gates and q RX gates, and each

RZZ gate includes 2 CNOT gates and 1 RZ gate, which
leads to 2

(
q

2

)
CNOT+

(
q

2

)
RZ+q RX gates for each layer.

Therefore there are 2p
(
q

2

)
CNOT gates (nCNOT), p

(
q

2

)
RZ

gates (nRZ) and pq RX gates (nRX). For p = 8, the circuit
contains 240 CNOT gates, 120 RZ gates and 48 RX gates.
FALQON with depth p = 250 uses 7500 CNOT gates,
3750 RZ gates and 1500 RX . The numbers of parameters
(nparameters) is 2p = 16 for for QAOA and p(q+

(
q

2

)
) = 168

for ma-QAOA. FALQON uses only two free parameters
!t and ω1. ML methods such as SPANet needs the train-
ing procedure, which requires the su!cient number of
training samples (ntrain) and a large number of param-
eters (nparameters). We note that nparameters represents
two distinct concepts: the count of learnable parameters
for SPANet and the number of adjustable parameters for
quantum algorithms, respectively.

When discussing the performance of a quantum algo-
rithm, the number of CNOT gates is often counted be-
cause CNOT gates are a key building block for creating
entanglement between qubits, which is a crucial aspect
of many quantum algorithms, and therefore, the number
of CNOT gates directly impacts the complexity and ex-
ecution time of the algorithm on a quantum computer
[80, 81].

mtt̄

2mt

SPANet: Generalized 
permutationless set 

assignment for particle 
physics using symmetry 

preserving attention
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FIG. 22. Akin to Fig. 10, shown is the e!ciency for parton-level events (left) and smeared events (right) using the Hamiltonian
H2 for QAOA (light blue), ma-QAOA (red), FALQON (yellow), XQAOA (purple) and hemisphere (black, dot-dashed).

terms

ω

E
=

√(
N

E

)2

+
(

S
→
E

)2

+ C2 , (D1)

where in our analysis we use N = 5.3, S = 0.74 and
C = 0.05 for jets, and the energy E is in GeV. We
smear particle momenta of parton-level events follow-
ing the above parametrization and refer to this dataset
as “Smeared events”. Basic cuts of pT > 25 GeV, ra-
pidity |ε| < 2.5 and !R(j, j) > 0.4 are applied to the
smeared particles. Fig. 22 shows the matching accuracy
of QAOA (solid), ma-QAOA (dashed), FALQON (dot-
ted) and hemisphere (dot-dashed)for parton-level events
(left) and smeared events (right) using both Eq. (1) and
Eq. (5) for the full Hamiltonian, H2. The performance
degrades slightly but remains very similar, showing the
robustness of the quantum algorithms. Table I presents
the matching accuracy for various methods across both
parton-level and smeared events, showing that quantum
algorithms exhibit only slight changes, while ML meth-
ods undergo a noticeable degradation. While these re-
sults are quite promising, a more thorough investigation
is needed including ISR and parton shower / hadroniza-
tion and more realistic detector simulation.

Appendix E: Di!erent processes with the same final
state

In this section, we apply the QAOA algorithm to tW
production with 5 jets and QCD production with 6 jets.

Fig. 23 shows the reconstructed masses (left) and jet-
assignment (right) with parton-level events using QAOA
with depth p = 8 for tW production (top) and multi-
jet production (bottom). The ground state is found for
the full Hamiltonian. As expected, the top panel shows
a large concentration near the correct masses (mt, mW )
= (173, 80) GeV with the correct jet assignment for top
and W boson, even if the mass information is not used
in QAOA (quantum algorithms in general). The overall
e!ciency for tW is 22%. Similarly, since the multi-jet
production does not have a specific mass scale, the bot-
tom panel shows that most events are populated near
zero mass with random jet assignment. It is important
to note that the same Hamiltonians in Eqs. (4-6) lead to
these results. We used 12k tW and 3k 6 jet events.

Appendix F: ADAPT-QAOA

As an example of quantum algorithms based on a non-
adiabatic path, we consider the Adaptive Derivative As-
sembled Problem Tailored QAOA [97] (ADAPT-QAOA).
In this algorithm, the choice of the mixer Hamiltonian
is not fixed but instead is drawn from a pool of poten-
tial Hamiltonians layer by layer. The kth layer will have
HM = Ak where Ak is one of the single-qubit mixers (F1)
or multi-qubit mixers (F2):
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smear particle momenta of parton-level events follow-
ing the above parametrization and refer to this dataset
as “Smeared events”. Basic cuts of pT > 25 GeV, ra-
pidity |ε| < 2.5 and !R(j, j) > 0.4 are applied to the
smeared particles. Fig. 22 shows the matching accuracy
of QAOA (solid), ma-QAOA (dashed), FALQON (dot-
ted) and hemisphere (dot-dashed)for parton-level events
(left) and smeared events (right) using both Eq. (1) and
Eq. (5) for the full Hamiltonian, H2. The performance
degrades slightly but remains very similar, showing the
robustness of the quantum algorithms. Table I presents
the matching accuracy for various methods across both
parton-level and smeared events, showing that quantum
algorithms exhibit only slight changes, while ML meth-
ods undergo a noticeable degradation. While these re-
sults are quite promising, a more thorough investigation
is needed including ISR and parton shower / hadroniza-
tion and more realistic detector simulation.

Appendix E: Di!erent processes with the same final
state

In this section, we apply the QAOA algorithm to tW
production with 5 jets and QCD production with 6 jets.

Fig. 23 shows the reconstructed masses (left) and jet-
assignment (right) with parton-level events using QAOA
with depth p = 8 for tW production (top) and multi-
jet production (bottom). The ground state is found for
the full Hamiltonian. As expected, the top panel shows
a large concentration near the correct masses (mt, mW )
= (173, 80) GeV with the correct jet assignment for top
and W boson, even if the mass information is not used
in QAOA (quantum algorithms in general). The overall
e!ciency for tW is 22%. Similarly, since the multi-jet
production does not have a specific mass scale, the bot-
tom panel shows that most events are populated near
zero mass with random jet assignment. It is important
to note that the same Hamiltonians in Eqs. (4-6) lead to
these results. We used 12k tW and 3k 6 jet events.

Appendix F: ADAPT-QAOA

As an example of quantum algorithms based on a non-
adiabatic path, we consider the Adaptive Derivative As-
sembled Problem Tailored QAOA [97] (ADAPT-QAOA).
In this algorithm, the choice of the mixer Hamiltonian
is not fixed but instead is drawn from a pool of poten-
tial Hamiltonians layer by layer. The kth layer will have
HM = Ak where Ak is one of the single-qubit mixers (F1)
or multi-qubit mixers (F2):

N=5.3, S=0.74, C=0.05
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FIG. 23. The same as Fig. 5 but for tW production (top) and multi-jet production (bottom). The reconstructed masses (left)
and jet-assignment (right) for parton-level events using ma-QAOA with depth p = 8. The ground state is found for the full
Hamiltonian. The overall e!ciency for tW is 22%. Results using FALQON (not shown) are similar to those using ma-QAOA.

Single-qubit mixers






Xi – X gate on the ith qubit
Yi – Y gate on the ith qubit∑

n

i=1
Xi – X gate on every qubit, i.e. QAOA∑

n

i=1
Yi – Y gate on every qubit

(F1)

Multi-qubit mixers






XiXj – X gates on the ith and jth qubits
XiYj – X and Y gates on the ith and jth qubits
XiZj – X and Z gates on the ith and jth qubits
YiZj – Y and Z gates on the ith and jth qubits
YiYj – Y gates on the ith and jth qubits
ZiZj – Z gates on the ith and jth qubits

(F2)

tW and multi-jet production
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FIG. 15. Illustration of the FALQON algorithm. Taken from Ref. [73].

FIG. 16. E!ciency plot for ma-QAOA with bitflip noise on
every gate for the ideal case (solid), 0.1% chance (dashed) and
1% chance (dotted). Shown are for depths of p = 3.

production (bottom). The ground state is found for the
full Hamiltonian. As expected, the top panel shows a
large concentration near the correct masses (mt, mW )
= (173, 80) GeV with the correct jet assignment for
top and W boson, even if the mass information is not
used in QAOA (quantum algorithms in general). The
overall e!ciency for tW is 22%. Similarly, since the
multi-jet production does not have a specific mass scale,
the bottom panel shows that most events are populated
near zero mass with random jet assignment. It is impor-
tant to note that the same Hamiltonians in Eqs. (4-6)
lead to these results. We used 12k tW and 3k 6 jet events.

Appendix E: ADAPT-QAOA

As an example of quantum algorithms based on a non-
adiabatic path, we consider the Adaptive Derivative As-
sembled Problem Tailored QAOA [90] (ADAPT-QAOA).
In this algorithm, the choice of the mixer Hamiltonian is
not fixed but instead is drawn from a pool of potential
Hamiltonians layer by layer. The k-th layer will have
HM = Ak where Ak one of single-qubit mixers (E1) or
multi-qubit mixers (E2):

Single-qubit mixers






Xi – An X gate on the ith qubit
Yi – A Y gate on the ith qubit∑

n

i=1
Xi – An X gate on every qubit, i.e. QAOA∑

n

i=1
Yi – A Y gate on every qubit

(E1)

Multi-qubit mixers






XiXj – X gates on the ith and jth qubits, respectively
XiYj – X and Y gates on the ith and jth qubits, respectively
XiZj – X and Z gates on the ith and jth qubits, respectively
YiZj – Y and Z gates on the ith and jth qubits, respectively
YiYj – Y gates on the ith and jth qubits, respectively
ZiZj – Z gates on the ith and jth qubits, respectively

(E2)

Hybrid quantum-classical approach for combinatorial problems at hadron colliders:  2410.22417

• Google Willow 
single qubit-gate error ~  
two qubit-gate error ~  
measurement error ~ 

3 × 10−4

3 × 10−3

7 × 10−3

 
 



E⃗(X) coherently acts on Nq qubits:

E⃗(X) = −Ē(X)n⃗X cos(mXt+ α)

UDM induces pure phase rotation of its eigenstates

E.g. for α = 0: UDM ≃
(

1 iδ

iδ 1

)

with δ ≡ ητ

⇒ UDM|±⟩ = e±iδ|±⟩ with |±⟩ ≡ 1√
2

(

|g⟩± |e⟩
)

⇒ U⊗Nq

DM |+⟩⊗Nq = eiNqδ|+⟩⊗Nq

We can design quantum operations to enhance the signal
⇒ Quantum enhanced parameter estimation

[Giovannetti, Lloyd, Maccone (’04)]

Quantum Enhancement of the Signal Rate

Shion Chen, Hajime Fukuda, Toshiaki Inada, Takeo Moroi, Tatsumi Nitta, Thanaporn Sichanugrist, 2024 PRL
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One measurement cycle for the signal enhancement

CZ0 +
H

g +
H

H

Z Z

CZ

UDM

g +
H Z ZUDM

g +
H Z ZUDM

Ancilla

Sensors

t0

|Ψ(t0)⟩ = |+⟩ ⊗ |+⟩⊗Nq =
1√
2
|0⟩ ⊗ |+⟩⊗Nq +

1√
2
|1⟩ ⊗ |+⟩⊗Nq

Quantum Enhancement of the Signal Rate

Shion Chen, Hajime Fukuda, Toshiaki Inada, Takeo Moroi, Tatsumi Nitta, Thanaporn Sichanugrist, 2024 PRL
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One measurement cycle for the signal enhancement

CZ0 +
H

g +
H

H

Z Z

CZ

UDM

g +
H Z ZUDM

g +
H Z ZUDM

Ancilla

Sensors

t1

|Ψ(t1)⟩ =
1√
2
|0⟩ ⊗ |+⟩⊗Nq +

1√
2
|1⟩ ⊗ |−⟩⊗Nq

Basic unitary operations (quantum gates)

• Z gate

Z = |g⟩⟨g|− |e⟩⟨e| ⇒ |+⟩ Z−→ |−⟩ with |±⟩ ≡ 1√
2

(

|g⟩± |e⟩
)

• Hadamard gate

H = |+⟩⟨g|+ |−⟩⟨e| ⇒ |g⟩ H−→ |+⟩, |e⟩ H−→ |−⟩

• Controlled Z gate

CZ = |0⟩⟨0|⊗ 1+ |1⟩⟨1|⊗ Z

⇒ 1√
2

(

|0⟩+ |1⟩
)

⊗ |+⟩ CZ−−→ 1√
2
|0⟩ ⊗ |+⟩+ 1√

2
|1⟩ ⊗ |−⟩

One measurement cycle for the signal enhancement

CZ0 +
H

g +
H

H

Z Z

CZ

UDM

g +
H Z ZUDM

g +
H Z ZUDM

Ancilla

Sensors

t1

|Ψ(t1)⟩ =
1√
2
|0⟩ ⊗ |+⟩⊗Nq +

1√
2
|1⟩ ⊗ |−⟩⊗Nq

Shion Chen, Hajime Fukuda, Toshiaki 
Inada, Takeo Moroi, Tatsumi Nitta, 
Thanaporn Sichanugrist, 2024 PRL
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One measurement cycle for the signal enhancement

CZ0 +
H

g +
H

H

Z Z

CZ

UDM

g +
H Z ZUDM

g +
H Z ZUDM

Ancilla

Sensors

t2

|Ψ(t2)⟩ =
1√
2
eiNqδ|0⟩ ⊗ |+⟩⊗Nq +

1√
2
e−iNqδ|1⟩ ⊗ |−⟩⊗Nq

Quantum Enhancement of the Signal Rate

Shion Chen, Hajime Fukuda, Toshiaki Inada, Takeo Moroi, Tatsumi Nitta, Thanaporn Sichanugrist, 2024 PRL
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One measurement cycle for the signal enhancement

CZ0 +
H

g +
H

H

Z Z

CZ

UDM

g +
H Z ZUDM

g +
H Z ZUDM

Ancilla

Sensors

t3

|Ψ(t3)⟩ =
1√
2
eiNqδ|0⟩ ⊗ |+⟩⊗Nq +

1√
2
e−iNqδ|1⟩ ⊗ |+⟩⊗Nq

=
(

cos Nqδ |+⟩+ i sin Nqδ |−⟩
)

⊗ |+⟩⊗Nq

Quantum Enhancement of the Signal Rate

Shion Chen, Hajime Fukuda, Toshiaki Inada, Takeo Moroi, Tatsumi Nitta, Thanaporn Sichanugrist, 2024 PRL
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One measurement cycle for the signal enhancement

CZ0 +
H

g +
H

H

Z Z

CZ

UDM

g +
H Z ZUDM

g +
H Z ZUDM

Ancilla

Sensors

t f

|Ψ(tf)⟩ =
(

cos Nqδ |0⟩+ i sin Nqδ |1⟩
)

⊗ |+⟩⊗Nq

⇒ Ancilla qubit can be excited: P0→1 ≃ sin2Nqδ ≃ N2
qδ

2

Quantum Enhancement of the Signal Rate

Shion Chen, Hajime Fukuda, Toshiaki Inada, Takeo Moroi, Tatsumi Nitta, Thanaporn Sichanugrist, 2024 PRL
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A simplified Setup: signal-sensor interaction

• Core setup for many quantum sensing protocols in HEP 
(Details vary, but the essential physics is often similar)

• Sensor: A Two-Level Quantum  System 
• A qubit as a simple example 
• Two states: Ground 0 and Excited 1 
• Can be a physical qubit, a cavity 

mode ( 𝑛 = 0 , 𝑛 = 1 ) etc.

• Signal: A Weak Classical Field 
• E.g., wave-like DM, high-frequency GWs 

• Drive transitions from  to  
• Interaction Hamiltonian: 

 

• : Signal strength (the quantity to be 
estimated)  

• : Signal phase (often stochastic/random)

|0⟩ |1⟩

HI = ϵ(cos α σX + sin α σY)
ϵ

α

• The Goal to estimate the signal strength .   

1. Evolve: System evolves from  under .  For a weak signal , 
 

2. Measure: Project onto  and  . Probability of finding  : 

ϵ
|0⟩ HI ϵ t ≪ 1

|ψ (t)⟩ ≈ |0⟩ − ieiα ϵt |1⟩

|0⟩ |1⟩ |1⟩ p1 = ⟨1 |ψ (t)⟩
2

= ϵ2 t2

• A qubit as a simple example 
• Two states: Ground 0 and Excited 1 
• Can be a physical qubit, a cavity 

mode ( 𝑛 = 0 , 𝑛 = 1 ) etc.

• E.g., wave-like DM, high-frequency GWs 
| 0⟩ | 1⟩• Drive transitions from  to  

• Interaction Hamiltonian: 
HI = ϵ(cos α σX + sin α σY) 
ϵ• : Signal strength (the quantity to be 
estimated)  
α• : Signal phase (often stochastic/random)

• The Goal to estimate the signal strength .   
| 0⟩ HI ϵ t ≪11. Evolve: System evolves from  under .  For a weak signal , 

| ψ (t)⟩≈ |0⟩− ie iα ϵt | 1⟩ 

| 0⟩ | 1⟩ | 1⟩ p1 =2. Measure: Project onto  and  . Probability of finding 
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Measuring Dark Matter VelocityCase Study: Measuring Dark Matter Velocity

Classical Protocol [Derevianko ‘18]
1. Interaction: The DM signal field interacts with two sensors
2. Measurement: Measure an observable 𝜎𝑋, for each sensor independently:

𝜎𝑋 = 2𝜀𝜏 sin𝛼
3. Correlation: Look for coincident events where both sensors show a response, 

and correlate the outcomes.

HF, Matsuzaki, Sichanugrist, 2506.19614

Δ𝑟Sensor 1 Sensor 2

𝜓1 = 0 − 𝑖𝑒𝑖𝛼𝜀𝜏|1⟩ 𝜓2 = 0 − 𝑖𝑒𝑖𝛼′𝜀𝜏|1⟩

Velocity is encoded in 𝛼:
𝛼′ = 𝛼 − 𝑘 ⋅ Δ𝑟

Hajime Fukuda (U. Tokyo) 13

For simplicity, I consider
only two sensors here

The Challenge of Weak Signals

The Problem with the Classical Protocol
• 𝛼 fluctuates randomly, preventing simple time averaging
• To extract correlation, we need a coincident detection event (i.e., both 

sensors "click").
• The probability of a single click is 𝑝1 ∼ 𝜀𝜏 2 ⇒ 𝑝1𝑝2 ∼ 𝜀𝜏 4

Our Quantum Approach: A Disclaimer
• Our proposed method requires creating quantum correlations between 

distant sensors (from meters to kilometers).
• Assumption: We assume the future availability of "quantum interconnects" 
– a key enabling technology for distributed quantum computing and 
networking.

• e.g., Quantum teleportation, quantum repeaters.
14

Only the difference is meaningful
𝛼′ − 𝛼 = −𝑘 ⋅ Δ𝑟

Fukuda, Matsuzaki, Sichanugrist, 2506.19614 
Directional search for light dark matter with quantum sensors

1. Interaction: The DM signal field interacts with two sensors
2. Measurement: Measure an observable 𝜎𝑋, for each sensor independently:

𝜎𝑋 = 2𝜀𝜏sin 𝛼
3. Correlation: Look for coincident events where both sensors show a response, 

and correlate the outcomes.

• 𝛼 fluctuates randomly, preventing simple time averaging
• To extract correlation, we need a coincident detection event (i.e., both 

sensors "click").
• The probability of a single click is 𝑝1 ∼𝜀𝜏 2 ⇒ 𝑝1𝑝2 ∼𝜀𝜏 4



Measuring Dark Matter VelocityQuantum Protocol: Interference of Distributed 
Sensors

Step 1: Entangling Measurement (Projection)
• Two-sensor state: 𝜓1 ⊗𝜓2 = 0 − 𝑖𝑒𝑖𝛼𝜀𝜏 1 ⊗ 0 − 𝑖𝑒𝑖 𝛼−𝑘⋅Δ𝑟 𝜀𝜏 1
• Measure 𝑃 = 10 10 + 01 01 , which succeeds with probability 𝑃 = 2𝜀2𝜏2

• State after measurement: 𝑃 𝜓1 ⊗ 𝜓2 ∼ 10 + 𝑒−𝑖𝑘Δ𝑟 01 ≡ Ψ

Step 2: Information Readout
• Measure 𝑀 = −𝑖 01 10 + 𝑖 10 01
• 𝑀 = −sin 𝑘Δ𝑟

Measuring a Projection Operator 𝑃

𝜙 → ቊ 𝑃 𝜙 with probability 𝑝 = ⟨𝜙|𝑃|𝜙⟩
1 − 𝑃 𝜙 with probability 1 − 𝑝

e.g. Measure 𝑃1 = 1 1  for one qubit state |𝜑⟩
After measurement: |1⟩ with 𝑝 = 𝜑 1 2 or |0⟩

Hajime Fukuda (U. Tokyo) 15

Quantum Protocol: Interference with distributed sensors 

Fukuda, Matsuzaki, Sichanugrist, 2506.19614 
Directional search for light dark matter with quantum sensors

• Two-sensor state: 𝜓1 ⊗𝜓2 = 0 −𝑖𝑒𝑖𝛼𝜀𝜏1 0 −𝑖𝑒𝑖𝛼−𝑘⋅Δ𝑟 𝜀𝜏1⊗
• Measure 𝑃= 10 10 + 01 01 , which succeeds with probability 𝑃= 2𝜀2𝜏2

• State after measurement: 𝑃𝜓1 ⊗𝜓2 ∼10 + 𝑒−𝑖𝑘Δ𝑟 01 ≡Ψ

• Measure 𝑀= −𝑖01 10 + 𝑖10 01
• 𝑀= −sin 𝑘Δ𝑟
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State of the art: Scalable Quantum Network

Nature 629, 573 (2024)

Sci. Adv.10,eadp6442(2024).

Color center-based Quantum repeater network by two leaders, R. Hanson in QuTech, 
Netherlands and M. Lukin in MIT, USA
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SCY QNet Requirement 3: Interconnecting QPUs using QRs

Technical readiness:
● Building QPUs based of atomic 

traps for Rb, Sr and Yb.
● Demonstrated QFC between 

telecom and IR photons.
SCY-QNet goals:
● Create and transmit atom-

photon entanglement from 
the QPUs at O-band.

● Perform entanglement 
swapping between the QPU 
qubits and the QM Banks.

11

CQISE Quantum Networking Projects
Creating an intercity network for quantum information science and engineering in the State of Ohio
• Congressionally Funded Research Project (CFRP), Department of Education, 2023 - 2026, $1M
• PI: Ronald M. Reano, Co-PI: Ezekiel Johnston-Halperin, OARnet: Pankaj Shah, Mark Fulmer

Creating long distance quantum networks for cybersecurity in the state of Ohio
• Ohio Third Frontier Research Incentive, Ohio Department of Higher Education (ODHE), 2024 – 2025, $750k
• PI: Ronald M. Reano, Co-PI: Ezekiel Johnston-Halperin, OARnet: Pankaj Shah, Mark Fulmer

P2P QKD MDI QKD CONCEPT STAR NETWORK MDI QKD CONCEPT

Emerging
partnerships
• AFIT
• NGRC
• Cisco
• Honda
• Huntington Bank
• Columbus State
• Starlab

CQISE Quantum Networking Project
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• NGRC
• Cisco
• Honda
• Huntington Bank
• Columbus State
• Starlab



CQISE Quantum Networking Projects
Creating an intercity network for quantum information science and engineering in the State of Ohio
• Congressionally Funded Research Project (CFRP), Department of Education, 2023 - 2026, $1M
• PI: Ronald M. Reano, Co-PI: Ezekiel Johnston-Halperin, OARnet: Pankaj Shah, Mark Fulmer

Creating long distance quantum networks for cybersecurity in the state of Ohio
• Ohio Third Frontier Research Incentive, Ohio Department of Higher Education (ODHE), 2024 – 2025, $750k
• PI: Ronald M. Reano, Co-PI: Ezekiel Johnston-Halperin, OARnet: Pankaj Shah, Mark Fulmer

P2P QKD MDI QKD CONCEPT STAR NETWORK MDI QKD CONCEPT

Emerging
partnerships
• AFIT
• NGRC
• Cisco
• Honda
• Huntington Bank
• Columbus State
• Starlab

• Congressionally Funded Research Project (CFRP), Department of Education, 2023 - 2026, $1M
• PI: Ronald M. Reano, Co-PI: Ezekiel Johnston-Halperin, OARnet: Pankaj Shah, Mark Fulmer

• Ohio Third Frontier Research Incentive, Ohio Department of Higher Education (ODHE), 2024 – 2025, $750k
• PI: Ronald M. Reano, Co-PI: Ezekiel Johnston-Halperin, OARnet: Pankaj Shah, Mark Fulmer

• AFIT
• NGRC
• Cisco
• Honda
• Huntington Bank
• Columbus State
• Starlab



From Modular to Distributed: Scaling via Photonic Entanglement Links

Quantum network: From one big noisy chip to many quiet chips with photonic links.

Photonic quantum channel
Non-local quantum gate

Local interaction
Local quantum gate

Colloquium: Quantum Networks with Trapped Ions. Rev. Mod. Phys. (2010)
Scaling the Ion Trap Quantum Processor. Science (2013)
Technical roadmap for fault-tolerant quantum computing, NQIT Technical Roadmap (2016)
Material platforms for spin-based photonic quantum technologies, Nat. Rev. Mater. (2018)
Quantum Internet: A vision for the road ahead, Science (2018)

❑ Distributed quantum computing & Quantum computing modular architecture
❑ Quantum communication (quantum internet, quantum repeater network)

6

Why one big chip isn’t enough

❑ As N grows, control lines ∝ N, noise/crosstalk > N, uniformity ↓

Integrated qubits in a quantum node

Colloquium: Quantum Networks with Trapped Ions. Rev. Mod. Phys. (2010)
Scaling the Ion Trap Quantum Processor. Science (2013)

Local interaction
Local quantum gate

❑ I/O fan-out ↑
❑ Crosstalk ↑
❑ Calibration overhead ↑
❑ classical/quantum noise ↑
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Problems with one big chip



Nonlocal two qubit gate

00 𝐴1𝐵1 + 11 𝐴1𝐵1

𝐴0

𝐴1

𝐵1

𝐵0

Remotely entangled qubit pair

H

Z

Local operations+ = Nonlocal CNOT gate

=

Distributed Quantum Computation Based on Small Quantum Registers. Phys. Rev. A 2007
Optimal Local Implementation of Nonlocal Quantum Gates. Phys. Rev. A 2000

A

B
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=



Why one big chip isn’t enough

❑ As N grows, control lines ∝ N, noise/crosstalk > N, uniformity ↓

Integrated qubits in a quantum node

Colloquium: Quantum Networks with Trapped Ions. Rev. Mod. Phys. (2010)
Scaling the Ion Trap Quantum Processor. Science (2013)
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Spin-to-photon interface

↓ ↑

𝑒
0 1

Atom, or atom-like system

 +   →  0 +  1

Spin-to-photon entanglement

• Single photon source
• Quantum memory
• Correlation between them
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• Single photon source
• Quantum memory
• Correlation between them
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